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THE ECONOMICS OF SCIENTIFIC
KNOWLEDGE

Jesús P. Zamora Bonilla

1 THE IDEA OF AN ECONOMICS OF SCIENTIFIC KNOWLEDGE

The economics of scientific knowledge (ESK) is one of the youngest members in the
heterogeneous field of ‘Science Studies’. Being itself an example of the ‘crossing
of boundaries’ movement that characterises a big part of recent academic activ-
ity, it is very difficult, if not impossible, to provide a comprehensive definition of
ESK. However, for practical purposes we need in this survey some criteria which
help to keep its content under reasonable limits, both in terms of extension and of
coherence. So, one prima facie plausible definition of ESK, as including any piece
of research having to do with ‘the economic study of the production and diffusion
of scientific knowledge’, would force us to include in this paper such an enormous
body of literature that at least a full book would be necessary to revise it.1 On
the other hand, the fact that this survey is part of a book on the philosophy of
economics, belonging itself into a bigger Handbook of Philosophy of Science, sug-
gests that we may select, from this immense literature, just those works dealing
with questions more or less related to the traditional topics in the philosophical
study of science, i.e., mainly topics of epistemological or methodological charac-
ter. Hence, my working definition of ESK will be the application of concepts and
methods of economic analysis to the study of the epistemic nature and value of
scientific knowledge.

A little bit of history will be pertinent to better understand the implications of
this definition. The expression ‘economics of scientific knowledge’ was first pop-
ularised by Wade Hands in a series of papers dating from the beginning of the
nineties [Hands, 1994a; 1994b], drawing on an analogy with what defenders of the
so called ‘Strong Programme in the Sociology of Science’ had done a couple of
decades ago, i.e., to defy the traditional division of labour between sociologists of
science and philosophers of science (see [Bloor, 1976]). According to that tradi-
tion, philosophy of science would study the cognitive aspects of scientific research
(‘methodology’) and of science’s epistemic outputs (‘epistemology’), whereas so-
ciology of science should be devoted to analyse the working of science as a social

1See the two volumes in Stephan and Audretsch [2000], for a good selection of papers on the
economics of science falling under this comprehensive definition. Mirowski and Sent [2002a] join
also a number of important papers on the economics of science, as well as on ESK.
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institution, and its relations with other institutions, without entering into the ques-
tion of what leads researchers to accept a particular method, datum, or theory as
‘right’. Without much danger of confusion, we may add to the core of that tra-
dition the thesis that the economics of science should be concerned just with the
‘economic’ problems of scientific research, i.e., how to fund it, or how is it related to
economic growth through the mediation of technological progress. Little interfer-
ence would exist between these three academic disciplines (philosophy-, sociology-,
and economics-of-science), for no one of them put questions for which the other
two might conceivably provide a relevant answer. On the contrary, the ‘new’ so-
ciologists of scientific knowledge of the seventies, inspired by the work of Thomas
Kuhn and of the ‘second’ Wittgenstein, amongst others, endorsed the view that
the construction of scientific knowledge (i.e., the constitution of a consensus, or
a dissensus, about any scientific item) is essentially a social process, in which all
the agents take one decision or another on the ground of their particular interests.
From this fact the conclusion was drawn that the creation of scientific knowledge
was as legitimate a topic for social analysis as any other process of social inter-
action. Hence, whereas ‘sociology of science’ could be taken as the study of the
institutional aspects of scientific activity, ‘sociology of scientific knowledge’ (SSK)
would have amongst its legitimate objects of study those questions traditionally
reserved for methodology and epistemology.

Wade Hands’ suggestion was, basically, that the same argument could be applied
not only to sociology, but to economics as well:

If we mirror the distinction between the sociology of science and the so-
ciology of scientific knowledge, then the economics of science would be
the application of economic theory, or ideas found in economic theory,
to explaining the behaviour of scientists and/or the intellectual output
of the scientific community. That is, given the goals of the individual
scientists or those of the scientific community (for example, the ‘pur-
suit of truth’) the economics of science might be used to explain the
behaviour of those in the scientific community or to make recommen-
dations about how those goals might be achieved in a more efficient
manner. In this way the economics of science would relate to science
in precisely the way that microeconomics has typically related to the
firms in the market economy (...) On the other hand, the economics
of scientific knowledge (ESK) would involve economics in a philosoph-
ically more fundamental way. The ESK would involve economics, or
at least metaphors derived from economics, in the actual characteri-
zation of scientific knowledge - that is, economics would be involved
fundamentally in the epistemological discourse regarding the nature
of scientific knowledge. Like the SSK argues that scientific knowledge
comes to be constructed out of a social process, the ESK would argue
that scientific knowledge comes to be constructed out of an economic
process. [Hands, 1994a, p. 87]
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The main idea behind this characterisation of ESK is that it essentially deals
with the ‘nature’ of scientific knowledge, and that the construction of this knowl-
edge is an ‘economic process’, but one may suspect that many of the topics at-
tributed to what Hands calls here ‘the economics of science’ (i.e., the explanation
of scientists’ behaviour, or the ‘recommendations’ about how the epistemic goals
of science can be more efficiently attained) would exactly refer to the questions
he allotted to ESK. Perhaps in order to avoid such a confusion, in a more recent
work Hands draws the distinction between the economics of science and ESK in a
slightly different way:

Economics of science analyzes (explains and/or predicts) the behavior
of scientists in the same way that an economist might analyze (explain
and/or predict) the behavior of firms or consumers. Like the Mertonian
school of sociology, the economics of science almost always presumes
that science produces products of high cognitive quality, but investi-
gating whether it “really” does so is not considered to be the proper
subject for economic analysis (it would be like an economist investigat-
ing whether the products of a firm “really” satisfy consumer wants).
By contrast, ESK, like SSK, would address the question of whether
the epistemologically right stuff is being produced in the economy of
science; ESK mixes economics and normative science theory. The dis-
tinction between the economics of science and ESK mirrors not only
the difference between sociology of science and SSK, but also the tra-
ditional distinction between microeconomics and welfare economics.
Microeconomics, it is usually argued, predicts and/or explains the be-
havior of economic agents, whereas welfare economics focuses on the
question of whether the social configuration produced as a result of the
actions of these agents is “optimal” or “efficient” (...) The economics of
science predicts and/or explains the behavior of scientists and scientific
institutions, whereas ESK adds the question of whether those actions
and institutions produce scientific products that are cognitively effi-
cient or optimal (or if they are not optimal, how the institutions might
be changed in order to improve epistemic efficiency). [Hands, 2001, pp.
360–1]

Although I agree that normative questions are paramount in the ESK, I think
the identification of ESK with something like an ‘(epistemically) normative branch
of the economics of science’ would leave too much outside. Actually, most of the
works discussed by Hands in the pages following the second quotation are not
only ‘normative’ but ‘explanatory’, and, what is more relevant, these works do
not consist in the application to normative problems of some (merely descriptive)
economic models of science already existing; they are, instead, explanatory models
specifically devised to attack those normative problems. Hence, the production of
models that explain the behaviour of scientists is in itself an important part of
ESK (or so will it be taken in this survey), at least as long as these models refer



762 Jesús P. Zamora Bonilla

to scientists’ epistemic decisions, i.e., those decisions in which what is at stake is
the epistemic value that must be conferred to certain theories, hypotheses, mod-
els, research programmes, data, experiments, observations, etc. Hands, however,
has wisely pointed to an important difference between the sociological and the
economic understanding of social phenomena: in general, economic models are
constructed in such a way that they can be given a normative interpretation al-
most automatically, for, after all, they show transparently the evaluations made
by the agents whose interaction constitutes those models’ object, and these eval-
uations are the raw material for any normative assessment. Contrarily to some
appearances, economists are proner than sociologists to offer normative guidance,
at least by telling who is going to be benefited and who is going to be damaged
(and how much) if things happen in such and such a way instead of otherwise; so-
ciologists, instead, often tend to avoid anything that may sound like an evaluative
claim, fearing not to look ‘impartial’ enough (within the fields which are closer to
ours, ‘science, technology and society studies’ and ‘social epistemology’ would be
the main exception; see, e.g., Fuller [1988] and [2000]). In particular, the question
of the efficiency of scientific institutions and practices arises much more naturally
in an economic research than in a sociological one, though obviously this does not
entail that the latter can not deliver some important normative conclusions.

Returning to the definition of ESK offered at the beginning (‘the application of
concepts and methods of economic analysis to the study of the epistemic nature
and value of scientific knowledge’), it entails that ESK will be considered here more
as a branch of epistemology than as a branch of economics: economic concepts
and methods are the tools, but scientific knowledge is our object. The main
questions to be asked are, hence, of the following kind: how is scientific knowledge
‘socially constructed’?, i.e., how does a consensus about an item of knowledge
emerge within a scientific discipline?, how do scientists determine the epistemic
value of that knowledge?, how can we explain and assess the norms according
to which scientists make this valuation?, in particular, how can we evaluate the
cognitive efficiency of the methods employed by scientists and the objectivity of
their cognitive output?, and so on. Though the works that will be commented
below are very heterogeneous in many aspects, they all have in common their
trying to answer some of these questions by assuming that the decisions of scientists
can be analysed in more or less the same way as economic models conceptualise
the decisions of entrepreneurs, consumers, and other economic agents, i.e., by
assuming that scientists are trying to optimise some utility function, given all
the physical, psychological, and institutional constraints they face, and given that
the other scientists and the other relevant agents are also trying to do the same
simultaneously.

Nevertheless, as the readers of this book will have surely noticed, there is an im-
mense diversity of approaches within economics, and this allows for a correspond-
ing variety of brands in the ESK. In order to simplify my exposition, I will divide
them according to a couple of distinctions. In the first place, two of the more gen-
eral conceptual frameworks in economics are what we could call ‘the optimisation
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paradigm’ and ‘the exchange paradigm’ (cf. [Buchanan, 1996]): according to the
former, economics is all about how to maximise some important quantities (utility,
profits, social welfare...), while for the latter the essential economic phenomenon is
what Adam Smith identified as our ‘propensity to truck, barter, and exchange’, or
what the Austrian economist Ludwig von Mises called ‘catallaxy’. In the second
place, in some branches of economics it is assumed that the proper way of doing
research is by building abstract models which try to capture, usually in a strongly
idealised way, the essential aspects of the portion of reality we want to study; in
other branches, however, the appropriate method is taken to be that of a discur-
sive analysis, giving more importance to the details of economic practices than to
purely formal arguments. Roughly following this classification, I will divide the
main body of this survey into three parts. In section 2, I will present those works
that try to understand scientific research as a process of epistemic optimisation,
or of rational cost-benefit decision making. Section 3 will be devoted, instead, to
analyse the idea that science is basically an institution for the exchange of items
of knowledge, a ‘marketplace for ideas’, to use the typical expression. The last
section will present those works that have tried to make a more or less systematic
analysis of scientific research as a set of social mechanisms through which different
agents interact, distinguishing between those attempts of producing mathematical
models of scientists’ epistemic behaviour, on the one hand, and those less formal,
institutionalist approaches, on the other hand. Notwithstanding all this, if we
take into account that ESK has still a very short history, one can easily draw the
conclusion that many of the conceivable approaches to the economic study of the
constitution of scientific knowledge are still undeveloped, or have not even been
envisaged at all. I hope the realisation of this fact may encourage some readers to
pursue by themselves a number of these untrodden paths.2

2 THE OPTIMISATION PARADIGM

In a certain sense, we might describe research on scientific methodology (both in
its most abstract, philosophical variants, and in the most specific, field-dependent
ones) as an attempt to find out what are the ‘best’ methodological practices, the
‘most rational’ ones, and so, the whole discipline would fall within the scope of
an ‘optimisation’ approach. A sensible limitation in this survey is, of course, to
circumvent it to only those works that have made an explicit use of optimisation
concepts derived from economic theory. According to this limited definition, two
basic ideas, not essentially in mutual contradiction, are particularly relevant: the
idea of optimisation as a rational weighting of costs and benefits, and the idea of
optimisation as the maximisation of a utility function. It is clear that the first

2Two obvious research avenues, almost entirely open, would consist in applying social choice
theory to the decisions of scientists (following the lines of research on ‘judgement aggregation’;
e.g., List and Pettit [2002]), as well as economic models of learning (e.g., [Brenner, 1999]). The
approach developed in Goodin and Brennan [2001], in which opinions are taken as a subject for
bargaining, could also be interestingly applied to the analysis of scientific consensus.
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concept can be reduced to the second one, since costs and benefits can be taken as
the main variables of the relevant utility function, though I will use the difference
just for expository reasons.

2.1 Cost-benefit approaches

Interestingly enough, the first known application of modern economic techniques
to solving epistemic problems in science was very explicit in describing the value
of a scientific theory as the difference between ‘costs’ and ‘benefits’. I’m referring
to Charles Sanders Peirce’s ‘Note of the Theory of the Economy of Research’,
published in 1879, less than a decade after the introduction of marginal analysis in
economic theory by Carl Menger and Stanley Jevons. In that short article, Peirce
considers the problem of how much time or effort to devote to several research
processes, by taking into account “the relation between the exactitude of a result
and the cost of attaining it” (p. 184). The solution of Peirce’s model is that total
benefit (the difference between the ‘utility’ derived from a set of experiments and
the total cost of performing them, assuming this to be a constant) is maximised by
devoting to each problem an amount of resources such that the ‘economic urgency’
of every problem, i.e., what we would now call the ‘marginal utility’ derived from
each experiment, is exactly the same. Besides being one of the first applications
of marginal utility theory, not only to problems of epistemology, but tout court,
Peirce’s ‘Note’ is also remarkable by connecting the idea of ‘epistemic benefits’ with
some fundamental concepts of statistics and probability theory, and by advancing a
conception statistical methods close to the modern theory of confidence intervals,
specially by taking into account the relevance of costs in statistical inference.
Peirce’s insight about the type of theoretical and practical problems his approach
could open is even more surprising when we read the last paragraph of his ‘Note’:

It is to be remarked that the theory here given rests on the supposi-
tion that the object of the investigation is the ascertainment of truth.
When an investigation is made for the purpose of attaining personal
distinction, the economics of the problem are entirely different. But
that seems to be well enough understood by those engaged in that sort
of investigation. [Peirce, 1879, p. 190]

Actually, and probably to Peirce’s despair, the evolution of ESK in the last
decades can be described as a progressive tendency to give more importance to
‘the purpose of attaining personal distinction’ as an essential factor in explaining
the process of knowledge construction.

Peirce’s work on the economics of research, however, passed almost unnoticed
by as much as a century, till it was rediscovered for the philosophical world by
Nicholas Rescher, who devoted a paper to it in the mid seventies [Rescher, 1976],
and who has incorporated to his pragmatist vision of science Peirce’s idea that
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economic considerations are essential to understand the rationality of research.3

Rescher made use of this idea in a series of books, starting by Scientific Progress,
symptomatically subtitled ‘A Philosophical Essay on the Economics of Research in
Natural Science’. Although that book was written in the times when the discussion
about the possibility of epistemic progress was most eager, it only contains a few
references to that debate (e.g., [Rescher, 1978a, pp. 189 ff.], where he suggests
that the field of practical applications of scientific knowledge can offer a common
ground for ‘incommensurable paradigms’, in the Kuhnian sense). Instead, the
book’s main concern is with cultural disillusionment about science:

Disappointment is abroad that the great promise of the first half of
the century is not being kept, and there are many indications that
scientists are beginning to move back towards a view of the fin de
siècle type and to envisage an end to scientific progress. The general
public is perhaps even more drastically disillusioned (...) Science has
produced numerous and rapid changes in the condition of our lives,
but many of them do not seem for the better. Disillusionment all too
readily leads to disaffection. A great deal of sentiment is abroad that
is anti-scientific and even irrationalistic in orientation (...) A realistic
and dispassionate reappraisal of the future prospects of science is thus
very much in order. [Rescher, 1978a, pp. 52–3]

It is in order to introduce ‘realisticness’ in the assessment of science that Rescher
introduces the notion of costs as an essential part of his theory. This he does
it by two different means. In the first place, in Scientific Progress he tries to
show that scientific research is subject to a ‘law of diminishing returns’ because
of the increasing cost of our ‘knowledge-yielding interactions with nature’ (ibid.,
p. 16); Rescher makes a phenomenological description of the history of science,
which empirically justifies this claim, and then proceeds to offer an ‘economic’
explanation of the phenomenon: important results grow in a diminishing way
as the resources devoted to science increase, basically because of two reasons:
first, there is a law according to which “when the total volume of findings of (at
least) routine quality stands at Q, the volume of (at least) important findings
stands at (...) Q

1/2” (ibid., p. 98), or, in a more general way, the number of
findings of merit m decreases exponentially as m grows; second, the increasing
technical difficulties in the creation and implementation of scientific instruments
and experiments makes it grow the economic cost of each unit of new relevant
scientific information. This diagnosis allows Rescher to conclude that, on the one
hand, science is going to face economic and technical limits much earlier than the
limits derived from the finiteness of human ingenuity, but, on the other hand, there

3Joseph Sneed [1989], using the structuralist notion of a scientific theory (see Balzer, Moulines
and Sneed [1987]) also provides a model analogous to Peirce’s to determine the optimum research
agenda in the development of a ‘theory net’. In this model, the costs are resources, the benefits
are specific solved problems (the ‘elements’ of the ‘theory net’), and it is taken into account that
solving a problem may modify the probability of solving further problems.
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is really no end in the prospects of the quantity, quality and variety of forthcoming
discoveries (see also [Rescher, 1996]).

Most important for the evolution of ESK is the second type of use Rescher
makes of the Peircean insights, first in his book Peirce’s Philosophy of Science
(1978b), and more decisively in Cognitive Economy. The Economic Dimension of
the Theory of Knowledge (1989). In the latter book, Rescher generalises the iden-
tification of rationality with cost-benefit calculation to other aspects of scientific
research besides that of the selection of problems (what, as Hands [1994a, p. 87]
rightly points, would belong more to the ‘economics of science’ than to ESK, as we
defined them in the first section). In particular, Rescher employs the cost-benefit
idea to argue for the following points:

a) scepticism is wrong in only considering the cost of mistakenly accepting wrong
hypotheses, but does not take into account the cost or rejecting right ones (i.e.,
the benefits we would have had by accepting them); Cartesian rationalism
commits just the opposite error; an intermediate attitude towards epistemic
risks is better than both extremes;

b) scientific communication is also organised according to the principle of min-
imising costs, in this case, the cost of searching for relevant information;

c) rational theory choice is grounded on the principle of induction, which is given
an economic interpretation: we tend to infer from our data those theories which
have more simplicity, uniformity, regularity, coherence, and so on, because
these virtues are cognitive labour saving; only when the most economic theory
does not give us enough benefits, is it rational to look for a not so simple
hypothesis;

d) from a falsifications point of view, the same applies to the decisions about
what theories are going to be proposed and tested in the first place.

Other author that has tried to apply ‘cost-benefit rationality’ to problems in
philosophy of science, and in particular to its falsificationist brand, has been Ger-
ard Radnitzky [1986; 1987]. The problem Radnitzky initially considers is the
following: according to Popper, scientists’ decisions of accepting or rejecting a
theory or a ‘basic statement’ (i.e., an empirical proposition employed to test a
more general theory) are not reducible to any kind of algorithm (like deductive or
inductive logic, say), but always rest on conventional decisions; Popper, however,
did not explain what precise criteria scientists can or must employ in taking those
decisions, in particular, what kind of arguments can be used to decide when to
stop testing a theory or a basic statement. Radnitzky’s idea is to apply Popper’s
‘situational logic’ to that problem, reconstructing the scientist’s situation as one
in which account must be taken of the ‘costs’ and ‘benefits’ of every possible de-
cision: for example, rejecting a particular basic statement can demand offering
an alternative explanation of how scientific instruments work, and the latter can
be ‘more expensive’ than the former because it not only demands to invent that
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explanation, but also to lose some of the other things which had been explained
with the old theory.

Regarding the merits and demerits of Rescher’s and Radnitzky’s approaches,
one general criticism of their ‘cost-benefit’ metaphor is that they hardly offer any
hint about how costs and benefits can be made commensurable, and this leaves all
scientific decisions basically underdetermined. In particular, I think Radnitzky’s
approach is still less fruitful, mainly because of the following reasons:

a) In the first place, being a true Popperian, Radnitzky attempts to separate his
theory as much as he can from the ‘sociologist’ approaches he attempts to
criticise (i.e., those according to which scientists are really moved by ‘social’,
‘non-epistemic’ interests, which usually make them more or less blind to ra-
tional arguments); this forces him to present his approach as a description of
‘ideal type’ researchers, motivated only by ‘scientific progress’, and so he does
not help us to know whether real scientists behave according to that ideal, or,
still worse, whether real human beings can behave that way. Rescher attaches
more importance to the actual cognitive capacities of people, though without
entering into many details.

b) In the second place, describing the goal of science just as ‘scientific progress’,
as Radnitzky does, is little more than a tautology, for ‘progress’ means ‘ap-
proximation to some goals’, and this is empty until we know what the goals
are. We need either a philosophical explanation of these goals (‘certainty’,
‘predictive success’, or ‘problem solving’; but, by which criteria do we decide
what problems are ‘important’, and what an ‘interesting’ solution consists
in?), or we simply identify the aims of science with the goals of real scientists
(but this seems precluded by point a). Obviously, Radnitzky’s own option is
the first one, and he takes the goal of science to be ‘interesting truth’ (but why
not ‘interesting’ from the point of view of the ‘social interests’ of scientists?);
unfortunately, in spite of Popper’s efforts, we lack a convincing logical argu-
ment showing that falsificationism is the optimal methodology to follow in our
attempt to approach to the truth. Rescher’s view, on the contrary, seems to
be closer to the idea that the relevant values are those of real scientists, but he
does not offer a model of how these different aims are mutually interconnected
or integrated.

c) In the third place, Radnitzky’s use of the terms ‘cost’ and ‘benefit’ is too naive
from an economic point of view. This is basically due to the fact that, having
deprived himself of an operative description of the goals of science (e.g., a
coherent theory about how do some methodological decisions exactly help in
approaching the goals of science), it is always indeterminate why is something
a ‘cost’ or a ‘benefit’, and, in a similar way, it is always unclear how can we
decide that some costs are ‘higher’ or ‘lower’ than some benefits, since we lack
something like a measure of them.

d) Lastly, we can criticise the very choice of cost-benefit analysis as an appropriate
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tool to understand the process of scientific research. In Radnitzky’s case, this
choice is probably due to his desire of going directly to an explanation of
ideal scientists’ rational decision making, without assuming that something
like induction can really exist, and without giving relevance to the ‘social’
aspects of scientific research. An analytical tool more coherent with standard
economic practice is rational choice theory (i.e., the hypotheses of expected
utility maximisation), which Rescher does not hesitate in using, but this option
requires a detailed description of the agent’s goals (her ‘utility function’, even
if it contained only epistemic factors), as well as a hypothesis about the agent’s
beliefs, expressed in terms of quantitative probabilities, and this is inconsistent
with the Popperian rejection of induction. A still more appropriate analytical
tool is game theory, which adds to rational choice considerations the idea that
the results of an individual’s behaviour also depend on the actions of others;
but Radnitzky seems to be looking for a theory which can give methodological
advises that could in principle be followed by a completely isolated researcher
(a ‘Robinson Crusoe’, so to say), and ignores everything that could take into
account the essentially collective nature of the scientific enterprise.

3 EPISTEMIC UTILITY APPROACHES

The second route that has been followed within the optimisation approach has
consisted into trying to define a specific (‘cognitive’, or ‘epistemic’) utility function
which rational scientific research should maximise. This has been the strategy of
what is usually called cognitive decision theory, which is basically an adaptation of
the Bayesian theory of rational choice to the case when the decisions to be made
are those of accepting some propositions or hypotheses instead of others.4 Hence,
in the case of scientific research, it is assumed that scientists decide (or should
decide, if we give this approach a normative interpretation) to accept a particular
solution to a scientific problem, instead of an alternative solution, if and only if the
expected utility they derive from accepting the former is higher than the expected
utility they would attain from accepting any other solution to that problem. The
expected utility of accepting the hypothesis h given the ‘evidence’ e is defined as:

(1) EU(h, e) = Σs∈Xu(h, s)p(s, e)

where the s’s are the possible states of the world, u(h, s) is the epistemic utility of
accepting h if the true state of the world is s, and p(s, e) is the probability of s being
the true state given the evidence e. One fundamental problem for a cognitive utility
theory is, of course, that of defining an ‘appropriate’ epistemic utility function u;
but, before discussing this problem, there is a still more basic conceptual difficulty
that has to be mentioned: standard decision theory is a theory about what actions
an agent will perform, given her options, her preferences, and the knowledge,

4See Niiniluoto [1987, ch. 12], for an exposition of the first relevant contributions to cognitive
decision theory, and Weintraub [1990] for a sceptical argument.
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beliefs, or information she has about how the relevant things are. It may sound
even absurd to say that one can choose what to know, or what to believe. Of
course, one can do things in order to gain more or less information, and one can
as well allocate more effort to look for information about some topics than about
others, but, once the results of this search are in front of you, you usually do not
‘choose’ what to believe: you just happen to have certain beliefs. Indeed, the fact
that a person’s beliefs have been ‘chosen’ by her is frequently a very strong reason
to doubt of their truth, or at least, to doubt of the epistemic rationality of that
person. Cognitive decision theorists counterargue that the object of an epistemic
utility function is not really an agent’s system of beliefs: these are represented in
(1) by the (subjective) probability function p. The ‘acts’ whose cognitive utility is
relevant are, rather, those of accepting or rejecting (or suspending judgement on) a
given proposition (the hypothesis h). As it has been cogently defended by Patrick
Maher [1993, pp. 133 ff.], the acceptance of a scientific hypothesis is logically
independent of our belief in its truth: attaching probability 1, or any other ‘high’
level of probability, to a theory is neither a sufficient nor a necessary condition
for its acceptance (for example, most scientific theories are accepted even though
scientists actually believe they are not literally true). We may add that, as it will
be evident in the next sections, scientists usually have (‘social’) reasons to accept
a hypothesis that have nothing to do with how confident they are about its truth.

Other possible objection is that, even assuming that acceptance and belief are
not the same thing, the only relevant thing from the point of view of a sound
epistemology is the latter, and not the former; for example, van Fraasen [1980]
made precisely this point in discussing the ‘inference to the best explanation’
approach: once you has concluded that h has a higher probability (but less than
1) than any rival theory, accepting h would entail to go further than what your
evidence allows. This criticism, however, seems to be based on the assumption that
accepting a theory is identical with attaching probability 1 to it, what is not the
case, as Maher has argued. Nevertheless, the idea that once you have subjective
probabilities you don’t need acceptance may still have a point, particularly for
Bayesian epistemologists. Maher’s answer is to point to the fact that scientists
(and ordinary people as well) do actually accept and reject theories and other
types of propositions (an empirical phenomenon that calls for some explanation),
and even more importantly:

Much of what is recorded in the history of science is categorical as-
sertions by scientists of one or another hypothesis, together with rea-
sons adduced in support of those hypotheses and against competing
hypotheses. It is much less common for history to record scientists’
probabilities. Thus philosophers of science without a theory of accep-
tance lack the theoretical resources to discuss the rationality (or irra-
tionality) or most of the judgements recorded in the history of science
(...) Without a theory of acceptance, it is also impossible to infer any-
thing about scientists’ subjective probabilities from their categorical
assertions. Thus for a philosophy of science without a theory of accep-
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tance, the subjective probabilities of most scientists must be largely
inscrutable. This severely restricts the degree to which Bayesian con-
firmation theory can be shown to agree with pretheoretically correct
judgements of confirmation that scientists have made. [Maher, 1993,
pp. 162f.]

Once we have seen some of the reasons to take acceptance as an act scientists
can perform, we can turn to the question of what is the utility function they are
assumed to be maximising when they decide to accept some propositions instead
of others. Cognitive decision theory is grounded on the idea that this utility
function is of an epistemic nature, i.e., the utility of accepting h only depends on
the ‘epistemic virtues’ h may have. Or, as the first author in using the epistemic
utility concept stated:

the utilities should reflect the value or disvalue which the outcomes
have from the point of view of pure scientific research, rather than
the practical advantages or disadvantages that might result from the
application of an accepted hypotheses, according as the latter is true
or false. Let me refer to the kind of utilities thus vaguely characterized
as purely scientific, or epistemic, utilities. [Hempel, 1960, p. 465]

Of course, it was not assumed by Hempel, nor by other cognitive decision theo-
rists, that a real scientist’s utility function was affected only by epistemic factors;
after all, researchers are human beings with preferences over a very wide range of
things and events. But most of these authors assume that scientists, qua scien-
tists, should base their decisions on purely epistemic considerations (and perhaps
often do it). So, what are the cognitive virtues an epistemic utility function must
contain as its arguments?5 One obvious answer is ‘truth’: coeteris paribus, it is
better to accept a theory if it is true, than the same theory if it is false. This
does not necessarily entail that accepting a true proposition is always better than
accepting a false one (although some authors have defended this, as Levi [1967]),
for other qualities, which some false theories may have in a higher degree that
some true theories, are also valuable for scientists, as, e.g., the informative content
of a proposition (recall Rescher’s argument against scepticism). So, one sensible
proposal for defining the expected epistemic utility of h is to take it as a weighted
average of the probability h has of being true, given the evidence e, and the amount
of information h provides. This leads to a measure of expected cognitive utility
like the following [Levi, 1967; Hilpinen, 1968]:

(2) EU(h, e) = p(h, e) − qp(h)

where the parameter q is a measure of the scientist’s attitude towards risk: the
lower q is in the epistemic utility function of a researcher, the more risk averse

5Thomas Kuhn’s famous discussion about the fundamental values of science (precision, co-
herence, scope, simplicity, and fecundity), and about how they can be given different weight by
different scientists [Kuhn, 1977], can easily be translated into the language of utility theory.
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she is, for she will prefer theories with a higher degree of confirmation (p(h, e))
to theories with a high degree of content (1 − p(h)). If formula (2) reflects the
real cognitive preferences of scientists, it entails that, in order to be accepted, a
theory must be strongly confirmed by the empirical evidence, but must also be
highly informative. Scientific research is a difficult task because, usually, content-
ful propositions become disconfirmed sooner than later, while it is easy to verify
statements that convey little information. One may doubt, however, that these
are the only two cognitive requisites of ‘good’ scientific theories. For example,
(2) leads to undesirable conclusions when all the theories scientists must choose
among have been empirically falsified (and hence p(h, e) is zero): in this case, the
cognitive value of a theory will be proportional to its content, what means that,
in order to find a theory better than the already refuted h, you can simply join to
it any proposition (it does not matter whether true or false) which does not follow
from h. For example, Newtonian mechanics joined with the story of Greek gods
would have a higher scientific value than Newtonian mechanics alone.

In order to solve this difficulty, one interesting suggestion has been to introduce
as an additional epistemic virtue the notion of closeness to the truth, or verisimili-
tude (cf. Niiniluoto [1987] and [1998], Maher [1993]), a notion that was introduced
in the philosophy of science as a technical concept in Popper [1963]: amongst false
or falsified theories (and perhaps also amongst true ones) the epistemic value does
not only depend on the theories’ content, but also on how ‘far from the full truth’
they are. The main difference between Niiniluoto’s and Maher’s approaches is that
the former is ‘objective’, in the sense that it assumes that there exists some objec-
tive measure of ‘distance’ or ‘(di)similarity’ between the different possible states of
nature, and the value of accepting a theory is then defined as an inverse function
of the distance between those states of nature that make the theory true and the
state which is actually the true one. Maher’s proposal, instead, is ‘subjective’ in
the sense that it starts assuming that there is an undefined epistemic utility func-
tion with the form u(h, s), perhaps a different one for each individual scientists,
and the verisimilitude of a hypothesis is then introduced as a normalised difference
between the utility of accepting h given what the true state is, and the utility of
accepting a tautology. In Maher’s approach, then, epistemic utility is a primitive
notion, which is only assumed to obey a short list of simple axioms: (i) accepting
a theory is better when it is true than when it is false, (ii) the utility of accepting a
given true theory does not depend on what the true state is, (iii) accepting a true
theory is better than accepting any proposition derivable from it, (iv) there is at
least a true theory accepting which is better than accepting a tautology, and (v)
the utility of accepting a full description of a true state of nature is a constant and
higher than the utility of accepting a logical contradiction. Maher assumes that
different scientists may have different cognitive utility functions, and hence, they
can give different verisimilitude values to the same theories, even if the principles
listed above are fulfilled. Actually, Niiniluoto’s approach is not completely objec-
tive, because the definitions of distance between states depend on what factors of
similarity each scientist values more or less. This is not a bad thing: after all,
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cognitive preferences are preferences, and these are always the preferences of some
particular agent.

One general criticism that can be made to the proposals examined in this sub-
section is that the arguments their authors give in favour of one definition of
cognitive utility or another, are always grounded on our ‘intuitions’ about what is
better or worse in the epistemic sense. With the exception of Maher, they seldom
discuss whether those functions do actually represent the cognitive preferences of
flesh-and-bone scientists. The absence of such a discussion also deprives us of an
answer to the question of what would happen if the real preferences would not
coincide with the ones defended by cognitive decision theorists: should we then
criticise scientists for not being ‘scientific’ enough?, or could we take this disagree-
ment as an argument against the utility functions defended by those philosophers?
Furthermore, from the proposed definitions it is frequently impossible to derive
any behavioural prediction (besides some generalities like the ones commented in
connection to formula (2)) about what decisions will be made in a minimally re-
alistic scenario by a scientist who happend to have such cognitive preferences. A
different problem is that there are too many definitions of epistemic utility, and
it seems reasonable to ask whether the criteria to prefer one definition over the
rest are also derivable from some (‘higher level’?) epistemic preferences. At the
very least, we should demand from a candidate definition that accepting it as an
appropriate representation of the ‘right’ epistemic preferences is an optimum de-
cision according to that very same definition. Regarding to this criticism, I think
Maher’s approach is more appropriate than the others, for, even if it could seem
that by not offering an explicit definition of epistemic utility he had left this no-
tion unexplained, I prefer to interpret his strategy as a ‘liberal’ one, in the sense
that it allows to take any function that satisfies the five principles listed in the
preceding paragraph as an acceptable epistemic utility. This strategy amounts to
denying the philosopher the right to determine what epistemic preferences are ‘ap-
propriate’, besides indicating some minimal requisites that make these preferences
deserve to be called ‘cognitive’.

An alternative but related approach has been defended by me in a series of
papers about ‘methodological truthlikeness’ (e.g. Zamora Bonilla [1996; 2000]):
instead of searching for a definition of cognitive utility which satisfies some intu-
itive requirements, or instead of just acknowledging the right of scientists to have
the epistemic preferences they may have, the philosopher of science should try to
discover what these cognitive values are. The suggested strategy is an abductive
one: in the first place, we have to look for the methodological patterns scientists ac-
tually follow, i.e., their ‘revealed’ criteria for theory preference (patterns which are
not supposed to be universal); in the second place, we must try to find a definition
of cognitive utility from which those patterns could be mathematically derived as
‘empirical predictions’. Both things can obviously be made with a bigger or lesser
level of detail: we can look for very general methodological patterns, which would
be taken as ‘stylised facts’ about theory choice, empirical testing, and so on, or we
can alternatively inquiry about detailed methodological decisions in specific case
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studies; and we can also employ very simple hypothetical utility functions, with
just a few arguments within them, or develop more complicated functions. My
impression is that, the more we concentrate on the specificities of particular cases,
the less likely it is that actual scientific decisions depend only on cognitive factors;
the most general methodological patterns, on the other hand, are those defining
the kind of activity scientific research is, and the type of output that society can
expect to derive from it, and this allows to guess that scientific institutions and
practices will have probably evolved in such a way that those patterns are coherent
with scientists’ more general epistemic preferences. Now that the methodology of
case studies has become a kind of orthodoxy in the philosophy and the sociology of
science, some may have doubts about the mere possibility of finding in the history
of science any regularities regarding the scientists’ methodological decisions (for,
do not researchers use all methods ‘opportunistically’?), and even more about the
viability of deriving an explanation of these practices just from a few simplistic
formulae (e.g., from the assumption that certain cognitive utility function is max-
imised through those decisions). To the first objection we can answer that the
patterns that have to be searched are not of the type ‘scientists always employ
method X’, but rather of the form ‘under circumstances Z, scientists tend to em-
ploy method X; under circumstances Z’, scientists tend to employ method X’, and
so on’. Regarding the second objection, the proof of the cake is obviously in the
eating.

The main definition of epistemic value I have proposed in the papers mentioned
above asserts that the verisimilitude of a hypothesis h for a scientist given a set E of
empirical regularities or data, is identical to the product of the ‘similarity’ between
h and a subset F of E (measured as p(h&F )/p(hvF ), where p stands for the
scientist’s subjective probabilities) and the ‘rigour’ of F (measured as 1/p(F )), for
that subset F for which this product is maximum. These definitions allow to derive
a wider set of ‘methodological theorems’ than other existing measures of epistemic
utility (cf. Zamora Bonilla [1996]), but also to explain some ‘stylised facts’ about
the development of scientific research programmes or about the differences between
the role of theoretical and empirical arguments in economic theory as compared to
natural science (cf. Zamora Bonilla [2003] and [1999a], respectively). I recognise
that the number of ‘facts’ so explained is not too big, but what this indicates is not
that formal models are useless (after all, other types of explanations of scientific
practice haven’t got a much better success record), but that they must be enriched
to take into account other relevant factors in scientific decision making. This is
exactly what the contributions to be examined in the next sections try to do.

4 THE EXCHANGE PARADIGM

4.1 The market metaphor

Traditionally, economics is not only about the optimisation of some magnitudes,
be they utility, profits, wealth, or social welfare. Beyond the assumption that
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economic agents are rational beings who always try to make the best possible
choice, there is the indisputable fact that the objects of economic research are so-
cial phenomena, that have to do with the interrelation between numerous agents.
Classical economists introduced the idea that there is a specific realm (‘the econ-
omy’) the discipline they were creating dealt all about, a complex entity all of
whose elements depended on the rest. Later on, more limited social fields (i.e.,
single markets) attracted the systematic attention of economic theorists, but the
fundamental idea was still that these fields were systems composed by interdepen-
dent parts. In economics, contrarily to the majority of the other social sciences,
the most fundamental type of connection existing between the elements of those
systems is assumed to be that of exchange relationships, and economic science
can then be understood as the study of those social phenomena in which the
basic ‘bond’ consists in (more or less free) exchanges. Of course, the market is
the paradigm of such social phenomena, and hence, trying to describe science as
an exchange system leads us almost automatically to interpret it like something
akin to a ‘market’. Due to the common identification of the economic efficiency
of markets with another classical metaphor (the ‘invisible hand’), the thesis that
‘science is like a market’ has often been taken as an assumption about the work-
ing of some ‘epistemic invisible hand’ mechanism behind the process of scientific
research. This vision of science as a ‘marketplace for ideas’ was not originally
a technical notion in the analysis of scientific research,6 but rather a common
metaphor ‘floating in the air’, and probably having a basic ideological role: that of
justifying the autonomy of scientific opinions from external social pressures. The
following quotations, the first one by a Popperian philosopher, and the second one
by a prominent economist, are illustrative of that opinion:

I was taught as a student that the university is a marketplace of ideas
where new ideas are welcome and falsehoods can be challenged without
recrimination. Bartley [1990, p. xvi]

I do not believe that (the) distinction between the market for goods
and the market for ideas is valid. There is no fundamental difference
between these two markets. Coase [1974, p. 389]

Nevertheless, it is one thing to express the metaphor that ‘science is a market’,
and it is a very different thing to try to use it as an analogy to illuminate in a de-
tailed way the essential features of scientific research (by the way, the analogy can
also be used in the opposite direction, to understand the market as a knowledge
generating mechanism; cf. Hayek [1948]). Once we begin to employ the metaphor
as an analytical device, an obvious problem is to make it explicit what we are
really understanding by the market concept, for if we take buyings and sellings as
the fundamental bricks of the market, it seems clear that ‘scientific ideas’ or ‘opin-
ions’ are not really bought nor sold by researchers, save in a very metaphorical

6Though it underlied several sociological approaches like those of R. K. Merton, W. O.
Hagstrom, or J. Cole, cf. the “competition model” in Callon [1995], as well as Ziman [1968]
and [2002].
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sense (perhaps with the main exception of technological research; this difference
between ideas researchers decide to made public — and then not sellable — and
ideas kept secret — and then commodifiable — has even been proposed as the ba-
sic distinction between ‘science’ and ‘technology’, cf. Dasgupta and David [1994]).
So, in order to understand (‘pure’) science as a market, we need to concentrate on
some abstract features of markets, some that ‘real’ markets may reflect in some
definite way, but that other social institutions (which can be taken as markets
just by means of an analogy) materialise in different ways. As we could expect,
proponents and critics of the idea of ‘science as a market’ have tended to concen-
trate on different aspects of the analogy. On the other hand, the market concept
(and particularly the concept of a ‘free’ market) is by no means a neutral idea
normatively speaking; the debate between pro-market and anti-market activists is
longstanding, and it also reflects in the analysis of science: some authors argue
that ‘science is a market’ and that this is a good thing both from a social and from
a cognitive point of view, whereas other authors have employed the same thesis
to justify scepticism about the epistemic objectivity of scientific knowledge, or to
assert that, the more science ‘becomes’ a market, the less advantageous it is for the
common citizen (cf. Fuller [2000], Mirowski and Sent [2002b]; for a more positive
view, see Goldman and Cox [1996], where the idea of a ‘free market for ideas’ is
applied to all public communication, and not only to science). In the remaining
of this section, I will present in the first place Polany’s pioneering understanding
of science as a self-organising system; in subsection 3.3 I will discuss some of the
proposals to explicitly analyse science as a kind of market, and lastly I will present
some of the criticisms that these proposals have received.

4.2 Polany’s ‘Republic of Science’

The first serious attempt to analyse the working of science by means of the market
analogy was Michael Polany’s classic article ‘The Republic of Science. Its Political
and Economic Theory’ (1962), although in that paper he explicitly avoided to
assimilate science with a market, but tried instead to show that both institutions
are examples of self-co-ordination processes:

(The) highest possible co-ordination of individual scientific efforts by a
process of self-co-ordination may recall the self-co-ordination achieved
by producers and consumers operating in a market. It was, indeed,
with this in mind that I spoke of “the invisible hand” guiding the co-
ordination of independent initiatives to a maximum advancement of
science, just as Adam Smith invoked “the invisible hand” to describe
the achievement of greatest joint material satisfaction when indepen-
dent producers and consumers are guided by the prices of goods in a
market. I am suggesting, in fact, that the co-ordinating functions of
the market are but a special case of co-ordination by mutual adjust-
ment. In the case of science, adjustment takes place by taking note of
the published results of other scientists; while in the case of the market,



776 Jesús P. Zamora Bonilla

mutual adjustment is mediated by a system of prices broadcasting cur-
rent exchange relations, which make supply meet demand (...) Polany
[1962, pp. 467-8].

With the help of this analogy, based on an Austrian conception of the economy
as a self-regulating system, Polany’s analysis proceeds by indicating the ways in
which the choices of an individual scientist are constrained by the professional
standards of her discipline, and how these standards emerge as a solution to the
problems of co-ordination that are faced in scientific research. On the one hand,
individual scientists try to attain the maximum possible ‘merit’ with their stock
of intellectual and material resources. On the other hand, the scientific merit
attached to a result depend on a number of factors, the most important ones being
the result’s plausibility, its accuracy, its relevance, and its originality. The three
first criteria tend to enforce conformity, whereas originality encourages dissent, and
this tension is essential both in guiding the decisions of individual researchers, and
in explaining the tremendous cognitive success of science. Actually, Polany’s claim
seems to be that these are exactly the criteria employed in science because they
have proved to be efficient in the production of knowledge: the ‘invisible hand’
argument refers not only to the attainment of efficient results in the decisions
of individual researchers (who maximally exploit the gains from epistemic trade
thanks to competition), but to the establishing of the most appropriate rules
within the scientific community. Unfortunately, no detailed empirical analysis to
justify these conclusions are offered in the article. In particular (and this is a
problem of most of the contributions that will be surveyed in this section), Polany
does not even recognise the possibility that norms which are efficient in the pursuit
of knowledge may be not so efficient in the pursuit of merit, and viceversa, and
it is not clear what type of efficiency has more weight in guiding the evolution of
scientific standards.

Other quasi economic argument offered by Polany refers to what he calls “the
uniformity of scientific standards throughout science”, something which allows the
commensuration of the values of very different discoveries in completely disparate
parts of science:

This possibility is of great value for the rational distribution of efforts
and material resources throughout the various branches of science. If
the minimum merit by which a contribution would be qualified for ac-
ceptance by journals were much lower in one branch of science than in
another, this would clearly cause too much effort to be spent on the
former branch as compared with the latter. Such is in fact the princi-
ple which underlies the rational distribution of grants for the pursuit
of research. Subsidies should be curtailed in areas where their yields in
terms of scientific merit tend to be low, and should be channelled in-
stead to the growing points of science, where increased financial means
may be expected to produce a work of higher scientific value (...) So
long as each allocation follows the guidance of scientific opinion, by
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giving preference to the most promising scientists and subjects, the
distribution of grants will automatically yield the maximum advan-
tage for the advancement of science as a whole. (ibid., p. 472)

Again, this is just a transposition to the case of science of the Austrian eco-
nomics thesis that prices are the instrument for the co-ordination of individual
decisions in the market. But, without a systematic analysis of how ‘scientific
value’ is constituted by the interconnected decisions of different individuals, the
argument lacks any logical cogency, not to talk about its prima facie plausibility,
for, as a matter of fact, the quality standards for acceptance of contributions in
different disciplines, as well as in different journals within the same discipline, are
very far from uniform. A last important economic metaphor in Polany’s analy-
sis of ‘the Republic of Science’, also analogous to a Hayekian view of the market
as an epistemic co-ordination mechanism, is his view of ‘scientific opinion’ as a
single collective authority, what is constituted by myriads of single judgements
of individual scientists, each one having competence on just a tiny fraction of all
scientific knowledge overlapping more or less with the areas of competence of other
colleagues:7

Each scientist who is a member of a group of overlapping competences
will also be a member of other groups of the same kind, so that the
whole of science will be covered by chains and networks of overlap-
ping neighbourhoods (...) Through these overlapping neighbourhoods
uniform standards of scientific merit will prevail over the entire range
of science (...) This network is the seat of scientific opinion. Scientific
opinion is an opinion not held by any single human mid, but one which,
split into thousands of fragments, is held by a multitude of individuals,
each of whom endorses the others’ opinion at second hand, by relying
on the consensual chains which link him to all the others through a
sequence of overlapping neighbourhoods. (ibid., p. 471).

I think this view of scientific opinion (which is in some sense similar to Philip
Kitcher’s notion of ‘virtual consensus’, which we will see in section 4.1) may lead in
a natural way to develop analytical models and empirical studies in which scientific
interactions are understood as the elements of a network, but this is mostly work
that is still to be done.

4.3 Science as a market

Curiously enough, it was not economists, but sociologists, the first ones in taking
over the analogy between science and markets (an analogy that, as we have just
seen, Polany explicitly presented as only working at the level of abstract mecha-
nisms), in particular Pierre Bourdieu, in his pathbreaking article ‘The Specificity

7For a comparison of Polany’s vision of science with Hayek’s general approach to mind and
society, see Wible [1998, ch. 8] and Mirowski [2004, chs. 2 and 3], where the differences between
both approaches are discussed.
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of the Scientific Field and the Social Conditions of the Progress of Reason’ (1975).
According to Bourdieu, scientific research consists in the competition for scientific
authority, which is a kind of monopoly power, “the socially recognised capacity
to speak and act legitimately (i.e., in an authorised and authoritative way) in
scientific matters” (op.cit, p. 31). The distribution of this authority within a
scientific discipline at a given moment is what constitutes it as a ‘field’, in the
Bourdiean sense of a structure of interrelations and capacities which determine
the interests and strategies of each actor. Authority is seen as a kind of ‘social
capital’, which can be “accumulated, transmitted, and even reconverted into other
kinds of capital” (p. 34). In very explicitly economic terms, Bourdieu asserts that
these ‘investments’

are organized by reference to — conscious or unconscious — anticipa-
tion of the average chances of profit (which are themselves specified in
terms of the capital already held). Thus researchers’ tendency to con-
centrate on those problems regarded as the most important ones (e.g.,
because they have been constituted as such by producers endowed with
a high degree of legitimacy) is explained by the fact that a contribu-
tion or discovery relating to those questions will tend to yield greater
symbolic profit. The intense competition which is then triggered off is
likely to brig about a fall in average rates of symbolic profit, and hence
the departure of a fraction of researchers towards other objects which
are less prestigious but around which the competition is less intense,
so that they offer profits of at least as great.

[Bourdieu, 1975/1999, p. 33]

Perhaps the most characteristic feature of this type of competition as compared
to others (entrepreneurial, political, artistic, and so on), is that the scientific field
is highly autonomous, in the sense that “a particular producer cannot expect
recognition of the value of his products (...) from anyone except other produc-
ers, who, being his competitors too, are those least inclined to grant recognition
without discussion and scrutiny”. Bourdieu argues that this autonomy is what
has created the false impression of scientific research being a ‘disinterested’ activ-
ity, but he also declares that the existence of specific social interests pushing the
strategies of scientists do not entail that the cognitive products of these strategies
lack epistemic objectivity. Rather on the contrary, the specificity of the scientific
field consists in the fact that the competition that takes place within it under an
“inherent logic” which brings about, “under certain conditions, a systematic di-
version of ends whereby the pursuit of private scientific interests (...) continuously
operates to the advantage of the progress of science” (p. 39). This “transmutation
of the anarchic antagonism of particular interests into a scientific dialectic” (i.e.,
one which is based on the observance of “scientific method”) is effected thanks to
the need of each individual scientist to fit his arguments to a set of methodological
practices whose most competent performers are precisely his own competitors, a
process that usually leads all competitors to a “forced agreement” (p. 41) that



The Economics of Scientific Knowledge 779

rarely occurs outside the natural sciences (save for the violent imposition of a
dogma, as it is the case in religions and in totalitarian regimes).

Bourdieu’s vision of scientific research as a market for scientific credit was trans-
formed by Bruno Latour and Steve Woolgar [1979] into what we might call a
Marxist theory of the scientific market. According to these authors, the essential
aspect of the research process is that the ‘capital’ won by a scientists is always
re-invested, generating a ‘cycle of credit’. One important implication of this view
is that no single element of the cycle is more fundamental than the rest, but this
seems to lead Latour and Woolgar to the strange conclusion that the motivation
of scientists is not the pursuit of credit, nor of any other of the elements of the
cycle (access to scientific facilities, production of reliable information, publication
of research results, and so on), but “the acceleration and expansion” of the cycle
by itself (op.cit., p. 208), an idea which is difficult to implement in a standard
economic analysis. Other important insight in Latour and Woolgar’s approach is
the relevance they attach to an aspect of the interdependence of researchers which
is usually lacking in other sociological theories: the fact that the value of the
information provided by a scientists depend on the demand of that information
by other scientists, who need that information in order to produce in their turn
further information who can be transformed in credibility, and so on (op. cit., p.
206). For economically oriented readers, Latour and Woolgar’s avoidance to dis-
cuss an obvious question can be disappointing : to what extent the working of the
credibility cycle favours the production of reliable information (i.e., information
that is useful), and not only that of ‘credible’ information (i.e., information that
is taken to be useful). Of course, the very same question is precluded by the fact
that their chapter on the credibility cycle is a continuation of the one where they
famously argue that scientific statements can not be taken as objective represen-
tations of an independent reality, for this ‘external’ reality is ‘constructed’ in the
same process that leads to the collective acceptance of the statement presumably
describing it. A possible answer to this unposed question is that of David Hull
[1988], who asserts that the basic factor enhancing a scientist’s credit is not the
recognition of his results by other researchers, but the use they make of them,
and this provides an incentive to produce results that are epistemically reliable,
for, in general, wrong statements will easily lead to failed predictions and actions.
Thomas Leonard [2002] also explains how some common scientific rules (particu-
larly peer review and replication) evolved historically as mechanisms guaranteeing
that individual scientists have an interest in using and producing reliable ideas.

The most systematic attempt to illuminate the process of science in terms of the
market concept has been made Allan Walstad (a physicist), especially in his paper
‘Science as a Market Process’ [2002]. In line with Polany’s contribution, Walstad
develops an Austrian approach, avoiding to use mathematical models, basically
because of the absence of numerical data about the relevant facts, and because of
the essential instability and complexity of social interactions. Instead, he presents
a list of similarities, as well as differences, between ‘traditional’ and ‘scientific mar-
kets’. The more important similarities are the existence in both cases of a high
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level of specialisation, exchange (‘recognition’ in payment for the use of informa-
tion), acquisition and investment of cognitive capital (but, contrarily to Latour
and Woolgar, allowing for the possibility of some ‘final ends’, either cognitive or
practical, serving as an explanation of the production cycle), entrepreneurial activ-
ity (both in the Schumpeterian sense of a disequilibrating force -novelty creating-,
and in the Kirznerian sense of an equilibrating factor -e.g., arbitraging-), institu-
tional organisation (e.g., research teams or groups, analogous to firms in traditional
markets), and self-regulation (with evolved mechanisms that discourage inefficient
activities, facilitate co-ordination, and avoid market failures; e.g., citation records
performing a similar informational role, to prices in traditional markets; see also
Butos and Boettke [2002]). The main differences between science and common
markets is the absence of money as a means of exchange in the former; this entails
that scientists can not charge different prices for citations, nor carry out indirect
exchanges, nor transfer to others the right to be cited (as it is the case for patents
and other property rights, for example).

4.4 The limits of the market metaphor

The analysis of the scientific process in terms of market concepts can be criticised
in a number of ways. For example, some may argue that the vision of researchers
as ‘scientific entrepreneurs’ distorts the essential aspects of scientists’ motivations.
This criticism can be raised both by rationalist philosophers who think that scien-
tists basically pursue epistemic goals, and by sociologists who think that scientific
ideas are just rhetorical strategies to defend the power of some social classes.
Fortunately, the ‘entrepreneurial’ character of many scientific decisions is backed
enough by a huge amount of case studies (e.g., Latour [1987], Pickering [1995]),
independently of whether their authors employ an ‘economic’ approach or not. On
the other hand, the market metaphor might be criticised because it puts too much
emphasis on voluntary exchanges, and not so much in the institutional mecha-
nisms of science (e.g., Ylikoski [1995], Wray [2000]). I think this criticism is more
relevant, but it surely ignores the complexity of modern economic analysis: as it
will be obvious for anyone acquainted to contemporary microeconomics, there is
no such a thing as ‘the’ market concept; what there is, instead, is a varied set of
market notions linked by family resemblances, rather than united under a single
definition, and this diversity reflects indeed a still wider variety of types of markets
in the real world. One thing which is clear for almost all economists is that the
differences between these types of markets essentially depend on the institutions,
norms, and habits those markets are embedded into (although there is deep dis-
agreement about how beneficial this institutional embedding actually is). Just
to put a compelling example: any market transaction presupposes some property
rights, as well as some legal mechanism to punish the infringement of those rights;
it also presupposes some procedures: shirts in a warehouse are not bought in the
same way as bonds in the stock market. So, any serious analysis of science ‘as
a market’ must make it clear what are the institutions allowing or constraining
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‘scientific transactions’ (cf. Polany’s approach). Actually, the contributions I will
examine in section 4.2 are ‘institutionalist’, not in the sense that they deny that
the market metaphor is appropriate, but because they explicitly consider the role
of institutions in the ‘scientific market’. So, I think the most important criticisms
to the idea that ‘science is a market’ are those coming from inside, i.e., those
problems the very application of the idea has allowed to disclose: first, do some
serious ‘market failures’ exist within science?, and second, is the idea of a ‘scientific
market’ when applied to itself logically coherent?8

The expression ‘market failure’ is employed to refer to those circumstances under
which the free decisions of sellers and buyers would lead to an inefficient result.
Monopolies (absence of competition), externalities (decisions affecting to third
parties), public goods (non divisible amongst private consumers), informational
asymmetries (one party knowing more about the good than the other), and trans-
action costs (the ones incurred in carrying out agreements) are typical situations
where suboptimal solutions to co-ordination problems may emerge if the agents
are left to decide by themselves in the pursuit of their private interest (see, e.g.,
Salanié [2000]). The problem for market theories of science is that in the case of
scientific research all these circumstances are the norm rather than the exception.
For example, cognitive monopolies, i.e., the neglection of ‘heterodox’ theories or
methods, not only arise very frequently (cf. Wible [1998, chs. 6 and 7]), but, as
we saw when reporting Bourdieu’s approach, the striving for the monopolisation
of epistemic authority is the basic force driving scientific competition; indeed, we
can interpret Thomas Kuhn’s ‘paradigms’ as examples of scientific monopolies (cf.
Oomes [1997]), and Popper’s [1970] complaints about the epistemic inferiority of
‘normal science’ as an argument demanding more competition in research. Oomes
also explain monopolies as caused by ‘historical lock-in’, when an idea or method
becomes accepted just because of having gained a temporal advantage over its
competitors.

To a high extent, epistemic competition naturally leads to monopolies because,
with the exception of some relativist philosophers, it is assumed that scientific
problems have only one ‘right’ answer, or, at least, that the more correct answers
‘displace’ the worse ones. Stated in economic terms, this means that knowledge
is a ‘public good’, one that, when ‘produced’ for a single individual, all the other
agents can freely make use of it. The public nature of knowledge was employed by
many authors to justify its production through governmental funding (e.g., Nelson
[1959]), although more recently it has been put into question, at least as a universal
fact about scientific knowledge: Dasgupta and David [1994] explain the publicity
or privacity of knowledge as an endogenous variable of the research process, and
Callon [1994] argues that it is only the production of heterodox ideas what must
be publicly financed. Little analysis has been done, instead, of other questions
more relevant from the epistemological point of view, as whether it is scientific
knowledge’s being information, or its being true, or its being collectively accepted,

8See also McQuade and Butos [2003] for an Austrian explanation of science which concentrates
on the differences between the market process and the science process.
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what makes of it a public good, and what epistemic consequences each one of these
options has, i.e., how does exactly the public or private nature of knowledge affect
the cognitive efficiency of the research process. One plausible avenue for research
on these questions would be to apply the ample literature about knowledge and
information in non-co-operative games. Lastly, informational asymmetries and
transaction costs are other phenomena that clearly manifest in the case of science.
I will comment more about the former in the section 4.1. The case of transaction
costs has been much less studied, the main exceptions being Mäki [1999], which
will be commented below in this section, and Turner [2002], who describes science
as a market system of public certification processes, which attempt to reduce the
costs the evaluation of information would have for single individuals.

Finally, reflexivity can also pose problems for market theories of science, and,
more generally, to the very idea of an economics of science, as it has been stated
by several authors. The most obvious difficulty is that an economic analysis of
science applied to economics itself might show that economics is not ‘good enough’
as a science, perhaps due to the existence of some ‘market failures’. For example,
Thomas Mayer [1993] argues that economics as a market for ideas fails because it is
basically an activity dominated by producers: professional economists are the only
agents controlling what must count as ‘good’ economics, whereas in other branches
of science successful technological application is the final arbiter. This, according
to Mayer, has lead to the dominance of mathematical over empirical research, and
to putting the goal of precision before the goal of truth. A similar argument is
presented in Zamora Bonilla [2002]. But, if these arguments are right, then the
very intellectual tool with which they are produced might be flawed, and economics
could be alright after all! This conclusion is paradoxical; in fact, it is an example
of the ‘Liar’s paradox’ (“What I’m saying is false”), that philosophers of logic have
examined for centuries. Of course, this is not only a problem for an economics of
science, but, in general, for any other scientific explanation of science, particularly
for those approaches concluding that scientific knowledge is not ‘objective’ (cf.
Hands [1994a, pp. 91 ff.], as well as Mäki [2004, pp. 217 ff.] for criticisms of the
credibility of economics in particular). Wible [1998, chs. 11 and 12] takes this
paradox as an opportunity to criticise what he calls “the architecture of economic
theory and method”, a criticism he hopes would justify the use of an evolutionary
conception of rationality instead of classical equilibrium concepts (cf. section 4.2
below). Another possible solution to the paradox would be to argue that the
particular branch (or tool within this branch) of science one is employing is not in a
bad epistemic state, after all. This is what some sociologists of scientific knowledge
did (e.g., Bloor [1976]), by suggesting that sociological knowledge is actually better
grounded than the theories of natural science (a position advanced centuries ago by
Giambattista Vico). As far as market theories of science are concerned, they have
usually tended to conclude, through some kind of invisible hand argument, that
science works more or less well in general, and so the paradox would not arise. But,
if this were the case, a possible criticism could be made by showing that the specific
strand of economics that is being used in developing such a market theory of science
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is actually not a dominant one within the economics profession (i.e., it is not very
successful in the market for economic theories). Uskali Mäki [1999] has levied this
criticism towards Ronald Coase’s defence of a free market of ideas, but it could also
be applied to the more recent, and much more developed Austrian approaches we
have examined in this section. Furthermore, Mäki [2004, pp. 219–20] argues that
the application of market-like models to our understanding of science might have
self-destructive effects, by shaping and channelling the most selfish predispositions
of scientists towards epistemically inefficient patterns of behaviour, in a similar
fashion to the way exposure to neo-classical economic concepts seems to enhance
the self-interestedness of economics students. Perhaps science is really a market,
but it would work better if we didn’t know it. Mäki’s suggestion, nevertheless,
is in line with that of most critics of market theories of science: we must just be
careful in the application of economic concepts, being conscious of their limitations
as well as of their diversity and analytical power.

5 SOCIAL MECHANISMS FOR KNOWLEDGE PRODUCTION

5.1 Mathematical models

The most distinctive feature of modern economics is probably its reliance on the
methodology of mathematical model building. As with any other powerful tool,
the danger exists of people being excited by it and using it much more intensely
that what would be sensible or necessary. In the case of economics, Mayer [1993]
has argued that the difficulty in deciding whether economic theories are right or
wrong, and hence in ranking economists according to their ability to discover the
truth about economic facts, has led to take mastery in the invention and manip-
ulation of mathematical models as a paramount criterion of scientific excellence;
the mathematisation of economics would have been, hence, more an example of
academic pedantry than a real epistemological virtue. Though I do not share such
an extreme position, I think it can serve nevertheless to remind us that the fi-
nal aim of scientific model building is that of illuminating real phenomena, and
it has not to be carried out for its own sake. On the other hand, mathematical
models are basically logical arguments, whose main virtue is that they allow us to
see very clearly what follows, and also what does not follow, from a definite set of
premises. These premises describe an imaginary world, and mathematical analysis
just allows to decide in an unambiguous way what would happen in that world
under some conceivable circumstances. The most important question is, hence, to
what extent that imaginary world represents well enough the relevant aspects of
the actual (or counterfactual) way things are, so that our conclusions are trans-
portable to the real world (cf. Sugden [2002]), but this question is decided through
a ‘dialectical’ process, for after all, how empirically accurate our conclusions are is
usually (or it should be) the most compelling reason to judge whether our model
is appropriate enough (cf. Friedman [1953]).

Mathematical models of scientific knowledge production are not common, how-
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ever. This is due to a combination of circumstances: sociologists of science would
have the main motivation to use those models, but most of them may think that
it would be an example of ‘economics imperialism’, and that it tends to hide the
qualitative complexity of social processes; most philosophers don’t know too much
about economics for even considering seriously the possibility of engaging into an
economics of scientific knowledge, perhaps beyond producing some very general,
qualitative arguments; economists have been too busy developing complicated
mathematical techniques and applying them to proper ‘economic’ problems, for
losing their time investigating such a minor question; and lastly, philosophers and
methodologists of economics may have been the scholars where the right interests
and the right resources were combined in an optimal way, but most of them are
either too much critical of standard economic theory for considering worthy the
effort, or fear that an economics of scientific knowledge would be dangerously close
to social constructivism and relativism (cf. Davis [1998]). As a result, until now
only a fistful of authors have tried to develop some formal economic analyses of
the social mechanisms of scientific knowledge production.

As far as I know, the first application of an economic model to a problem
clearly falling within the philosophy of science was due to Michael Blais [1987],
who employed Robert Axelrod’s evolutionary ‘solution’ to the Prisoner’s Dilemma
game to illustrate how trust in the work of scientists may emerge just as a result
of self-interested behaviour, without requiring a ‘moral’ explanation. According to
Blais, the interaction between researchers and journal editors can be represented
as a Prisoner’s Dilemma: the former can either ‘cooperate’ (i.e., perform good
research) or not, and the latter can also ‘cooperate’ (i.e., publish good results) or
not; cooperation is more costly than defection for both types of agents, although
both benefit more if everyone cooperates than if everyone defects. As it is well
known, Axelrod [1984] showed that, when a game like this is repeatedly played
by automata which have been programmed to follow always the same strategy
(although not all of them the same one), the most successful strategy amongst
a high number of them which had been proposed was the one called ‘tit-for-tat’
(cooperate the first time, and then cooperate if and only if the other player has
cooperated the last time). Using this strategy is, then, in the interest of every
agent, what also makes cooperation to become the most frequent decision. Blais
argues that trust in the results of scientists by part of journal editors, and in the
quality of published papers by part of researchers, may have evolved in a similar
way. The mechanism of interaction between scientists and editors is decisive,
nevertheless, and it may lead to suboptimal ‘solutions’ in the Prisoner’s Dilemma
game, like, for example, letting pseudo-scientific papers become published (cf.
Bracanovic [2002]; see also Hardwig [1991] for a criticism of Blais’ thesis).

One year after the publication of Blais’ paper Cristina Bicchieri published a dif-
ferent application of game-theoretic ideas to the understanding of scientific knowl-
edge. In her article “Methodological Rules as Conventions” (1988), she tried to
illuminate the establishment of specific scientific methods from the point of view
of David Lewis’ theory of conventions. Opposing both functionalist explanations
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of scientific rules, either epistemic (that would justify them by their ability to
sustain preordained, usually cognitive goals), or sociological (that would explain
the adoption of rules by individual scientists by resource to the pressure of some
relevant social groups), she offers an account according to which is based on the
coordination of strategic choicess of individual scientists, a coordination that can
lead in principle to different sets of rules. In particular, the main element in the
decision of a scientist to adopt a method, criterion, or procedure is the fact that
he expects that his colleagues also obey it. In this sense, the choice of a rule or
systems of rules instead of other is arbitrary, for individual scientists would have
been equally happy if some different norms were collectively adopted. Being an
equilibrium of a coordination game explains the (relative) stability of scientific
methods, for once the individuals expect others to comply, it is costly for each
agent to follow a different rule. But the rationality of the agents cannot explain
why some norms emerge instead of others. Actually, if, as Bicchieri assumes, sev-
eral norms would lead to different coordination equilibria which are exactly as
good as the other for all the agents, then it is true that the ‘social choice’ of a rule
instead of other would be arbitrary, but it is reasonable to assume that the game
that individual scientists face is not a game of pure coordination: different rules
may have more value for different and also for the samescientists, even taking into
account the gains from coordination (stated differently, it is possile that in many
cases the resulting game is of the ‘Battle of the Sexes’ type), a fact that Bicchieri
marginally acknowledge in one footnote (Bicchieri [1988, p. 488]).

The most extensive and systematic application of economic modelling to the
analysis of epistemological problems has been performed by the philosopher Philip
Kitcher in a paper entitled “The Division of Cognitive Labour” (1990), and later
extended to constitute the last chapter of his book The Advancement of Science
(1993).9 Kitcher’s main goal in those contributions was to develop an economic
branch of the field of ‘social epistemology’, based on a methodologically individu-
alist conception of social processes (that sees social outcomes as deriving from the
interconnected decisions of individuals) and simultaneously on a reliabilist concep-
tion of knowledge (which takes progress towards the truth as the epistemic goal
of science). The role for social epistemologists would be “to identify the proper-
ties of epistemically well-designed social systems, that is, to specify the conditions
under which a group of individuals, operating according to various rules for mod-
ifying their individual practices, succeed, through their interactions, in generating
a progressive sequence of consensus practices” [Kitcher, 1993, p. 303]. The most
idiosyncratic concept in this quotation is that of a consensus practice, which is one
of the central ideas in Kitcher’s book: by a ‘practice’, Kitcher refers to the col-
lection of cognitive resources an individual or a group has, including such things
as valid concepts, relevant questions, accepted answers, and exemplars of good
experimental or argumentative procedures (op.cit., p. 74); a group’s consensus
practice will contain, so to say, the intersection of the elements included within

9Some early criticisms of Kitcher’s game-theoretic approach were Fuller [1994], Hands [1995],
Levi [1995], Mirowski [1995], and Solomon [1995].
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its members’ individual practices, together with the social mechanisms of deferred
cognitive authority which allow to create a ‘virtual’ consensus, i.e., those things
every member would accept if she happened to follow all the threads of deferred
authority (op. cit., pp. 87f.). This idea of a virtual consensus represents what a
scientific community knows (or pretends to know), in spite of no one of its single
members being able of getting all that information in her own mind. A series of
consensus practices is epistemically progressive if it develops an increasingly more
accurate set of concepts (i.e., concepts better and better fitting real natural types)
and an increasing amount of right solutions to scientific problems (i.e., objectively
true descriptions of actual events and causal mechanisms). Hence, for Kitcher the
task for social epistemology is, basically, to analyse those mechanisms according
to which scientists interact and produce a consensus practice, in order to critically
assess whether we can expect they lead to cognitive progress, or to what extent
they do it.

Kitcher’s strategy is divided into two stages. In the first place, he discusses
how individual scientists act when taking into account their colleagues’ actions, in
particular, how they take their decisions about how much authority to confer those
colleagues, as well as about how to compete or cooperate with them. In the sec-
ond place, Kitcher analyses what epistemic consequences different distributions of
researchers’ efforts may have. In order to elaborate this strategy, Kitcher employs
models from standard and evolutionary game theory, as well as from Bayesian
decision theory. Although this strategy is grounded on methodological individu-
alism, when it goes to normative problems it finally rests on the idea that there is
some kind of collective (or ‘objective’) standard of epistemic value against which
to measure the actual performances of a scientific community:

There are two types of inquiry that are worth pursuing: first, we want
to know what, given the range of possibilities, is the best approach to
the problem situation in which we are interested; second, we should
scrutinize which of the available combinations of individual decision
procedures and sets of social relations would move the community
closer to or further away from the optimal approach. (op. cit., p.
305; my italics).

With this way of describing the normative ambition of his project, Kitcher’s
models could perhaps be catalogued within the optimisation paradigm we studied
in section 2; however, the relevance he gives to the interaction processes and
to the decisions of individual scientists when competing against each other (what
Kitcher calls ‘the entrepreneurial predicament’), connects equally well his approach
with the exchange paradigm. Actually, this combination is what makes of the
model building approach a much more systematic way to analyse science as an
economic process, as compared to the contributions discussed in the past sections.
Nevertheless, in my opinion Kitcher does not explain in a satisfactory way what
is the connection between the ‘objective’ evaluation he refers to and those of each
individual scientist; for example, does the former emerge from the latter through
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some kind of aggregation procedure, as if it were a kind of ‘(cognitive) social welfare
function’? The difficulty of providing such a derivation was soon indicated by
Wade Hands [1995, p. 617f.]. Or is there really no connection between both types
of valuation, and the former is just assumed by the philosopher while pretending
to act as a (fictitious) benevolent planner of scientific research? More probably,
Kitcher’s view about this problem seems to be, first, that individual scientists’
utility functions can be decomposed into a ‘social’ factor, basically related to the
Bourdieu’s ‘credit’ concept, and an ‘epistemic’ factor, which would basically be
the pursuit of objective truth; and second, that this epistemic part of scientists’
preferences will accord, in principle, with the ‘objective’ valuation assumed by
the philosopher. Many of Kitcher’s assertions substantiate this interpretation, for
example:

We can think of the problems that concern me as including those that
would face a philosopher-monarch, interested in organizing the scien-
tific work force so as to promote the collective achievement of significant
truth. Science, of course, has no such benevolent dictator. In conse-
quence, individual scientists face coordination problems. If we suppose
that they internalize the (fictitious) monarch’s values, how will they
fare? If we assume instead that they are motivated in baser ways or
that they are locked into systems of authority and deference, will they
necessarily do worse than a society of unrelated individuals, each of
whom is pure of heart? (op. cit., p. 305).

We can divide the models elaborated in Kitcher (1993, ch. 8) into two different
groups. The first group (sections 2 to 12) relates to what the author call ‘the
entrepreneurial predicament’ : how do researchers pursuing scientific recognition
are expected to behave in response to their colleagues’ behaviour. The problems
Kitcher attacks here are basically the following ones:

a) during a research process carried out by a scientist, some intermediate parts
can either be directly performed by her, or she can borrow the result an-
nounced by another colleague; Kitcher analyses how this decision depends
on the probability that both the scientist an her colleagues have of finding a
right solution to the intermediate problem, and on the probability the former
has of being the first solver of the main problem, depending on her previous
choice, as well as on the different resources each researcher may have;

b) the previous discussion depends on the assumption that individual scientists
may ‘calibrate’ the reliability of their colleagues’ assertions; the next group
of models Kitcher develops is directed, then, to analyse how this ‘calibra-
tion’ may take place, particularly when A has to use B’s assessments of the
reliability of C, and when A’s assessment of B depend on B’s assessment of
A; different distributions of ‘authority’ may also lead to different decisions
about when to borrow other’s result or when to do the job by oneself;
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c) finally, scientists don’t have to decide only whether to accept the result an-
nounced by a colleague or not: they also have the option of replicating it,
postponing the other decision until the replication has confirmed or discon-
firmed the result; here the main economic problem is that of determining the
optimal number of replications (taking into account that they are costly),
and of knowing whether this number can be reached by the independent
decisions of individual scientists.

The second set of models relate to what Kitcher calls ‘the division of cognitive
labour’ (a label which could also have been applied to the former group of models,
nevertheless), by which he refers not to the decisions about what problems to
attack, but about what methods to employ to do it, as well as what solutions to
those problems to accept (i.e., the old methodological problem of theory choice). In
the latter case, by ‘choosing’ a theory Kitcher distinguishes two successive stages:
first, scientists may choose a theory ‘to work with’, as a kind of exploration, so
to say; and second, at some moment a consensus about what is ‘the’ right theory
must emerge. The main question that concerns Kitcher is the difference between
the distribution of efforts which is optimal from a cognitive point of view, and the
distribution that would arise if each researcher were individually pursuing her own
interest, and hence the problem is basically one of coordination. Kitcher considers
several cases, according to whether individual scientists are motivated just by the
pursuit of truth, or by the pursuit of success, or by a mix of both goals, and also
according to whether all scientists are assumed to have the same utility preferences
and estimations about the probability of each theory being right, or there is some
motivational or cognitive diversity. Perhaps the most relevant conclusion Kitcher
offers (pp. 364 f.) is that in a community of researchers whose members were just
motivated by professional glory (i.e., they didn’t mind about whether the finally
accepted theory is true or false), they would always choose that theory with the
highest probability of being finally accepted, and so no one would pursue other
theories or methods, but, just with a slight weight attached to the goal of truth in
the scientists’ utility function, a distribution of efforts close to the optimum will
be attained.10

I pass now to describe the Bayesian model offered in Goldman and Shaked
[1991]. In this model, researchers gain recognition for their success in modifying
the subjective probabilities that their colleagues attach to each possible solution
of a scientific problem. In order to do this, researchers perform two different types
of acts: investigative acts (ranging from observation to the formulation of new
hypotheses), and speech acts (which can be either the presentation of evidence in
favour of a solution, or the criticism of a previous speech act). The structure of the
research process can be described hence as a sequential game: in the first stage, a
researcher decides what investigative act to perform; second, nature ‘chooses’ an
outcome thereof; third, the researcher decides how to interpret the outcome, i.e.,

10Rueger [1996] extends Kitcher’s argument in order to take into account scientists’ cognitive
risk aversion.
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what solution she thinks the outcome supports (we can understand this move as
the proposal of a particular solution); fourth, the other researchers change their
subjective probabilities; and lastly, the first scientist gets a recognition level deter-
mined by the application of some socially sanctioned recognition-allocating mech-
anism. Goldman and Shaked prove that, in a scenario like this, researchers whose
utility function depends uniquely on the attainment of such a type of recognition
will perform on the average those experiments and those speech acts more con-
ductive to an increment in the possession of truth by the members of the scientific
community (i.e., an increment in the probabilities attached to the true solutions).
Some criticisms can be made to this model: in the first place, it assumes that
researchers will not misrepresent their subjective probabilities (after all, if each
scientist wants her own theory to be the winning one, she will not assert that
she thinks another theory is better); in the second place, in the Goldman-Shaked
model the proposed recognition-allocating mechanism is simply imposed to the
scientists, but perhaps these would prefer to play the game according to different
rules.

A couple of mathematical models of scientific knowledge production were de-
veloped by Philip Mirowski, one of them in collaboration with Steve Sklivas
([Mirowski and Sklivas, 1991; Mirowski, 1996]; both reprinted in [Mirowski, 2004]).
In the first of this papers, an attempt is made of explaining the observation made
by sociologists of science, according to which researchers almost never perform
exact replications of the experiments made by others (contrarily to what positivist
expositions of the scientific method prescribed), though the results of those exper-
iments are actually employed in ensuing research practice (and in this sense, they
are ‘reproduced’). Mirowski and Sklivas develop a game theoretic account of this
behaviour: the first performers of an experiment gain nothing from independent
replications if these are successful, and loose if they fail, but they gain from the
further use of the experiment by others; use (or ‘reproduction’) is costly for those
researchers who perform it, though exact replication is even more costly; on the
other hand, only failed replication gives a positive payoff to replicators; lastly, the
more information is conveyed in the report of the original experiment, the less
costly both use and replication become. From these assumptions, Mirowski and
Sklivas derive the conclusion that the optimum strategy of the scientist performing
an original experiment is to provide such an amount of information that is enough
to incentivate use, but not enough to make replication worthwhile; replication will
only have a chance if the editors of the journals command to provide still more
information in the experimental reports. In the second of the models referred to
above, Mirowski compares the process of measuring a physical constant to the
process that determines prices in the markets: as differences in the price of the
same good at different places create an opportunity to arbitrage, inconsistencies in
the measured values of a constant (derivable from the use of some accepted formu-
lae -e.g., physical laws- and the values of other constants) create an opportunity
to make further relevant measurements. Graph theory is employed at this point
to describe the interconnection between the measured values of several constants
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(the ‘nodes’ of the graph) and the formulae connecting them (the ‘edges’), and to
suggest an index measuring the degree of mutual inconsistency the existing values
display. Interestingly enough, the application of this index to several branches
of science shows that economics has been much less efficient in the construction
of consistent sets of measures, a fact Mirowski explains by the reluctance of neo-
classical economists to create an institutional mechanism capable of recognising
and confronting this shortcoming (an explanation which could be tested by com-
paring the measures assembled by economic agencies with, say, a neo-classical or
a Keynesian orientation).

Other of the authors who has contributed more to the development of an eco-
nomics of scientific activity has been Paul David, partly in close collaboration
with Partha Dasgupta (e.g., Dasgupta and David [1994]). Most of their work on
the topic, however, fits better the category of ‘economics of science’ than that of
‘economics of scientific knowledge’ (as I defined them in sec. 1), for they have
basically tried to look for an economic explanation of the social institutions of
research and development. In some more recent papers, nevertheless, David has
articulated some ideas which definitely belong into the ESK field, particularly in
David [1998a], where he presents some models about the behaviour of reputation-
seeking scientists when deciding what opinion to express (see also [David, 1994]
for an analysis of cumulative advantage in science, and [1998b] for a hypothesis
about the origin of peer review). In one of these models [David, 1998a, pp. 138
ff.], researchers have to adopt or reject a theory, T , which in the long run will
be either accepted as right by the community, or rejected as wrong, but which
it is now under discussion, so that some researchers are currently accepting it,
and others rejecting it; if a scientist thinks with probability p that the theory will
be collectively adopted in the end (considering her own private knowledge and
the opinion expressed by her neighbour colleagues), the utility she expects to get
will also depend on whether now there is a majority or a minority of colleagues
accepting T , in the following way: let a be the utility of adopting T if it is now
majoritarily rejected, but collectively adopted in the future (‘being right with the
few’); let b be the utility of rejecting T under the same conditions (‘being wrong
with the crowd’); let c the utility of adopting T if it is now majoritarily accepted,
and collectively adopted in the future (‘being right with the crowd’), and let d the
utility of rejecting T under these conditions (‘being wrong with the few’); lastly,
let us assume that a > c > b > d. It follows that the scientist will adopt the
majority opinion if and only if (1− p)/p < (c− d)/(a− b). This entails that, if the
difference between being eventually right having defended a minority opinion, and
being eventually wrong but having defended the majority opinion, is low enough in
reputation terms, then conformity to the majoritarian opinion will be a dominant
strategy. David also formulates a stochastic graph-theoretic model of consensus
formation (op. cit., pp. 145 ff.), closely related to the one just described. Imagine
that at each time one single scientist is randomly selected to give her the chance
of modifying her opinion about T ; she will do it depending on the opinions that
the colleagues to which she is ‘connected’ have expressed in the moment imme-
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diately before. This ‘voting’ mechanism generates a Markovian process that has
unanimous acceptance of T and unanimous rejection as the only absorbing states,
states that are reached with a probability equal, respectively, to the proportion of
individual scientists accepting or rejecting T at the beginning of the process.

Other economic explanations of the ‘construction’ of scientific consensus were
developed in the late nineties. In 1997, within a conference organised at Notre
Dame by Philip Mirowski and Esther Mirjam Sent on “The Need for a New Eco-
nomics of Science”, a couple of papers were presented [Oomes, 1997; Brock and
Durlauf, 1999] in which the choice of a theory by each individual scientist depends
on two factors: an individual effect, which takes into account the researcher’s
‘private’ assessment of the theory, and a conformity effect, which takes into ac-
count the (expected) choices of her colleagues. A similar approach, though on
much weaker mathematical assumptions, was independently elaborated in Zamora
Bonilla [1999b]. The main conclusions of all these models were in part related to
those of David’s paper, but went further than it in some respects: first, more than
one social equilibrium (i.e., a distribution of individual choices such that nobody
has an interest in making a different choice, given the choices of her colleagues)
are possible; second, path-dependence is a significant factor in the attainment of
an equilibrium (e.g., two scientific communities having the same empirical evi-
dence about a couple of alternative theories might end making different choices, if
their data had just been accumulated in a different order); but, third, contrarily to
what happened in David’s model, some equilibrium states can correspond to a non
unanimous theory choice (i.e., diversity of individual judgements can take place
in the equilibrium). Another important conclusion of these models is that, as the
factors influencing the individual effects change (e.g., by finding new empirical or
theoretical arguments which affect the assessment each scientist makes), the num-
ber of scientists accepting a theory can suffer a sizeable change at some point, even
though those influencing factors have accumulated by small marginal increments
(i.e., the dynamics of scientific consensus is not necessarily linear). Zamora Bonilla
(forthcoming a) generalises the analysis for cases where individual choices depend
not only on how many colleagues are accepting a theory, but on which ones are
doing it. The last two referred papers additionally consider the possible effects of
collective choices, i.e., the forming of (not necessarily universal) coalitions in which
every member would be interested in adopting the theory if and only if the other
members did the same; the paper shows that, if coalitions are feasible, in most
of the cases where two equilibria existed, only one of them becomes stable under
collective choice (i.e. no other coalition can force a move to the other equilibrium),
and, if it happened that one of the equilibria was Pareto-superior with respect to
the other, the former one will be coalition proof. This last conclusion suggests that
there is a middle ground between ‘free market’ and ‘social planning’ approaches to
the economics of scientific knowledge: the epistemic efficiency of science perhaps
would not mainly come from the unintended coordination of individual choices,
nor from the calculations of a single planner, but from the free constitution of
groups.
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In a similar vein, Zamora Bonilla [2002] presents a model in which the members
of a scientific community can choose the ‘confirmation level’ (or other measure of
scientific quality) a theory must surpass in order to become acceptable, under the
assumption that scientists are motivated not only by the quality of the theories,
but mainly by being recognised as proponents of an accepted theory. The chances
of getting recognition are too small both if the chosen level is very low (for then
too many successful theories will exist to compete with), and if the level is very
high (for then it would be very difficult to discover an acceptable theory). Zamora
Bonilla [forthcoming b] offers a game theoretic analysis of how the interpretation of
an experimental result is chosen (in a way similar to Goldman and Shaked [1991],
but taking into account strategic considerations), which illuminates the role of
social mechanisms in scientific communication, understood as constraints in the
way the ‘game’ between authors and readers is played. That the choice of scientific
norms is an appropriate subject for economic analysis has being recognised in
other works; for example, Kahn, Landsburg and Stockman [1996] also analyse
from an economic viewpoint the choice of an empirically versus a theoretically
oriented strategy by scientists; Slembeck [2000] designs a betting mechanism to
compel scientists to agree on empirical facts; Michael Strevens [2003] employs
optimality analysis to justify the use of the priority rule in allocating scientific
resources; lastly, Max Albert [2005] offers a dynamic game model, according to
which scientists select a methodological rule depending on the choices of their
colleagues.

5.2 Institutionalist theories

I will end this survey of the main contributions to the economics of scientific
knowledge by discussing three works which attempt to offer a more or less system-
atic conception of the process of scientific discovery, but that abstain to employ
mathematical models as their main analytical tool. The first of the contributions I
will discuss is Wible [1998], which also was the first full length book on the topic.
The most important parts of it in connection to ESK are its five last chapters,
where Wible presents an economic view that he explicitly opposes to the idea of
science as a ‘market for ideas’. According to Wible (op. cit., ch. 8–9), automatic
self-corrective mechanisms like those assumed in ‘perfect markets’ do not exist, or
are not too powerful, in the process of scientific knowledge production; he goes
even further and considers science as an economic institution opposite to perfectly
competitive markets, and the organisational structure of scientific decision making
(research programmes, university departments, peer review, public funding, and
so on) is explained in a new-institutionalist way, as ways to minimise ‘transaction
costs’, and it is contrasted with the organisation of the market-governed aspects of
science (i.e., those related to science as a consumer of economic inputs — labour,
commodities... — and as a producer of commercial applications). The last three
chapters are the most philosophical of the book. Here Wible offers an evolutionary
account of economic and scientific rationality, understanding scientific decisions as
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essentially constrained by scarcity of resources, and, in general, presenting all de-
cision making as an evolving, multidimensional and non-mechanical process of
problem solving. Under this interpretation, actual scientific rationality would not
be ‘justificationist’, in the same way that economic rationality would not really
be ‘maximising’. Wible also discusses the problem of self-reference (recall section
3.4): an economics of economics will necessarily be self-referential, and this may
lead to detect internal inconsistencies or infinite regresses within some economic
arguments; but, from an economic point of view, an infinite regress must end at
some point, since our cognitive resources are limited; Wible suggests that a ‘crit-
ical’, ‘non-justificationist’ rationality, is necessary in order to handle these logical
problems. This issue of reflexivity is also applied to the tacit ‘economics of science’
that most mainstream economists seem to assume. They tend to see their own
activity (scientific research) as a competitive process similar to those which pre-
vail in the economy, a process which tends naturally to some efficient equilibrium;
but, Wible argues, the features of scientific knowledge entail that science is an
imperfect and slow evolutionary process, not explainable in terms of mechanistic
equilibrium concepts. One possible criticism that can be made to Wible’s ap-
proach is that he gives almost no insight about how such an evolutionary account
of science would look like once it were elaborated in detail, for one fears that he
is not thinking in something like evolutionary mathematical models (e.g., those
of evolutionary game theory, or those of the Nelson-Winter type). On the other
hand, in the first chapters of the book Wible does not hesitate in offering some
simplified equilibrium models of some types of scientists’ ‘misconduct’ (namely,
fraud and replication failure -which, according to the model by Mirowski we ex-
amined in the past subsection, needs not be consider a ‘failure’ at all), and so, one
wonders why the same explanatory strategy would not be appropriate to analyse
‘normal’ research behaviour.

Another institutionalist approach to the study of scientific knowledge produc-
tion has been developed by Christoph Lütge [2001] and [2004], who uses constitu-
tional political economy as a complement to a naturalised philosophy of science (see
Brennan and Buchanan [1975] for a clear exposition of constitutional economics).
The main elements of this approach are the following: first, the essential object
of economic analysis is not individual decision making, but interactions, where
considerations of strategic decision arise; second, the main purpose of an economic
analysis is not theoretical, but practical, i.e., promoting the design of institutions;
and third, there are no external normative criteria, for consensus amongst the
interacting agents is the only source of normativity. Lütge’s proceeds, then, to
identify social dilemma situations in scientific research, situations that create the
opportunity for introducing institutional mechanisms allowing agents to overcome
those problems. Drawing on Martin Rudwick’s case study of the ‘great Devonian
controversy’, Lütge identifies three different dilemma situations (which are not nec-
essarily unique): the priority dilemma (i.e., how to allocate research efforts and
scientific recognition), the property rights dilemma (i.e., whether, or how much,
to plagiarise the works of others), and dilemma of access to objects of study (i.e.,
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whether to ‘monopolise’ these objects or not). Many of these cases can lead to
a Prisoner’s Dilemma situation, that can only be ‘solved’ by collectively chang-
ing the rules according to which the interactions between researchers take place.
Unfortunately, Lütge does not analyse how this collective decision could be taken.
Another significant Buchanian thesis stressed by Lütge is that, though consensus is
the fundamental normative criterion to evaluate scientific items, it can be applied
to very different levels: scientists may agree (or disagree) about specific cognitive
achievements (theory, data, and so on), but consensus on norms is much more
important from a normative point of view, particularly if we distinguish amongst
different levels of methodological or institutional rules (more on this below).

The last work I am going to discuss is surely the until now most systematic
attempt to develop an economic institutionalist theory of science, Yangfei Shi’s
book The Economics of Scientific Knowledge. In the first chapters, Shi analy-
ses the behaviour of scientists, both as a producers of scientific information, and
as a consumers of the information produced by others, and also the exchange
relationships which emerge between self-interested researchers, each one playing
simultaneously the roles of producer and consumer. The rest of the book is devoted
to analyse the institutional structure of science, i.e., the system of norms which
regulate the behaviour of scientists (norms that are interpreted as solutions to
collective action problems). These norms are classified into three different groups:
‘distributive rules’ (i.e., rules about the allocation of resources), ‘constitutional
rules’ (cognitive paradigms and authority structures), and ‘aggregative rules’ (the
mechanisms creating ‘scientific order’). In spite of the fact that Shi’s analysis of
scientific norms is more complete than other ones, it can be subjected to several
criticisms. In the first place, three very different kinds of things are conflated in
his classification: individual routines, social norms, and what we could call ‘equi-
librating mechanisms’ (more or less equivalent to Shi’s ‘aggregative rules’). By
individual routines I mean all types of regular practices which can be observed
in the behaviour of a single scientist; these practices can spread towards other
scientists by imitation, but even if they are universally adopted, this does not
make of them a social norm automatically, for what is characteristic of norms is
that they are taken as compulsory by the individuals (even if everybody disobeys
them). On the other hand, ‘equilibrating mechanisms’ are neither individual rou-
tines nor social norms, and they can even be hidden for the individuals, as in the
case of an ‘invisible hand mechanism’, in which case they can hardly be taken as
‘norms’, but rather as the ‘natural laws’ of a social structure. In the second place,
Shi’s notion of ‘constitutional rules’ is at odds with what is ordinarily meant by
these expression in standard constitutional political economy, where the idea is,
first, that a sharp distinction can be made between choices made under rules and
the choice of the rules themselves, and second, that social norms can be divided
into ‘constitutional’ and ‘non-constitutional’ ones, the former being those which
establish (ideally, by unanimity) the collective choice mechanisms by which the
latter are going to be chosen (not necessarily by unanimity). On the other hand, a
constitutional economists would have expected to find in Shi’s discussion a distinc-
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tion between cognitive norms of different levels, so that, in case of disagreement
among scientists about a particular theory or a certain methodological practice,
researchers could appeal to some ‘higher level rules’ to reach a common decision,
if this is possible, and to rules of still a higher level if there is also disagreement
about the latter, and so on. From this point of view, the ‘constitutional rules’ of
a scientific community would only be those fundamental principles to which its
members can resort in case of discursive conflict.

ACKNOWLEDGEMENTS

This paper was prepared while its author was taking part in Spanish Govern-
ment’s research projects BFF2002-03353 (‘Cognitive roots in the assessment of
new information technologies’), SEJ2004-20076-E (‘Science, democracy, and eco-
nomics’) and HUM-2005-01686/FISO (‘The emergence of technoscientific norms’).
Generous support from Urrutia Elejalde Foundation is also acknowledged.

BIBLIOGRAPHY

[Albert, 2005] M. Albert. Product Quality in Scientific Competition, mimeo, 2005.
[Axelrod, 1984] R. Axelrod. The Evolution of Cooperation, New York, Basic Books, 1984.
[Balzer et al., 1987] W. Balzer, C. U. Moulines, and J. Sneed. An Architectonic for Science:

The Structuralist Program, Dordrecht, D. Reidel, 1987.
[Bartley, 1990] W. W. Bartley. Unfathomed Knowledge, Unmesured Wealth: On Universities

and the World of Nations, La Salle, Ill., Open Court, 1990.
[Bicchieri, 1988] C. Bicchieri. Methodological Rules as Conventions, Philosophy of the Social

Sciences, 18:477-95, 1988.
[Blais, 1987] M. J. Blais. Epistemic Tit for Tat, The Journal of Philosophy, 84:363-75, 1987.
[Bloor, 1976] D. Bloor. Knowledge and Social Imagery, London, Routledge, 1976.
[Bourdieu, 1975] P. Bourdieu. The Specificity of the Scientific Field and the Social Conditions

of the Progress of Reason, Social Science Information, 14.6:19-47 (quoted from its reprint in
M. Biagioli (ed.), 1999, The Science Studies Reader, London, Routledge), 1975.

[Bracanovic, 2002] T. Bracanovic. The Referee’s Dilemma: The Ethics of Scientific Communities
and Game Theory, Prolegomena, 1:55-74, 2002.

[Brennan and Buchanan, 1985] G. Brennan and J. Buchanan. The Reason of Rules, Cambridge,
Cambridge University Press, 1985.

[Brenner, 1999] Th. Brenner. Modelling Learning in Economics, Cheltenham, Edward Elgar,
1999.

[Brock and Durlauf, 1999] W. A. Brock and S. N. Durlauf. A Formal Model of Theory Choice
in Science, Economic Theory, 14:113-30, 1999.

[Buchanan, 1996] J. Buchanan. The Economics and the Ethics of Constitutional Order, Ann
Arbor, University of Michigan Press, 1996.

[Butos and Boettke, 2002] W. N. Butos and P. J. Boettke. Kirznerian Entrepreneurship and the
Economics of Science, Journal des Economistes et des Etudes Humaines, 12:119-30, 2002.

[Callon, 1994] M. Callon. Is Science a Public Good?, Science, Technology, and Human Values,
19:395-424, 1994.

[Callon, 1995] M. Callon. Four Models for the Dynamics of Science, in S. Jasanoff, G. E. Markle,
J. C. Petersen, and T. Pinch (eds.), Handbook os Science and Technology Studies, Thousand
Oaks, Sage, pp. 29-63, 1995.

[Coase, 1974] R. H. Coase. The Market for Goods and the Market for Ideas, Amercian Economic
Review Papers and Proceedings, 64:384-91, 1974.

[Dasgupta and David, 1994] P. Dasgupta and P. David. Toward a New Economics of Science,
Research Policy, 23:487-521, 1994.
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mann, 2001.
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Scientific Inference and the Pursuit
of Fame: A Contractarian Approach*

Jesús P. Zamora Bonilla†‡

UNED, and Fundación Urrutia Elejalde. Spain

Methodological norms are seen as rules defining a competitive game, and it is argued
that rational recognition-seeking scientists can reach a collective agreement about which
specific norms serve better their individual interests, especially if the choice is made
‘under a veil of ignorance’, i.e., before knowing what theory will be proposed by each
scientist. Norms for theory assessment are distinguished from norms for theory choice
(or inference rules), and it is argued that pursuit of recognition only affects this second
type of rule. An inference rule similar to ‘eliminative induction’ is defended on the basis
of such a possible agreement. According to this contractarian approach, both the ex-
planation and the justification of scientific norms only need to refer to the preferences
of individual scientists, without assuming the existence of ‘collective’ points of view.

1. Introduction. Despite a long tradition of understanding the scientific
method as a matter of careful application of logical rules, it is now
commonplace to view methodological norms as conventions. One of the
philosophical approaches which contributed most decisively to the accep-
tance of this position was falsificationism. According to Popper, not only
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1. Some good surveys of the ‘economics of science’ are Stephan (1996), Hands (1997)
and Sent (1999).

the general rules of method had to be justified on the grounds of their
contribution to the aims of science, but their application to concrete cases
always needed some decision making, not determined by methodological
rules alone. In particular, the acceptance of ‘basic statements’ was a pro-
visional decision, potentially subjected to further criticism, but which was
conventionally settled in order to stop the actual process of testing (e. g.,
Popper 1959, sec. 11). Likewise, for Lakatos not only the acceptance of
basic statements was conventional in this sense, the commitment to a given
research programme was also a conventional decision: even under ap-
palling contrary evidence, defenders of a ‘degenerating’ programme could
rationally support it, if they were confident in a future solution of its
present anomalies (e. g., Lakatos 1977, sec. d4). Unfortunately, neither
Popper’s nor Lakatos’ views offered many insights about how to deter-
mine the rationality of those concrete decision making processes; instead,
both authors always presented this issue as if the problem of when to stop
testing a basic statement, when to abandon a research programme, and
so on, were a problem left to the judgement of the flesh-and-bone scientist,
rather than to the philosopher’s elucidation.

It is not strange that sociologically or psychologically minded authors,
following Kuhn (1962), took precisely the concrete processes of acceptance
of statements or practices as the topic which deserved more attention for
students of science. These authors have put forward an impressive number
of case studies intended to show that scientific decisions are the outcome
of ‘negotiations’ influenced by interests, prejudices, biases, and so on. Re-
searchers’ reference to general rules of scientific method seemed to play
only an ideological or rhetorical role, not justifying the epistemic value of
those statements on which a scientific consensus is eventually reached (see,
for example, Knorr-Cetina 1981, and Latour 1987).

But it should not be assumed that the presence of non-epistemic inter-
ests automatically invalidates the internal rationality of the process which
leads to the acceptance of those theories. As every student of economics
knows, ‘greedy’ private interests may produce , at least under some insti-
tutional settings, efficient public results, and perhaps something similar
takes place in the case of scientific research. In this vein, some epistemol-
ogists have recently employed economic-theoretical tools to show that
some possible institutional mechanisms make epistemic goals attainable,
not only ‘in spite’ of private interests and psychic biases, but even thanks
to them. For example, under some regimes of merit attribution the prob-
ability of finding a true solution to a scientific problem is higher than when
researchers directly pursue ‘truth’ instead of ‘merit’ (see Goldman and
Shaked 1991, Kitcher 1993, and Goldman 1999).1 One fundamental prob-



Ú .  302

2. In Zamora Bonilla (2000) and (forthcoming a) I have tried to show that some prev-

lem with these results is, however, that it may not be in the interests of
scientists to establish such merit attribution regimes; a ‘philosopher-
monarch’ (to use Kitcher’s expression) could force scientists to do so, if
he were really interested in promoting truth acquisition, but, in the absence
of such an external enforcement, perhaps researchers would prefer to work
under a different system of rules, one less efficient in the production of
objective knowledge, but more efficient in satisfying their own private
goals. Or perhaps they prefer to work without any kind of rules whatso-
ever!

In this paper, I will study first what systems of norms (and, in partic-
ular, what ‘merit attribution regimes’) would be chosen by the members
of a scientific discipline, were they given the chance of making this choice
by themselves and assuming they were ‘recognition-seekers’; and second,
what epistemic properties the resulting norms would be expected to have.
In order to approach these questions, I will not use a ‘general equilibrium’
model, but a different economic tool, ‘constitutional economics’-the study
of the collective choice of norms by rational agents. If scientists did not
obey any kind of rule while competing for ‘recognition’, then no researcher
would ever have a reason to accept a ‘rival’ theory, since the pursuit of
recognition is a zero-sum game (you can only win if others lose) and every
researcher would have permanently open the possibility of rejecting all
their competitors’ theories on the basis that ‘they are not verified enough’
(that this possibility exists is something we have to concede to falsi-
ficationism). So, if scientific research does exist, and if researchers are
recognition-seekers, then the game of science has to be played under some
rules, in particular, rules commanding the acceptance of certain proposi-
tions if certain circumstances obtain. Stated differently, the scientists’ de-
cisions about what statements to accept must be subjected to some recog-
nisible patterns, for if no such patterns existed at all, no ‘merit-seeking’
person would choose to enter the game of science, since she would not have
any way of knowing what to do in order to get her own theories accepted
by her possible colleagues. Therefore, I propose to consider the ‘negotia-
tion of scientific knowledge’ as a negotiation about the norms governing
the process of scientific research. The specific aim of this paper is to show
that recognition seeking scientists may have a preference for some specific
set of norms, and hence, that these preferences will count among the fac-
tors determining actual scientific norms.

Only a very limited type of norms will be analysed here: those stating
when a theory is so ‘good’ that it becomes compulsory to accept it (these
are what I will call ‘inference norms’). In particular, I will not study here
the norms defining what kinds of properties of scientific theories will count
as ‘epistemic virtues’; this problem is an extremely important one, and I
have devoted to it some other papers,2 but I have opted not to discuss it
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alent norms for the comparative assessment of scientific theories can be explained under
the assumption that the main ‘epistemic virtue’ preferred by scientists is what I have
called ‘empirical verisimilitude’. These papers are, therefore, a necessary complement
of the present one in offering a more complete theory about the constitution of scientific
norms.

here, both because of space limitations, and because that discussion will
probably distract our attention from the analysis of the inference norms,
for this analysis will be the same no matter what epistemic virtues are
preferred by researchers. In order to perform our analysis, the following
assumptions about the members of a scientific community will be made:
first, that they have already agreed on what will count as an ‘epistemic
virtue’, although these criteria may be difficult to apply to concrete cases;
second, that they do not necessarily worry about the epistemic value of
proposed theories, even if they are wise enough to make an estimation of
that value; and third, that what they are really pursuing is the merit
of having devised a theory their colleagues explicitly recognise as ‘correct’.
The problem I will attempt to solve in this paper, with the help of a very
simple economic model, is whether the members of such a scientific com-
munity could reach an agreement on how to decide who must be taken as
the winner of the race for recognition.

The main conclusion that can be drawn from our model is that we can
decompose scientists’motivations into two different elements: epistemic
preferences and the pursuit of recognition. The first element can be used
to explain what counts for scientists as a cognitive virtue, and hence, to
explain the scale against which the scientific value of proposed scientific
hypotheses is to be measured. On the other hand, the ‘pursuit of fame’
will normally have no influence on the choice of this scale, but, instead, it
will determine which point on the scale is going to divide ‘acceptable’ hy-
potheses from ‘unacceptable’ ones. In this sense, the operation of the pur-
suit of fame provides the argument to fill the gap in falsificationism re-
ferred to in the first paragraph: the unsolved question of how scientists
actually determine when to conclude the testing of a scientific statement
in order to make a decision about its acceptability. Falsificationists would
probably deny that such a decision is necessary at all, but we can take as
an empirical fact about scientific research that countless statements (ab-
stract theories, general hypotheses, experimental laws, and so on) are ac-
tually accepted by scientists, and it seems reasonable to try to explain why
researchers behave the way that they do.

In the next section I will present the fundamental ideas of this contrac-
tarian approach, and justify its relevance for the study of scientific norms.
Section 3 introduces a classification of types of scientific norms in terms
of their role in the ‘persuasion game’; only a brief comment will be pro-
vided about each type of rule, since the rest of the paper will focus on



Ú .  304

inference norms. Section 4 will present the paper’s basic analytical instru-
ment, which is the ‘success function’, i.e., a function indicating the prior
probability each researcher has of producing a theory which surpasses a
battery of tests of predetermined strength. In Section 5, the properties of
some possible inference norms are studied. Section 6 shows how an agree-
ment about a norm can be reached even if the members of a scientific
discipline do not have identical preferences about the optimum rule.
Lastly, Section 7 summarises the main conclusions of the paper.

2. The Constitutional Approach to Scientific Norms. Norms are a contro-
versial topic in economic theory. Most economic models assume that the
relevant norms are given and simply study how agents will behave under
those norms; sometimes, the application of a new norm or the withdrawal
of an old one is suggested, as a way to enhance economic efficiency or
social justice, but it is almost always assumed that the State will have the
power (and the will) to implement such a change. This assumption leaves
a number of questions open; for example, how can we be sure that poli-
ticians will actually impose the most efficient norms, instead of those which
favour their own interests? Where do the criteria of social justice come
from? Why has the State the powers it has? And, in particular, since many
relevant norms are ‘social conventions’, not imposed by the State, the
question is simply why do these norms exist at all? Some authors have
denied that these questions may receive an answer which is ultimately and
solely based upon the assumption of egotistic maximisation of utility on
the part of individuals (see Elster 1989). Other authors, instead, have de-
fended the notion that norms can ‘emerge’ and ‘evolve’ as an unintended
result of the interaction of many individual decisions (e.g., Hayek 1973,
Sugden 1989), though their approaches have little in common besides,
perhaps, this conception of norms as ‘emergent’). Lastly, a third group of
authors have argued that rational and autonomous people have the ca-
pacity to negotiate and change the norms under which they live, indepen-
dently of the origin of the pre-existing norms; this is the ‘contractarian’
or ‘constitutional’ approach (see especially Brennan and Buchanan 1985,
and Vanberg 1994). I will not discuss here the pros and cons of these
competing approaches; it is enough to recognise that, in order to explain
the emergence of norms, it may be necessary to use some explanatory
mechanisms besides instrumental rationality and strategic reasoning; for
the ‘emergentist’ approach, this additional explanatory element would be
history, while for contractarians it is basically the autonomy of individuals,
as well as the moral stance of recognising this autonomy in other people
(see Buchanan 1991). I will try to apply this contractarian perspective to
the study of scientific norms, though other approaches may also be illu-
minating.
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The most important aspects of constitutional economics that should be
taken into account are the following:

a) Though every norm may in principle be subjected to constitutional
analysis, attention has mainly been paid to ‘fundamental’ norms,
in the sense of rules which define basic liberties, or, more fre-
quently, in the sense of norms which regulate the process of choos-
ing other, ‘lower-level’ rules.

b) The evolution of a game played under definite rules can be more
or less predictable, because people, once the rules are established,
tend to be pulled more or less automatically by their interests, and
because there is usually a limited set of strategies open to each
individual. However, the adoption of a concrete system of rules
(like the emergence of a certain institution) is, in comparison, much
more difficult to predict, because people must devise those rules in
the first place. Constitutional economics does not attempt to sur-
vey all ‘possible’ systems of norms in order to determine which one
is ‘optimal’; it simply tries to analyse specific types of rules (for
example, some voting mechanisms), so as to inquire about their
properties.

c) In order to assess social states or economic outcomes, constitu-
tional economics does not employ any normative criterion other
than the free agreement of individuals. Neither must a definition
of social justice or economic welfare be imposed ‘from above’, nor
is there any need of ‘aggregating’ individual values or preferences.
‘Right’ outcomes are simply those deriving from the application of
‘right’ norms, and these are just the norms that people have actu-
ally chosen, provided that the choice has been unanimous, well
informed, and free.

d) A fundamental distinction is made between the choice of norms
and choice under norms; the latter amounts to ‘playing a game’,
which can obviously be extremely competitive; the former, instead,
consists in deciding which game to play. As long as norms are ex-
pected to be in force for a long time, and to apply to many different
situations, it would be very risky for individuals to insist on the
collective adoption of a rule which just happened to be favourable
to them in their present situation, since it may easily cease to be
so as soon as circumstances change. In this sense, the choice of
norms is made ‘under a veil of ignorance’, and ‘impartial’ rules—in
the sense of warranting a satisfactory gain to anyone in a wide set
of conceivable circumstances—will tend to be chosen (cf. Rawls
1971). Impartiality is also warranted by the fact that the chosen
norms must be unanimously accepted among the members of a
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group, at least as long as people have the opportunity of joining
another group if they do not like the chosen rules.

The relevance of these aspects of constitutional economics to the anal-
ysis of scientific norms is easily understood. In the first place, when sci-
entists ‘negotiate’ the content of a communication, or the acceptance of a
hypothesis, or the use of a piece of equipment, they have to take into
account not only their own interests, or the interests of the people they
are negotiating with, but also the justifiability of their decisions before
their colleagues. For example, if my experiment has produced a result that
contradicts a prediction of your theory, we can ‘negotiate’ how I am going
to present that result, but our colleagues would not allow that I simply
decide to conceal it—if they happened to discover the terms of our ‘ne-
gotiation’. So, even if it were in my interest to diminish the impact of my
discovery on your theory (e.g., because of the favours you have promised
to me in exchange), I could not do it unless I provided an argument in-
dicating why the result is not so damaging, and this argument must show
that my stated decisions follow some patterns which are accepted as gen-
eral principles of argumentation among our research community. The
norms studied in this paper are just this kind of ‘patterns of justification’,
particularly those that can be used in turn to justify the acceptability of
‘lower-level’ patterns.

In the second place, I will not try to present an ‘optimal’ set of scientific
rules, i.e., one defining the best possible game for scientists to play. My
aim is only to analyse a limited number of norms which happen to be
similar to those that scientists seem to employ. So, I plainly admit that
other authors may discover that different norms are more consistent with
actual scientific practice and more satisfactory for each researcher than
the norms studied here; but if this happens, I think such a discovery should
count as a success of the contractarian approach.

In the third place, this approach does not attempt to assess the effi-
ciency of scientific research through the comparison of scientists’ actual
performance with some absolute epistemic standard engendered in the
philosopher’s cabinet, one trying to reflect a God’s eye point of view (to
use an expression suggested by an anonymous referee); neither does it try
to provide a mathematical procedure for ‘aggregating’ scientists’ prefer-
ences, or for ‘weighting’ their cognitive and their private interests in order
to find an ‘objective’, ‘supra-individual’ criterion of theory evaluation. As
Hands (1997) has pointed out, behind most economic analysis of scientific
research there is the ambition of offering an ‘invisible hand’ argument
showing that researchers’ ‘selfish’ behaviour tends to produce cognitive
results which are sound from an ‘objective’ point of view (by the way, this
ambition explains the use of general equilibrium tools). The main problem,
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3. This may be due to the fact that those epistemic preferences are learned during the
process of becoming a member of the discipline. To honour the evolutionary approach,
this entails that history (or ‘path-dependency’) might matter a lot in explaining the
prevalence of some scientific norms, but I will not pursue this line of thought further
at this point.

as Hands rightly indicates, is that current techniques of economic analysis
do not guarentee that one can coherently use this ‘objective point of view’,
understood as an aggregation of individual perspectives. On the other
hand, the constitutional approach is radically committed to methodolog-
ical individualism; the ‘public’ state of scientific knowledge about a certain
issue is simply identified with the specification of what proposition (if any)
each member of the scientific community has accepted concerning that
issue. For the constitutional approach, therefore, unanimity is the only
acceptable ‘aggregation mechanism’, though it works just in those cases
where no aggregation mechanism is needed; in the remaining cases, this
approach does not look for any ‘collective point of view’.

In the fourth place, as long as methodological norms are subjected to
negotiation by the members of a scientific community, and as long as the
norms have wide applicability and are adopted as unanimously as possi-
ble, they will tend to be neutral. One reason is that it will be difficult for
scientists to accurately predict the effect of each possible norm on their
expectations of getting a high level of recognition; hence, researchers will
have to use some additional criteria in order to decide what norms to
accept, such as their epistemic preferences or their estimations of the prob-
ability of getting a solution if certain norms are established. Another rea-
son is that, although the pursuit of recognition can be understood as a
‘zero-sum game’ (with some space open to cooperation, nevertheless), this
will not be so in the negotiation about the norms of that game, partly
because it is unlikely that there are dramatic differences in scientists’ es-
timation of the general probabilities of success or in the cognitive interests
of the members of a scientific community.3

3. The Persuasion Game. According to many sociologists, scientists’ main
motivation is not ‘the pursuit of truth’ but ‘the pursuit of recognition’. I
will operationalise this concept as the number of colleagues who explicitly
accept as correct, the models, hypotheses, or theories presented by you. As
a referee of a former version of this paper pointed out, this definition is
very close to David Hull’s (1988, 306), who says that “scientists must seek
first and foremost to have their work accepted by their peers, not by gov-
ernment officials, science reporters, or the general public” (italics mine).
Besides the obvious similarity between both definitions, some differences
are worth mentioning: firstly, it seems that, for Hull, the pursuit of peer
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recognition is not a basic desire of scientists, but a kind of behaviour which
is somehow ‘imposed’ on them by the scientific community (hence the
‘must’). Secondly, and more importantly, according to Hull “the most
important recognition that scientists can receive for their work is its use
by those scientists working in the same area, including of course their
closest competitors” (pp. 309–10; italics mine). Though admitting that this
can be a correct description of the way recognition is actually gained, I
think that, in order to justify the conclusion that competition among
recognition-seeking scientists can be an epistemically efficient mechanism,
it would be necessary to explain why scientists would prefer to use those
statements they think are true, if they also assume that their colleagues
are not ‘truth-seekers’. In particular, we can point to three missing expla-
nations in Hull’s account: the first refers to the question with which I
started: how to decide when a hypothesis is so well confirmed that it is
worth using? If no common rule is established about this, then each sci-
entist will be free to assert that any rival theory (or any data contradicting
his own theory) is not still ‘confirmed enough’, and he will tend to use
only those data which support his own theory. The second problem is that
Hull seems to presuppose that it will always be clear when a result supports
a theory; my aim is, instead, to show how scientists can agree on certain
rules which define that relation of support. Lastly, and more importantly,
even if a colleague ‘internally’ accepted that your theory is right and us-
able, he might refrain from expressing publicly his belief, just in order not
to increase your recognition level; it is necessary to explain, therefore, how
the strategy of ‘giving recognition’ can become a rational decision in spite
of this possibility.

Other economic explanations of the process of scientific research are
also elaborated on the basis of assumptions similar to those of Hull’s. I
refer in particular to the theories developed by Goldman and Shaked, and
Kitcher. For example, according to the model of Goldman and Shaked
(1991), it is possible that recognition-seeking scientists perform relatively
well in epistemic terms, if they receive recognition proportionally to the
change in their colleagues’ subjective probabilities produced by the reve-
lation of the results of the experiments made by the former. This model
takes for granted that those colleagues will have a reason to believe the
revealed results (and to change their subjective probabilities accordingly),
that they will also have a reason to manifest their true subjective proba-
bilities, and that the experiments’ outcomes have been sincerely revealed.
On the other hand, the models in Kitcher (1993 ch. 8) also take it for
granted that scientists will be sincere in revealing both the results of their
experiments or observations and their opinions about the correctness of
each hypothesis; this allows him to use rather uncritically such concepts
as ‘wrong result’, ‘right result’, ‘correct finding’, ‘getting solution’, ‘suc-
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4. Kitcher (1993), p. 304, note 2: “As will become apparent, I shall be concerned more
with assessing competence than evaluating honesty, but this should not be taken to
imply that issues about sincerity are unimportant.”

cess’, and so on. Kitcher explicitly recognises the existence of this problem,
though he decides to concentrate on a different set of questions.4 The aim
of my own approach is, on the contrary, to study which norms defining
what must be counted as ‘honest’ behaviour can be established by scien-
tists themselves, if they take into account their own real interests (which
may certainly include epistemic criteria, but also include ‘recognition’).
Stated in other terms, the model presented in this paper tries to offer an
idealised and simplified economic explanation of the process of deciding
what constitutes a piece of knowledge whose acceptance is compulsory; as
far as I know, this process remains unexamined in the economics-of-
science literature, and I think that it deserves attention quite independently
of whether or not one accepts the simplified model I will present here.

The discussion of the preceeding paragraphs points towards the neces-
sity of explaining why a scientific discipline has the fundamental meth-
odological norms it has, instead of others. According to the contractarian
approach, the ‘constitution’ of a scientific discipline should be understood
as an exchange of constraints on the acceptance of scientific statements:
every member accepts the submission of his own choices of statements
(data, hypotheses, models, laws, theories, and so on) to certain patterns
of scrutiny, in exchange for his colleagues’ acceptance of the same pat-
terns. What the members of a scientific community have to negotiate is,
which specific constraints they are going to accept. The rules which seem
to be necessary in order to constitute such a game can be classified as
follows:

a) Norms of inference: These norms state that if you have accepted
certain propositions, and if a different proposition is in some spe-
cific relation to them, then you must accept this second proposi-
tion. A reasonable assumption is that, if these norms are chosen
‘under a veil of ignorance’, they will normally be consistent with
the elementary rules of logic and mathematics, in order to be truth
preserving.

b) Norms about comparison of statements: These rules, which I will
also call ‘norms of theory assessment’, are similar to those of type
a, but, instead of forcing the participants to accept the conclusion
that a certain proposition must be accepted, they only force them
to accept that one statement is better than another. So, these norms
allow the establishment of an ordering of statements by their ‘qual-
ity’ (though this ordering is probably not complete). These order-
ing rules may be used to defend the preference for a particular
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5. For a dicussion of what these cognitive preferences could be, and what norms for
theory comparison would derive from them, see the papers quoted in note 2.

6. A brief description of a norm of this kind is offered in Zamora Bonilla (forthcoming b).

theory in those cases where norms of type a do not uniquely de-
termine the choice of one theory among a set of alternatives. These
norms will also be used to define a certain ‘quality level’ such that
only those theories which happen to surpass it can be accepted. It
is not necessary to determine this level quantitatively (although I
will do so in the following sections in order to simplify my argu-
ments), for it can also be determined by means of examples (i.e.,
if a tentative solution to a problem is as supported by the evidence
as this solution to this other problem was, then the former must
be accepted). Under the veil of ignorance, norms consistent with
the epistemic preferences of scientists will tend to be chosen, for it
is unlikely that one will be able to forecast the influence of a norm
of this kind on the probability of ‘winning’ in a scientific contest.5

Nevertheless, each researcher may have a preference for a rule
which favours those theories which have a virtue she is particularly
apt to produce (for example, if one is very able in expressing the-
ories axiomatically, she would tend to ‘vote’ for a rule which fa-
vours axiomatic theories over informal ones).

c) Norms related to actions: Rules of type a only allow you to per-
suade a colleague to accept your theory if he happens to have pre-
viously accepted some pertinent statements; so you would need to
persuade him to accept these statements. This can be done by show-
ing that their acceptance follows from other rules of type a and the
fact that he has accepted still other (more basic) statements, and
so forth. But this process can not proceed infinitely, so, if the game
of persuasion is to be possible at all, there must exist some different
procedure for forcing a scientist to accept some statements. For
positivists, this procedure was the ‘direct’ observation of empirical
facts, but our approach gives scientists the freedom to decide what
kinds of actions, performed under what circumstances, are to pro-
duce results whose acceptance is compulsory. These norms would
regulate, for example, the procedures for performing experiments
or observations, including not only their ‘technical’ aspects, but
also their ‘institutional’ ones (who must be taken as a qualified
experimenter, how the results must be published, and so on). It is
reasonable to think that, under the veil of ignorance, scientists
would prefer action related norms with the property of encourag-
ing the performance of experiments which yield unbiased results,
as well as the sincere revelation of these results.6
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7. Norms of enforcement are, therefore, ‘metanorms’ in Axelrod’s sense (see Axelrod
(1997), ch. 3). This author shows that introducing this kind of norm in computer ‘pris-
oner’s dilemma’ tournaments drastically reduces the frequency of ‘defections’. On the
other hand, ‘metanorms’ are even more difficult to justify than ‘norms’ from the bare
assumption of instrumental rationality (see Elster (1989), ch. 3).

8. For the dynamics of theory choice, as opposed to the choice of rules for theory choice,
see Brock and Durlauf (1999) and Zamora Bonilla (1999).

d) Norms of enforcement: These establish the penalty that has to be
imposed on a scientist who has disobeyed some rule. They are not
only addressed to the ‘infractors’ of the other kinds of rules, but
to all the members of the scientific community, who, according to
these norms, have the obligation to ‘punish’ the ‘infractors’. As a
consequence, there will be some norms establishing a penalty for
those scientists who have failed to apply a sanction when they were
required to do so.7

Once the rules of a scientific discipline are more or less explicitly defined
and accepted, research processes can take place within it. My aim in this
paper is not to study the dynamics of those processes, but simply to illu-
minate some mechanisms which may serve to select the rules under which
the game of persuasion is played.8 In particular, I will only try to study
the negotiation of a norm of type a: one indicating when a theory has
reached an epistemic value so high that it deserves to be accepted. It should
be noted that usually no system of norms is able, by itself, to warrant a
universal agreement on every topic within a scientific community. As I
said in the last section, norms are used to justify decisions, but this does
not entail that, in each case, only one possible decision is justifiable. What
is important is that norms preclude the justification of some decisions in
some cases.

4. The Success Function. The norms of inference I will study in the next
section refer to the choice of a level of epistemic value a hypothesis has to
surpass in order to become acceptable as ‘the’ correct solution to a given
problem. A preliminary assumption is, hence, that a certain ordering of
the possible levels of epistemic value must have been agreed upon by the
members of a discipline or subdiscipline, and this will have been done on
the basis of the ‘norms for theory comparison’ referred to in the last sec-
tion. Just for concreteness, we can understand this level as a weighted sum
of the number of conceptual and empirical tests that the hypothesis has
passed and the number of tests it has failed to pass, but other interpreta-
tions can reasonably be defended (my interpretation is obviously close to
Laudan’s notion of ‘problem solving capability’, cf. Laudan 1977). How-
ever, the difficulty exists that both the definition of the epistemic values
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and the determination of the value of a concrete hypothesis can be matters
of disagreement: not every researcher will necessarily attach the same
strength or relevance to each kind of test, and it can even be an open
question whether a given theory has passed a given test or not (this prob-
lem demands the application of ‘norms related to action’). If such dis-
agreements persist at a fundamental level within a scientific discipline, it
will be difficult for its members to reach a ‘social contract’ on inference
norms; nevertheless, in many disciplines it seems that such disputations
are more or less easily resolved, which can be taken as an indication that
norms of theory comparison and norms related to action work reasonably
well in those areas.

Let us assume, then, that an ordering of epistemic levels has already
been collectively defined. A priori, each researcher who is trying to solve
a certain problem can produce a solution to it of any possible value (after
an appropriate amount of testing), but not all the values will be equally
likely. Let Fi(x) be the probability that the solution proposed by the i-th
researcher has an epistemic value of at most x . So, 1 � Fi(x) will be the
probability that his theory surpasses the level x (see Figure 1). The basic
property of this function is that it is increasing in x: the higher is the
epistemic value, the more probable it is for a researcher to reach a theory
of that value at most, and the less probable it is for him to reach a theory
better than that level. It is neither essential that F(0) � 0, as in the figure
(this would mean that there is a non-negative probability of devising a
theory of null value), nor that F(x) equals 1 at some point (this would
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mean that it is impossible for the scientists to devise a theory better than
the quality level associated with that point). We might assume that F also
depends on the size of the scientific community, since co-operation and
the accumulation of knowledge can make the discovery of better theories
more probable, but I will ignore this complication in the rest of the paper.
In the next section I will make the additional simplification that F is the
same for all community members, an assumption which will be removed
in Section 6. Note also that high levels of epistemic value can only be
reached after a long process of testing, since they entail that the theory
will have surpassed many strong tests. So, the choice of a certain quality
level will implicitly determine the amount of the time after which there is
no need to keep on testing the hypothesis in order to determine its ac-
ceptability.

F (or better, 1 � F ) is what I will call the ‘success function’ of a re-
searcher. The basic question of this paper refers to the collective choice of
a level of success such that theories surpassing that threshold may become
(or must be) accepted by the members of a research community. If all the
members of the scientific community had the same basic preferences, they
would simply agree on choosing the threshold which maximises each re-
searcher’s expected utility, and there would be no ‘competition’, since the
optimal choice would be the same for all (real competition comes after the
rule of inference has been chosen and each researcher tries to invent a
theory which surpasses the chosen threshold, and also tries to show that
this is the case). But if researchers’ preferences are not the same, or if they
have different estimations of their probability of success, then it is possible
that different scientists may prefer different inference thresholds; in this
case, a real ‘negotiation’ to collectively choose a unique norm will be
needed. I will study this possibility in Section 6.

5. Some Possible Rules of Inference. According to the fundamental as-
sumption of the contractarian approach, the people who are going to be
subjected to a norm could devise an indefinite number of alternative
norms, and could negotiate which one to institute; it is even possible that
the chosen norm does not coincide with anybody’s optimal rule, because
the former can be a ‘compromise’ between people’s different preferences.
Taking this into account, my goal will simply be to study the properties
of some plausible rules of inference (‘plausible’ in the sense that they are
intuitively similar to some patterns of theory choice actually used in sci-
ence) in order to understand why they might have been chosen by recog-
nition seeking researchers. The three alternative norms I am going to ex-
amine have a common feature: they establish a minimum level of epistemic
value such that if a tentative solution to a scientific problem has surpassed
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that level (or ‘inference threshold’), then this would justify its acceptance
as a valid solution. These three competing rules are the following:

(R-I) A level of epistemic value is established such that the theory
with the highest value must be accepted by every member of the dis-
cipline, provided that it has surpassed that threshold. If no theory
passes the threshold, the rule commands the suspension of judgement.

(R-II) A level of epistemic value is established such that the theory
with highest epistemic value must be accepted by every member of the
discipline, provided that it is the only one which has surpassed that
threshold. If none or more than one theory has surpassed the thresh-
old, the rule commands the suspension of judgement.

(R-III) A level of epistemic value is established such that the theories
which have not surpassed that threshold can not be accepted. If only
one theory passes the threshold, it must be accepted. If more than one
pass it, then each researcher can either choose one of them, or suspend
judgement.

The members of a scientific discipline have to decide in the first place
which type of inference norm to establish, and secondly which inference
threshold to choose (actually, this threshold may be defined by means of
‘paradigmatic examples’, instead of through a quantitative measure). The
constitutional perspective suggests that these choices are prior to knowing
which specific theory or solution is going to be invented by each member
of the discipline, or, at least, prior to knowing whether these theories will
pass enough tests. These choices can even be prior to knowing which spe-
cific problems will have to be solved in the future. Under these circum-
stances, the expected utility associated with choosing one of these norms
plus a definite threshold will depend on three factors: the probability the
scientist has of devising an acceptable solution, the probability of there
being more than one acceptable solution (these two factors will depend on
the success function), and the utility of getting one’s theory accepted by
all or some colleagues. We can add a fourth factor, which is that stronger
thresholds will be preferred to weaker ones, ceteris paribus, indicating, at
least, that the recognition for having won a strong competition is higher
than for winning a weaker one. Nevertheless, I will also present the com-
parison of the three rules without assuming this fourth factor, because it
is interesting to analyse the possibility of a constitutional agreement about
a norm of inference even when scientists are motivated exclusively by the
pursuit of fame and are given ‘exogenously’ the scale on which their the-
ories are to be judged.

Assuming that every member of the community has the same basic
preferences, it can be shown that R-I dominates R-II, since there can be
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situations in which one has proposed a theory which is acceptable under
R-I but not under R-II (i.e., if one’s theory is the best one, but there is at
least one more theory surpassing the inference threshold), but not vice
versa. R-II is also dominated by R-III, for the same reason (if one has
proposed a theory which is not the only one surpassing the threshold, one
can get some utility under R-III, but not under R-II, while, if one’s theory
is the only acceptable one, the utility received is the same under both rules).
On the other hand, no comparison is possible a priori between R-I and
R-III: which rule provides a higher expected utility will depend on the
particular forms of the utility function and the success function. All this
entails that, facing a choice between R-I, R-II and R-III, a scientific com-
munity would discard the second, and would establish one of the other
two. It is possible that those disciplines where a wider agreement on the-
ories exists have opted for a rule close to R-I, while disciplines where
disagreement is more frequent are regulated by R-III or some similar
norm. Nevertheless, it is also possible that this disagreement about the
right solutions to scientific problems is due, not to the character of the
rules of inference, but to the inherent difficulty of applying any rule to
specific cases.

Table 1 summarises the results on the optimum inference threshold for
each rule, both assuming that scientists have only a preference for recog-
nition (column a), and assuming that they also have a preference for
knowledge (column b); the calculations are given in the appendix. The
variable used to describe the optimum threshold t is 1 � F(t), i.e., the
probability a researcher has, a priori, of finding an acceptable solution to
the problem, if the level which determines acceptability is t. So, a high
level of 1 � F(t) will correspond to a low threshold, and vice versa. The
variable n represents the number of members of the research community
who are trying to solve a given problem.

The interpretation of these results is the following: in the first place, for
scientists merely worried about recognition, the optimum choice if R-I
were established would be the absence of a threshold (1 � F(t) � 1): the
best proposed theory should be accepted by every member independently
of the epistemic value of that theory. It does not seem that scientists behave
in such a way. For some problems, all the proposed solutions are taken
to be too bad to be acceptable, and hence, either real scientists do have a
preference for knowledge, or they have chosen some type of inference rule
other than R-I. In the first case, it is shown in the table that when R-I is
instituted, and scientists prefer a higher inference threshold to a lower one,
ceteris paribus, the probability of devising an acceptable solution will be
less than one, though the exact value of this probability can not be deter-
mined a priori; since, as we will see below, it is also impossible determine
a priori the threshold associated with R-III assuming epistemic prefer-
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TABLE 1. OPTIMUM INFERENCE THRESHOLDS.

KIND OF PREFERENCES

RULE

a
Only with a preference for

recognition

b
With a preference for

recognition and for
knowledge

R-I
(the best theory must be
chosen, if it passes t; in
other case, suspend
judgement)

1�F(t) � 1 0 � 1�F(t) � 1

R-II
(the best theory must be
chosen, if it is the only
passing t; in other case,
suspend judgement)

1�F(t) � 1/n 0 � 1�F(t) � 1/n

R-III
(the best theory must be
chosen, if it is the only one
passing t; if more theories
pass t, choose any of them
or suspend judgement; in
other case, suspend
judgement)

1/n � 1�F(t) � 1 0 � 1�F(t) � 1

(Note: n � number of scientists who try to solve a certain problem; 1 � F(t) � probability
of devising a theory better than threshold t).

9. Kitcher (1993) argues, on the basis of historical cases, that eliminative induction is
one of the most widely used methodological rules in scientific research.

ences, so the only possible way to establish empirically that R-III (or a
similar rule) has been chosen instead of R-I would be to find some sci-
entists who have decided to accept a hypothesis which they recognise to
be inferior (for the time being) to another one, and their colleagues find
that decision to be legitimate (which indicates that they do not think some
rule has been violated).

In the second place, the value 1 � F(t) � 1/n corresponds to the case
where the expected number of ‘acceptable’ solutions to each problem is
exactly 1, if n researchers are trying to find one solution. The choice of
such a threshold would institute a rule of acceptance which has some
‘family resemblance’ to eliminative induction,9 since both have as their
main function the leaving of only one theory or hypothesis acceptable.
However, three important differences exist between the two rules. Firstly,
eliminative induction is assumed to ‘prove’ (at least under the assumption
of ‘background knowledge’) that all non-acceptable theories are false,
whereas the rule we are discussing institutes a conventional definition of
what it is to be not-acceptable. Secondly, the application of eliminative
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induction (especially when it is not fully conclusive) requires us to take
into account the probability each theory has of being true, whereas the
other rule simply requires us to take into account the probability that
researchers have of finding an ‘acceptable’ theory. Lastly, eliminative in-
duction demands that we keep on testing until only one theory remains,
while the other rule establishes a priori a level of epistemic value such that,
on the average, there will be one acceptable solution per problem, but it
is possible that, ex post facto, some problems will have more than one
solution and others have none (R-I and R-II differ in allowing and not
allowing, respectively, the acceptance of rival solutions if there are more
than one). The hypothesis I would like to advance is that something similar
to the rule derivable from R-II or R-III (with epistemic preferences) is
what has been tacitly agreed upon in many scientific disciplines, and that
philosophers of science have usually misinterpreted this agreement as an
indication that another similar rule (eliminative induction) is actually used
by scientists.

In the third place, Table 1 shows that, starting from R-II under the
assumption that researchers have no epistemic motivations, introducing
this type of preference will lead to an increase in the chosen threshold,
whereas allowing the acceptance of any theory which has passed the
threshold (i.e., accepting R-III instead of R-II) will lead to a reduction in
the threshold. The consequence of this is that, if both changes are made,
it will not be possible to tell, a priori, whether the chosen threshold will
be higher or lower than that for which 1 � F(t) � 1/n. Nevertheless,
since the utility associated with being the only ‘winner’ is probably much
higher than the utility associated with being one among several ‘winners’,
the displacement of the optimum threshold upwards due to the presence
of epistemic preferences will probably be more intense than its displace-
ment downwards due to the possibility of accepting more than one solu-
tion (cf. the appendix). As a result, if scientists agree to establish a rule
like R-III and they have epistemic preferences, then their optimum thresh-
old will very likely be one for which 1 � F(t) � 1/n; i.e., there will be at
most one acceptable solution per problem.

6. The Choice of A Rule When Preferences Are Not Identical. In the pre-
vious section it was assumed that all the members of a research community
had exactly the same basic preferences and the same success function, and
hence, the same expected utility associated with each possible choice of
norms. The aim of this section is to show that agreement on a rule is
possible even if scientists do not agree about which norm would be the
optimum one, provided that their preferences are not too different. The
possibility of such an agreement should also serve to recall that the con-
tractarian approach to scientific norms does not attempt to prove a priori
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10. That such inconsistent (or, more precisely, inefficient) choices are possible is shown,
in a different context, in Zamora Bonilla (1999), where it is proved that it may be the
case that all researchers believe that theory T is better than theory T�, but that T� is
accepted by more scientists than T.

that a certain system of rules is optimum in an objective sense, since,
according to this approach, scientists possess the freedom to establish the
rules they want. No rule resulting from such an agreement should be taken
as ‘worse’ than another in the epistemic sense, save when it is possible to
prove that the choice goes against scientists’ actual preferences.10

Suppose, for simplicity, that there are only two researchers working on
a problem. One of them, whom I will call ‘Strict’, has either a stronger
preference for knowledge, a higher estimation of his success function, or
both, which makes him prefer a higher inference threshold. The second
scientist, ‘Lenient’, prefers instead a lower threshold. Given the expected
utility functions of both researchers, Strict would prefer to establish rS as
the minimum acceptable level of success, while the Lenient would prefer
rL. RU1 represents their reservation utility; the utility which would be re-
ceived if no agreement were reached and each scientist joined another
community or found a different job (it is not necessary to suppose that
both scientists have the same reservation utility, but this assumption sim-
plifies the figure). More specifically (see Figure 2), Strict would neither
accept a threshold lower than a (since it would yield less than his reser-
vation utility), nor one lower than rL (since rL is better for both than any
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other point to the left), and Lenient would not accept any point to the
right of rS or b, for analogous reasons. So, any rule between a and rS would
be a Nash equilibrium, and hence, a possible ‘point of contract’ between
Lenient and Strict. If, on the other hand, the reservation utility of these
scientists were RU2, then no point of contract would exist, since any
threshold giving an expected utility to Lenient higher than RU2 would not
be acceptable for Strict, and vice versa (this explains why the preferences
of scientists must not be too different if they are to agree on an specific
norm).

When the collective choice of a rule and an inference threshold is made
by a group of more than two scientists agreement is more difficult, since
it is more probable that there is not any level of epistemic value such that
the expected utility associated with that level is higher than the reservation
utility of every researcher. The problem for the scientific community be-
comes, therefore, that of choosing a threshold such that ‘enough’ members
accept it, even if it does not coincide with their optima. It can be proved
that, if the distribution of optimum thresholds is symmetric around an
average point, the level of epistemic value associated with that point will
be the threshold which maximises the number of researchers deciding to
accept it; so, if the members of a discipline attempted to attract as many
colleagues as possible to their research area, they will tend to choose their
average optimum threshold. But other, more complicated possibilities are
open, for example, it might be the case that some researchers decide to
employ the choice of an inference threshold strategically, reasoning that,
if they choose a level higher than their own optima, this will deter other
researchers from entering the competition; this strategy will be rational as
long as a decrease in the number of competitors may increase the proba-
bility of being the only one to find a solution. From the epistemic point
of view, this ‘collusive’ behaviour would have the virtue of rising the av-
erage epistemic value of the accepted solutions. In any case, these nego-
tiation mechanisms are mentioned here just as open lines of research, the
most important point was simply to show that it is possible for the mem-
bers of a scientific discipline to reach an agreement about a norm of in-
ference, even when their preferences on such a norm are not identical.

7. Conclusion. In this paper I have tried to justify the view according to
which the methodological rules of a scientific discipline can be understood
as the result of an agreement between the members of that discipline. Seen
from this perspective, methodological rules can be divided into those
which are about theory evaluation and those which are about theory
choice. It may be expected that, the thicker is the ‘veil of ignorance’ under
which the ‘methodological contract’ is negotiated, the stronger will be the
influence of epistemic preferences on the choice of theory evaluation rules
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(these norms, nevertheless, have not been the topic of this paper). On the
other hand, rules about theory choice, or inference rules, will mainly be
influenced by the interest of researchers in having their own theories ac-
cepted by their colleagues/rivals, and hence, these norms will depend more
on ‘social factors’, although the presence of cognitive interests will tend
to make the preferred inference rules still more demanding. As a conclu-
sion, we can assert that the ‘pursuit of fame’ determines how good scientific
theories can be expected to be (and, with enough talented researchers en-
gaged in competition, they will usually be quite good!), though it is the
‘pursuit of knowledge’ which, basically, determines in what sense ‘good’
scientific theories are good.

Another interesting conclusion is that an inference rule more or less
similar to ‘eliminative induction’ may be a likely outcome of the negoti-
ation of a methodological contract. Besides the work of devising and an-
alysing other rules of inference, other lines of research derive naturally
from the contractarian approach offered in this paper. To indicate just a
few, the constitutional-choice model can be applied to the selection of the
other kinds of rules mentioned in Section 3; it would also be interesting
to explore whether the ‘negotiations’ studied by historians, sociologists
and ethno-methodologists of science may be reinterpreted as the bargain-
ing about the constitutional constraints which should be observed during
subsequent research. This reinterpretation would be a reasonable one if it
were regularly observed that methodological choices are seen by scientists
as compromises, i.e., if a researcher’s acceptance of a methodological rule
when it helps to support her own theory is taken by her colleagues as a
promise to follow the same rule in the future. Such a detailed survey of
case studies falls, however, outside the scope of this more analytical paper.

I think that the main virtue of the contractarian approach presented
here is that it offers a new point of view from which to consider the old
problem of the normative character of methodological rules. According to
this approach, what makes a scientific norm a norm is neither the fact that
it is regularly followed by scientists (as many historians and sociologists
might have assumed), nor the fact that it follows from logical or empirical
arguments about wise strategies for achieving epistemic goals (as it is usu-
ally defended by rationalist or naturalist philosophers of science). Rather,
what gives scientific norms their normative character is that they are taken
as compromises, both by the scientists who submit their decisions to them,
and by their colleagues, who expect that those compromises are going to
be respected. The more freedom researchers have to decide what norms
to abide by, and the more disconnected this decision is from short-term
rewards, the more impartial this compromise will be, and hence, the
stronger it will be from the normative point of view.
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Appendix: The Calculation of Optimum Thresholds

For simplicity, I will assume that the utility of not getting one’s own
theory accepted is 0, that the utility of getting it accepted is U � 0 for
scientists without a preference for knowledge, and that this is U(t) � 0
for scientists with a preference for knowledge if the chosen threshold is t.
I will assume that U(x) is positive and increasing, and U�(x) decreasing.
The optimum thresholds do not change for utility functions which are a
linear transformation of these. In addition, n is the number of scientists
trying to solve a problem.

R-I without a preference for knowledge: The expected utility of choosing
threshold x is U times the probability of one’s theory being the only one
passing x; i.e.:

� n�1 n �EU(x) � � f(y)F(y) Udy � (U/n)[F(y) ]x x

n n n� (U/n)(F(�) � F(x) ) � (U/n)(1 � F(x) ) (1)

From the last expression it follows that expected utility is maximised when
x � 0.

R-I with a preference for knowledge: The expected utility is now:

� n�1 nEU(x) � � f(y)F(y) U(x)dy � (U(x)/n)(F(�)x

n n� F(x) ) � (U(x)/n)(1 � F(x) ) (2)

The first order condition for maximisation is

n�1 nU�(x)/U(x) � nF(x) ((1 � F(x) ).

For x � 0, the right hand side is 0, and increases as x does; our assump-
tions about U(x) entail that U�(0)/U(0) is positive and decreasing, and
hence, the optimum threshold will be greater than 0.

R-II without a preference for knowledge: Now, the expected utility as-
sociated with threshold x is:

n�1 n�1 nEU(x) � (1 � F(x))F(x) U � (F(x) � F(x) )U (3)

The first order condition for maximisation is:

n�2 n�1dEU(x)/dx � U[(n � 1)F(x) f(x) � nF(x) f(x)] � 0, (4)

which entails (for f(x) � 0) that in the optimum threshold, F(x) �
(n � 1)/n, and hence, that 1 � F(x) � 1/n.

R-II with a preference for knowledge: Now equations (3) and (4) are
transformed into:

n�1 nEU(x) � (F(x) � F(x) )U(x) (5)

and
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n�2 n�1[(n � 1)F(x) f(x) � nF(x) f(x)]U(x)
n�1 n� (F(x) � F(x) )(U�(x)) � 0. (6)

Since the last three arguments (U(x), (F(x)n�1 � F(x)n) and U�(x))
are positive, the first one ((n � 1)F(x)n�2f(x) � nF(x)n�1f(x)) must be
negative, and this entails that F(x) � (n � 1)/n, i.e., 1 � F(x) � 1/n.

R-III without a preference for knowledge: Let V be the expected utility
associated with having one’s theory among a group of ‘acceptable’ theo-
ries. Obviously, V � U, since you get U when your theory is unanimously
accepted. In this case, the expected utility associated to threshold x is:

n�1 n�1EU(x) � (1 � F(x))F(x) U � (1 � F(x))(1 � F(x) )V, (7)

and the condition for optimisation is:

n�2 n�1dEU(x)/dx � Uf(x)[(n � 1)F(x) � nF(x) ]
n�1 n�2� Vf(x)[nF(x) � (n � 1)F(x) � 1] � (8)

n�2 n�1(n � 1)F(x) f(x)(U � V) � nF(x) f(x)(U � V)
� Vf(x) � 0

This entails (assuming again that f(x) � 0) that (n � 1)F(x)n�2 �
nF(x)n�1 � V/(U � V) � 0, and hence, that 1 � F(x) � 0.

R-III with a preference for knowledge: In this last case, the expected
utility associated with threshold x is:

n�1EU(x) � (1 � F(x))F(x) U(x)
n�1� (1 � F(x))(1 � F(x) )V(x), (9)

where U(x) is as before, and V(x) is the expected utility associated with
having one’s theory amongst a group of ‘acceptable’ theories, when the
scientist also has a preference for knowledge. As was said above, it can
not be known a priori whether the chosen threshold will be higher or lower
than that of R-I without a preference for knowledge; nevertheless, the
smaller V(x) is as compared to U(x), and the bigger U�(x) is, the higher
the chosen threshold will be, and vice versa.
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Empirical reports on scientific competition show that scientists can be
depicted as self-interested, strategically behaving agents. Nevertheless, we
argue that recognition-seeking scientists will have an interest in establishing
methodological norms which tend to select theories of a high epistemic
value, and that these norms will be still more stringent if the epistemic value
of theories appears in the utility function of scientists, either directly or
instrumentally.

1. INTRODUCTION

Although some aspects of scientific research have been thoroughly studied
from an economic point of view, little effort has been made until now
to illuminate, with the tools of contemporary microeconomics, one of
the most fundamental elements of the research process: the norms that
determine what hypothesis must be taken as the right solution to each
scientific problem. The problem of how to establish these methodological
norms has traditionally been considered as a topic for methodologists,
epistemologists or statisticians. Nevertheless, it is widely agreed that there
is no algorithm allowing to prove the truth or the falsity (not to mention the
relevance, or the verisimilitude) of any scientific theory under any feasible
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corpus of empirical evidence. Hence, the acceptance as certified knowledge
of a theory, model or datum by the members of a scientific community is to
a great extent a conventional decision, and hence, it always calls for some
collective criteria. We propose to study the choice of these criteria under
the assumption that the scientists who make this choice are in fact rational
agents, not less rational than consumers, entrepreneurs or politicians as
they are depicted by traditional economic models.

Some of the authors who have explicitly taken the emergence of
methodological practices as a legitimate explanandum for social science
have been those included in the so-called sociology of scientific knowledge
and constructivist programs. Nevertheless, in the first program (see, e.g.
Bloor 1976) scientists are seen as people driven by their class interests,
rather than by rational choice. In turn, the second program (see Latour 1987;
Knorr-Cetina 1981) rightly considered scientists’ behavior as guided by
the pursuit of their personal interests, basically the search for recognition
among their peers. However, these authors derived from this conception
the idea that what is taken as certified knowledge is just the result of the
work of those scientists who have been more successful in assembling
resources and allies in favor of their views and projects. Neither of these
approaches leaves a relevant place for the working of methodological
norms as constraints in the process of theory choice, save as mere rhetorical
devices, having nothing to do with the objective value of knowledge.
Of course, these authors, being mostly sociologists and anthropologists,
have never tried to illuminate their discussions by means of economic or
game theoretical modeling. To our knowledge, the only two exceptions
where an economic analysis has been made of the epistemic properties
of some systems of scientific norms are Goldman and Shaked (1991)
and Kitcher (1993) but, in these models, the norms are imposed on the
scientific community “from above”, whereas in ours we will analyze those
norms which researchers would prefer to impose on themselves. Another
interesting economic model of some epistemic aspects of scientific research
is Brock and Durlauf (1999), but it deals with the choice of theories, rather
than with the choice of scientific standards.

In this paper we basically try to show the following: first, how the
pursuit of recognition by rational scientists can be an explanatory factor
for the choice of specific methodological rules; second, that the rules so
chosen will usually lead researchers to accept theories of high quality; and
third, that some common features of the rules actually used in science
show that researchers must also have an interest in the quality of the
accepted theories, besides an interest in recognition. Our general notion
of a methodological rule is that of a set of tests (that the proposed solutions
to a given scientific problem might pass or fail to pass), together with a
specification of what, or at least how many, of those tests an attempted
solution should pass in order to be taken as an acceptable solution. Stated
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differently: a methodological rule can be seen as the combination of a scale
(measuring, or at least ordering the possible epistemic values a theory may
have, according to what tests it has overcome), and a point (or points) on
the scale separating acceptable theories from unacceptable ones. We cannot
offer an explanation of what tests are considered as relevant by scientists
in the first place, or of the rules that tell how are tests appropriately
performed. The answer to these questions will depend on the details of the
knowledge accumulated in each scientific discipline (although we do not
disregard the fact that some relevant rational-c̀hoice arguments could be
proposed in order to explain some general features of the choice of tests).
So, our objective in this paper will be the second element of methodological
rules: why acceptable theories must pass a specific number or combination
of tests.

Before entering into the details of our model, let us introduce,
as stylized facts, some general features of the working of actual
methodological rules, that will help us in the ensuing discussions:

(1) In empirical science, no methodological rule can prove the absolute
truth of any theory or hypothesis; it is not only that new tests
can always disprove the accepted theories, but rather that most
scientific statements are usually known to be false (they may contain
idealizations, simplifications, references to fictional entities, or even
empirical anomalies, i.e. known false predictions).1 In spite of this,
many statements are taken as acceptable solutions to scientific
problems.

(2) Acceptability is itself an ambiguous idea: a scientific statement can be
acceptable either in the sense that the members of a discipline take it
as the right solution to some problem, or in the sense that they take it
as worth being used as if it were right. In the first sense, the discipline
commands acceptance of the statement, whereas, in the second sense,
it just allows acceptance of it, often allowing simultaneously the
acceptance of different solutions. So, we not only find agreement and
dissent in scientific disciplines in varied proportions, but also cases
of consensuated dissent.2

(3) Notwithstanding the difference just indicated, for many scientific
problems often no acceptable solution (even in the weakest sense)
is actually discovered, and so these problems count as unsolved for
the relevant scientific community.

(4) Mature disciplines are characterized by the existence of a relatively
high consensus on how to determine (qualitatively, at the least) the
value of each proposed solution; this is one of the aspects of normal

1 Two classical references are Popper (1959), and Cartwright (1983).
2 See, e.g. Cole (1992).



194 JOSÉ LUIS FERREIRA AND JESÚS ZAMORA-BONILLA

science, according to Kuhn. Revolutions, on the other hand, are
characterized basically by the transformation of that consensus into a
new one.3

The approach that will be pursued in this paper is a contractarian
one. By this we mean that methodological rules are seen as the result
of an agreement about the circumstances under which a scientific
statement becomes acceptable within a discipline (in either of the two
senses mentioned above). In this respect, our approach differs from
those that describe scientific order as the emergent outcome of some
market-like mechanism (see, e.g. Polany 1962; Radnitzky 1987; Hull
1988; for arguments against the metaphor of science as a free market
see Callon 1994; Wible 1998; Mäki 1999). We will try to show, instead,
how researchers interested in their own reputation, and perhaps in other
epistemic goals, will necessarily have a preference for the establishment
of certain methodological rules over others, and hence, that a plausible
explanation of the existence of certain rules is that they have been chosen by
scientists according to this preference. In our simplified model, this choice
is made under a veil of ignorance, i.e. before knowing what hypothesis
is going to be developed by each researcher, and even before knowing
what problems those hypotheses will have to solve. This justifies two
important assumptions of our model: first, the expectation of success is
a priori the same for all researchers (or, at least, the rules will be chosen
according to the expectation of success of the average scientist); second, a
consensus exists on how to assess the scientific value of every hypothesis,
according to the tests each one has passed (since under the veil of ignorance
the specific nature of these tests is ignored, the epistemic value of each
hypothesis can be identified with the number of overcome tests, perhaps
weighting each test by the expectation of finding a theory which passes
it). Regarding this assumption, we recognize that the relative importance
that has to be attached to each test is often a hotly disputed question
within scientific controversies; but such disputations take place once the
specific tests (and usually several theories) are known, and refer, then, to
the question of where each theory must be located on the scale of epistemic
values; the disputation presupposes that somewhere on the scale there is
already a threshold dividing acceptable from unacceptable theories. We
can draw an analogy with the case of law: the choice of a methodological
rule is comparable to the enactment of a law by a legislature, whereas the
disputations about the value of each test are more similar to trials, where
preexisting laws have to be applied.4

3 See Kuhn (1970), and chapter 13 in Kuhn (1977).
4 Other arguments regarding the pertinence of giving a separate explanation of the choice

of an epistemic value scale are given in Zamora-Bonilla (2002), which also presents an
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The structure of the paper is the following. Section 2 presents the
fundamental elements of some possible inference rules. Section 3 analyses
the quality levels which would be optimal for researchers under the rules
described in Section 2. In Section 4 we extend the model by introducing
the assumption that researchers may not only have a preference for their
expected levels of recognition, but also for the epistemic quality levels
per se. In Section 5 we study some aspects of the collective choice of an
inference rule. In Section 6 we drop the assumption of preferences for the
epistemic value. Section 7 presents some concluding comments. Finally,
an appendix contains the proofs of the propositions.

2. THE MODEL

Let N = {1, 2, . . . , n} be a finite population of scientists. Scientist i ∈ N
will develop a theory with epistemic value xi. The epistemic values of the
different theories are assumed to be i.i.d. random variables defined on �+,
with density function f (x). The probability that the epistemic value xi is
no greater than a threshold x is given by the distribution function F (x) =
∫x

0 f (x) dx. Denote by x the maximum epistemic value attainable by any
theory, i.e. the smallest value of x such that the probability of developing
a theory of quality superior to x is zero; or, formally, x = inf{x|F (x) = 1}.
If F (x) goes asymptotically to one, then x = ∞.

The scientific population N will select among the theories according to
an inference rule. Let T = {x1, x2, . . . , xn} be the set of theories (represented
by their epistemic values) developed by the scientists in N. For simplicity,
we assume that each scientist devises just one theory, and that all the
devised theories are different. For simplicity we consider that f (x) is such
that the probability of two theories having the same epistemic value is
zero. An inference rule is a choice operator of the form IR (T) ⊂ T. We
consider three possible types of inference rules. Specific rules of each type
will correspond to different choices of a minimum standard.

(i) IR1 (T) = {xi | xi = max j∈N{x j }, xi ≥ x}
(ii) IR2 (T) = {xi | xi≥x} and ∀j 	= i, x j < x}

(iii) IR3 (T) = {xi | xi ≥ x}

In words, IR1 means that a theory is accepted if no other theory has a
greater epistemic value and if it satisfies a minimum standard x. Inference

informal version of some of the models deployed here. On the other hand, philosophers
of science have developed several “rational reconstructions” of scientists’ epistemic
preferences (actual or ideal), which might be employed in this paper as interpretations of
our (uninterpreted) notion of epistemic value (see, e.g. Gillies 2000). In particular, Popper’s
idea of verisimilitude as the epistemic goal of science has led to an interesting research
program on this philosophical problem. See, e.g. Zamora Bonilla (1999).
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rule IR2, however requires that the theory is the only one that satisfies this
minimum. Finally, according to IR3, all theories that pass the minimum are
selected. The difference between IR1 and IR2, on the one hand, and IR3, on
the other hand, may roughly correspond to the two different concepts of
acceptability indicated in Section 1 (see stylized fact number 2). There are
arguments to defend each rule, but they are better discussed after knowing
some of the implications of adopting them, as seen in the next section.

Scientist i has a utility function of the form

ui (xi ) =
⎧⎨
⎩

u if {xi } = IR(T)
v if {xi , x j } ⊂ IR(T) for some j 	= i
0 if xi /∈ IR(T),

with u ≥ v ≥ 0 and u > 0.
The assumption that the epistemic values of the different theories are

assumed to be i.i.d. random variables deserves some discussion. Different
theories may propose different models to explain (approximately) the same
set of phenomena. Also, different theories may propose different models
to explain different (but not totally) sets of phenomena. In either situation,
it is not necessarily the case that one theory is right and the other is wrong,
even if they contradict each other; e.g. they may be particular cases of
a more encompassing theory yet to be discovered. Furthermore, it may
happen that two theories are logically equivalent, but that one of them
is more valuable (e.g. is simpler or provides a better intuition). Thus,
a high epistemic value of one theory does not necessarily imply that the
epistemic value of any other is low. One theory may have some virtues, but
an alternative theory may also have other virtues. This way, the statistical
correlation of the quality of different theories may be hard to establish in
advance, which justifies our assumption that the epistemic values are i.i.d.

To put it in another way, if the epistemical value is identified with its
usefulness for solving problems, one simple way to define x is to make
it represent the number of problems that the theory may solve according
to the scientific community. Clearly, two different theories may solve the
same number of problems even if they are not fully compatible.

IR1, IR2 and IR3 represent three different types of inference rules. Our
work focuses on the choice of a rule within each type. We do not attempt to
provide a theory about when and why a type of inference rule is chosen. We
use the three types because they all resemble the way theories are actually
selected. Depending on the particular problem and the actual stage of
development of a given science, one type may be preferred to another. In
our model this will represent what it means for the members of a scientific
community to have a solution to a problem. What our model allows for is
discussion of the value that any specific methodological rule may have for
those scientists.



AN ECONOMIC MODEL OF SCIENTIFIC RULES 197

3. OPTIMAL INFERENCE RULES

The inference rules defined above are characterized by a parameter x. For
each rule the expected utility of a scientist depends on the value of x. It will
then be of interest to find the value that maximizes his expected utility.

Proposition 1. Under the inference rule IR1, scientists’ maximum expected
utility is u

n , attained at x∗
1 = 0.

The reason why the threshold x∗
1 = 0 is simple. Each scientist receives

a greater utility if his theory is accepted. With x∗
1 = 0, all theories pass the

threshold, and then the probability of acceptance is 1
n . If the threshold x

increases, there is a positive probability that each scientist’s own theory
does not pass the threshold, thus reducing the probability of being selected.
Notice also that x∗

1 = 0 does not mean that ‘anything goes’ as a theory,
since the rule selects the theory with the highest value. As a consequence,
this rule has an interesting property, namely, that there is always just one
solution to every problem.

The expected epistemic value of the theory chosen under IR1 (denoted
by E(IR1)) is

E(IR1) = E
(

max
i∈N

{xi }
)

=
∫ ∞

0
nF (x)n−1xdx.

Where nF(x)n−1 is the density function of F(x)n, the distribution function
of maxi∈N{xi}.

Proposition 2. Under the inference rule IR2, the threshold that maximizes
scientists’ expected utility is x∗

2 that satisfies x > x∗
2 > 0 and F (x∗

2 ) = 1 − 1
n ,

giving an expected utility of u
n F (x∗

2 )n−1.

Corollary 1. x∗
2 → x as n → ∞.

To gain insight as to why x > x∗
2 > 0 see that if either x∗

2 = 0 or x∗
2 ≥ x,

then for each scientist the probability of having his own theory accepted
is zero (in the first case, because all theories pass the threshold, and, in the
second case, because no one passes it). Hence, a positive (but not too high)
threshold is necessary to maximize the utility. According to this rule, the
probability of having a solution for a given problem is

n(1 − F (x))F (x)n−1 = n
1
n

(
1 − 1

n

)n−1

=
(

1 − 1
n

)n−1

.
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Observe that, if n = 2, this probability has a value of 0.5, and that it
converges monotonically to limn→∞(1 − 1

n )n−1 = e−1. i.e. the probability of
obtaining a solution decreases with the number of scientists down to the
limit e−1.

We can now compute the expected epistemic value of the theory chosen
under IR2. Since there is a positive probability that no theory is chosen,
we have at least two options to calculate the expected epistemic value.
Denote by E (IR2 | IR2 = ∅) the expected epistemic value conditional upon
obtaining a solution, and by E (IR2) the unconditional expected epistemic
value, where the event in which no theory is chosen is identified with
having a theory with zero quality.

Propositions 1 and 2 imply that the minimum standard is greater
under IR2 than under IR1 (x∗

2 > x∗
1 ). However, it is interesting to note

that the expected epistemic value under IR2 may be lower or higher
than under IR1. Nevertheless, our simulations show that, for reasonable
distribution functions, E(IR2 | IR2 	= ∅) > E(IR1) whereas E(IR2) < E(IR1).
This is true if, for instance, x follows a uniform distribution. In the
Appendix, Example 1 shows the details.

Proposition 3. Under the inference rule IR3, if v is sufficiently smaller than
u, then the epistemic value x∗

3 > 0 that maximizes scientists’ expected utility
solves (n − 1)F (x)n−2 − nF (x)n−1 = v

u−v
. If v is sufficiently close to u, scientists’

expected utility is maximized at x∗
3 = 0.

Corollary 2. x∗
2 ≥ x∗

3 .

Obviously, the probability of having a solution under IR3 is higher
than under IR2 and lower than under IR1 (although the expected number
of solutions under IR3 is typically larger than under IR1). The optimal
utility level under IR1 is higher than under IR2 ( u

n > u
n F (x∗

2 )n−1
)
. When u

= v, the optimal threshold under IR3 is x∗
3 = 0, with Eu3 (0) = u > u

n , while
if v = 0, IR3 coincides with rule IR2, and x∗

3 = x∗
2 , with Eu3(x∗

3 ) = Eu2(x∗
2 ) =

u
n F (x)n−1. In any case, x∗

2 is never lower than either x∗
1 or x∗

3 .
Tables 1 and 2 below summarize our findings.

I R3

I R1 I R2 v = u v → u v → 0 v = 0

x∗
1 0 x∗

2 > 0 0 0 0 < x∗
3 < x∗

2 x∗
3 = x∗

2

Eui
u
n

u
n

(
1 − 1

n

)n−1
u v Eu2 < Eu3 < v Eu3 = Eu2

TABLE 1
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x∗
2 > x∗

1 x∗
2 ≥ x∗

3

Eu2 < Eu1 Eu2 ≤ Eu3

TABLE 2

The facts that x∗
2 > x∗

1 and E(IR2 | IR2 	= ∅) > E(IR1) may be interesting
social arguments in favor of rule IR2 rather than IR1 in some situations.
Obviously, all else being equal, a higher minimum standard is socially
preferred. Whether the inequality E(IR2 | IR2 	= ∅) > E(IR1) presents a social
argument in favor of rule IR2 depends on the attitude of scientists. If IR2 	= ∅
implies that the scientific community will continue producing theories for
the problem at hand for one more period, and so on, until IR2 	= ∅, then,
eventually, the expected epistemic value under IR2 will be greater than
under IR1. On the other hand, if IR2 	= ∅ implies that the search for a theory
is abandoned, then the fact that E(IR2) < E(IR1) makes IR1 more attractive
socially (but then this must be balanced with the other fact that x∗

2 > x∗
1 .)

The differences between rules IR1 and IR2 correspond to different
degrees of a conservative attitude. Under rule IR2, the judgment is
suspended if there is more than one theory satisfying the minimum
requirements, and so, fewer scientific problems are solved and scientists
receive recognition less frequently. Hence, we can expect that scientists
who are fundamentally motivated by the pursuit of recognition will tend
to prefer IR1, and hence a null threshold (at least if they want to have
some theories accepted in the strong sense, for in general IR3 only allows
them to consider theories acceptable in the weak sense). The problem
is, of course, that the stylized fact number three of the scientific method
described at the end of Section 1 seems to entail that scientists do establish
non-zero thresholds. We suggest that this result should be interpreted as a
falsification of the assumption that scientists only care about recognition,
i.e. their utility function must contain some additional elements that make
it reasonable for them to establish a positive threshold for acceptable
theories. We explore this possibility in the next sections.

Before beginning this discussion, we want to notice that our inference
rules have both a family resemblance with the method of eliminative
induction, as well as significant differences with it. This method consists
in displaying all the conceivable solutions to a problem, and testing them
empirically until all of them, save probably one, become falsified (if all
are contradicted by the data, then some presupposition in the construction
of the hypotheses must be false.) Our rules, instead, establish ex ante a
threshold that acceptable theories must surpass, and it is only ex post
that it is known how many hypotheses happen to survive the proof.
Although it has been argued that eliminative induction is regularly used
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by empirical scientists (see, e.g. Kitcher 1993), there are strong conceptual
arguments showing that, in fact, it can only work under extremely
restricted circumstances: first, in general not all conceivable hypotheses are
actually conceived; second, usually many falsified theories can be given a
second chance by making some ad hoc modifications to their assumptions;
and third, as we saw in Section 1, in many cases theories are taken as
acceptable even if they fail to solve all the relevant problems (or, more
strongly, even if they are known to be false strictly speaking). Our rules,
on the contrary, do not suffer from these problems, for they only demand
that scientists take into account the probability they have of devising a
good enough theory, and not the probability each conceivable theory has
of being true. Our thesis is, then, that what is actually employed in scientific
research is something similar to the inference rules described in this section,
not eliminative induction properly understood, and that it has been the
similarity between both types of norms which has led some philosophers
to think that eliminative induction was the rule scientists employ.

4. PREFERENCES FOR THE EPISTEMIC VALUE

In this section we study the consequences on the optimal thresholds in
the inference rules examined above in the case scientists also care about
the epistemic value of the theories. There are, at least, two different
reasonable ways of introducing this kind of preferences. In one of them, a
scientist may derive more utility if his own theory has a higher epistemic
value, assuming the theory is accepted. Alternatively, in a second way of
modeling, preferences may have as an argument the expected quality of
the chosen theory. We favor this second approach. However, the problem
becomes very complicated in this case. In order to overcome this difficulty,
we propose a third way, namely, to introduce the value of the threshold
as an argument of the utility function. We see this way of modeling as a
compromise between what should be the case and tractability. Notice that,
by adopting it, we get that the higher the threshold, the higher the expected
epistemic value of the accepted theory, which is what we wanted.

Assume, then, that utility levels are differentiale functions u(x), and
v(x) with u(0) = u, v(0) = v, u′ > 0, and v′ > 0. Notice that if u′ and v′ are
very small for all x, u(x) and v(x) can be made arbitrarily close to u and v,
respectively. Now we can state and prove the counterparts of propositions
1–3 in the previous section. These new propositions are all about interior
solutions to the maximization problem where the second order conditions
for a maximum are satisfied. The comparison of corner solutions (x = 0 or
x ≥ x) is of limited interest.

Proposition 4. Under the inference rule IR1, if u(x) is as described above,
scientists’ expected utility is maximized at x̂1 > x∗

1 = 0.
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In Proposition 1 we saw that a low threshold increased the probability
of a given theory being accepted, thus increasing the utility of the
scientists. Now the low threshold also implies a smaller utility because
of the new preferences. The value x̂1 is the result of these two opposite
forces.

An interesting normative consequence is the following. Recall (see the
proof in the Appendix) that, under inference rule IR1, the expected utility of
a scientist if the epistemic value is x is given by Eû1 (x) = u(x)

n (1 − F (x)n).
Suppose now that the threshold x for rule IR1 is chosen by a “science
manager” with the objective of maximizing some public interest regarding
the standards of accepted theories. In particular, suppose that this manager
gets a utility of w (x) > 0, with w′ (x) > 0, if there is a theory that passes the
minimum quality x, and zero otherwise, then she will maximize a function
of the form U (x) = w (x) (1 − F(x)n). Therefore, if w (x) is proportional to
u(x), the manager’s problem will have the same solution as the problem in
Proposition 4. This has a nice normative interpretation. If scientists are left
alone, they will choose the same standards as the public (or the “science
manager” who represents the public’s interests in science), as long as they
value equally (proportionally) the quality of knowledge.

Proposition 5. Under the inference rule IR2, if u(x) is as described above,
scientists’ expected utility is maximized at x̂2 > x∗

2 .

The intuition behind this proposition is similar to that of Proposition 4.
As in the previous section, the utility level under IR1 is greater than under
IR2. For any threshold x, the utility in any case (having his own theory
selected or not) is the same, but the probability of having the theory
accepted is more favorable under IR1. It is interesting to note that we
have been able to establish x̂1 > x∗

1 and x̂2 > x∗
2 regardless of u (x) and u.

In general, we cannot establish a relationship between x̂1 and x̂2, as
shown in Example 2 of the Appendix.

Notice also that expected utilities are greater when scientists have
preferences for the epistemic value of the theory under either IR1 or IR2.
For instance, under IR1 the utility level of u

n (the maximum if u (x) = u)
can be attained if u (x) ≥ u just by setting x = 0. But since the maximum is
attained at x̂1 	= 0, this means that the utility must be greater in this case.
The same argument can be made for IR2.

Under inference rule IR3, we need a stronger condition to reach a
higher threshold when adding preferences for the epistemic value of
theories.

Proposition 6. Under the inference rule IR3, if u (x) and v (x) are as described
above, if v(x)

u(x)−v(x) ≤ u
u−v

for all x, and if both equations (2) and (6) in the
Appendix have only one solution for a maximum, then scientists’ expected utility
is maximized at x̂3 ≥ x∗

3 .
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By the same reasons mentioned earlier, we must have Eû3(x̂3) ≥
Eu3(x∗

3 ). To understand why we need the additional condition
v(x)

u(x) − v(x) ≤ v
u − v

to have x̂3 ≥ x∗
3 recall that, when u(x) = u and v(x) = v, x∗

3
was positive or zero depending on whether v was close to zero or to u.
Now, even if v (0) is close to zero and not to u (0), it may occur that,
as x increases v(x) becomes closer to u (x) than to zero. This may make
x̂3 = 0 even if x∗

3 > 0. It is to avoid this situation that we impose the new
condition.

Consider the cases analyzed in Section 3, where scientists had no
preferences for the quality of the selected theory, and consider also any
rule that selects a theory at random from among the elements in T (any
rule that does not care about the epistemic value of theories and that is
anonymous can be considered random). In our model, this rule will serve
the same purpose as rule IR1 from the viewpoint of the scientists (there
will be one theory selected, and the expected utility for each scientist
will be u

n , the same as with IR1.) Obviously, if devising and performing
tests has a positive cost for scientists, the expected utility derived from
random selection will be higher than with IR1. One nice interpretation
of the results in this section is, then, that the assumption that scientists’
utilities depend on the epistemic value of the chosen theory (however slight
this dependence is, i.e. however close u(x) is to u) provides an explanation
not only of why scientists actually prefer a non-zero threshold, but also of
why they are willing to perform any tests at all. A similar argument can
be made for both IR2 and IR3.

One may criticize the introduction of the epistemic value of the
threshold x in the utility function on the basis that it is very close to
assuming what is intended to be proven, that scientists will opt for
theories with high epistemic value. However, notice that the utility of
scientist i is u(x), v(x), or zero depending on whether his theory is the only
one accepted, is accepted along with others or not accepted at all. This
leaves a great deal of room for possible situations in which what matters
is the strategic behavior to accept or not to accept others’ theories. For
example, each scientist might in principle decide to reject all the theories
proposed by her colleagues, no matter how valuable they are (arguing, for
example, that they are not well tested enough). Obviously, if all behaved
this way, they would get utility 0. What we have shown, so far, is that
every scientist has an interest in a certain methodological norm being
established, and that an optimal strategy for choosing the norm can be
that of using the epistemic value thresholds as a way of selecting among
theories.

The next section analyzes how this optimal value can actually be
chosen strategically by scientists. In Section 6 we drop the assumption
of preferences for the epistemic value and attach a practical value to better
theories as an alternative model.
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5. THE CHOICE OF THE INFERENCE RULE

For a given choice rule, we have detected the optimal threshold under
two scenarios. This does not mean that the scientific population will
immediately choose that value as the minimum epistemic value for a
theory to be acceptable. In fact, it cannot be even taken for granted that
the current members of the scientific community are always the ones who
make the choice. For example, they may have inherited certain inference
rules from their predecessors. In this section we show, however, that any
reasonable mechanism in which the set of decision makers is indeed the
scientific population has the optimal value as an equilibrium.

Assume, then, that the inference rule is fixed, that scientists select
the threshold value under a mechanism in which each scientist proposes a
value yi ≥ 0, and that the value chosen by the mechanism is x = f (y1, . . . , yn).
Next are two interesting properties that the function f may satisfy. Let
y−i = (y1, . . . , yi−1, yi+1, . . . yn) and (y−i , ỹi ) = (yi , . . . , yi−1, ỹi , yi+1, . . . yn).

(i) Unanimity (U): if y1 = . . . = yn = y, then f (y1, . . . , yn) = y, and
(ii) Influence of direction (IOD): for all y−i and x, if |yi − x| < |ŷi − x|,

then | f (y−i , yi ) − x| < | f (y−i , ŷi ) − x| if the sign of f (y−i , yi ) − x is
the same as the sign of f (y−i , ŷi ) − x.

The meaning of unanimity is obvious: if all scientists propose the same
threshold y, then that threshold is adopted. Influence of Direction means
that, if the threshold proposed by scientist i (say ŷi ) is higher (alt. lower)
than a given epistemic value x and if an alternative threshold (say yi) is
even higher (alt. lower), then the value chosen by f must also be higher
(alt. lower) when yi is proposed than when ŷi is proposed regardless of the
values proposed by the other scientists.

Proposition 7 states that, under U, the optimal threshold is obtained
in equilibrium, and Proposition 8 states that, if IOD is added, then this is
essentially the only equilibrium. The reason is that if the equilibrium is
not xi, by IOD, there will be a scientist who can influence an outcome still
closer to xi and be better off.

Proposition 7. Under the mechanism described above, if f satisfies U, then
(y1, . . . , yn) = (x∗

i , . . . , x∗
i ) is a Nash equilibrium under rule IRi, with u and v

constant, and (y1, . . . , yn) = (x̂i , . . . , x̂i ) is an equilibrium under IRi, with u =
u(x) and v = v (x).

Proposition 8. If, in addition, f satisfies IOD, then, under rule IRi the only
equilibrium outcome is the optimal epistemic value or x > x̄.

Let xi be the optimal threshold under rule IRi, (xi = x∗
i or x̂i , depending

on whether u and v are constant or not) then, when we require U and IOD,
the only equilibria imply f (y1, . . . , yn) = xi or f (y1, . . . , yn) > x̄. See that in
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the second case the required epistemic value is too high (recall that x̄ is the
minimum epistemic value such that F (x) = 1). I.e. the epistemic value is
either optimal or too high, which contradicts the extreme view in sociology
of science that suggests that the individualism of scientists does not imply
an optimal level, but rather, a too low epistemic value of theories.

There are at least two other ways of obtaining the same result. One
is to use a mechanism in which the threshold is decided by majority rule
and where Nash equilibria in (weakly) dominated strategies are ruled
out. If we allow for equilibria in dominated strategies, multiple equilibria
emerge, e.g. an equilibrium in which every scientist proposes the same
arbitrary threshold, as, in this case, unilateral deviations will not affect
the outcome of the majority rule. When weakly dominated strategies are
not considered, it is in the scientists’ interest to propose the best ex-ante
threshold, as calculated in the different cases.

The other way is to select x∗ as the outcome of a strong Nash
equilibrium. A strategy profile is not a strong Nash equilibrium if a
coalition of players can simultaneously deviate and improve their utility.
According to this definition, a collective deviation would take place
any time a threshold x̃i 	= xi is chosen. The concept of strong Nash
equilibrium was introduced in Aumann (1959). It has been shown to
be a very strong condition for an equilibrium to be immune against
coalitional deviations. There are many weaker definitions of equilibria
when coalitional deviations are considered, like the Coalition-proof Nash
equilibrium presented in Bernheim, Peleg and Whinston (1987). However
there is no need to go through this literature, as any strong Nash
equilibrium also satisfies these definitions.

We have shown, then, that under reasonable conditions, and given the
structure of the scientific community (number of scientists or scientists’
teams, rule of inference and preferences) there will be no strategic behavior
of agreement on low standards for theory choice.

6. THEORIES WITH A PRACTICAL VALUE

In this section we outline an alternative to the model in Section 4 that
leads to the same results. Instead of assuming that scientists have direct
preferences for the epistemic value we will now assume that theories may
have a practical value which depends on the epistemic value.5 To this end,
suppose that there is an agent who wants to use an accepted theory to
guide her practical work. The theory has to have a minimum quality of,
say y, with y ≥ x. It is costly to look for scientific theories, so this agent
will just look randomly at one of the accepted theories and, if its quality
is not below y, will take it and pay z to hire the scientist who developed

5 We thank an anonymous referee for suggesting this extension.
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the theory as a consultant. If the theory has a quality below y, the agent
abandons the search and does nothing of value for any scientist. There is
no other source of utility for the scientists.

Let P(y) be the cumulative probability distribution of y from the
scientists’ point of view. I.e. P(y) indicates the probability that the agent’s
required minimum standard is smaller than or equal to y. Thus, for scientist
i the ex-ante utility of developing a theory with value xi can be defined as

ui = u(xi ) = zP(xi )
k

if ti ∈ IRi (T),

where k is the cardinal of IRi (T), and

ui = 0 if ti /∈ IRi (T),

where P(xi) = prob.(y ≤ xi ) indicates the probability that the theory
of scientist i passes the agent’s required minimum standard. The
accumulative function P(.) is increasing. If we assume further ∂ P(y)

∂y > 0,
then we have u′ > 0, and the counterparts of propositions 4, 5, 6, and 8
follow for IR1 and IR2. So, the choice of a high epistemic standard may be
due not only to the scientists’ preferences for theories with a high epistemic
value, but also to the existence of some correlation between the epistemic
and the pragmatic values of theories.

7. CONCLUSION

We have developed an economic theory for the choice of epistemic
standards. Our model assumes only selfish, strategically behaving
scientists and, nevertheless, implies that theories satisfying stringent
standards will tend to be accepted, especially if scientists do not seek,
so to speak, the bare recognition of getting their theories accepted,
but the recognition for having devised a good solution to a scientific
problem (this refers to our assumption that, when their theories become
accepted, scientists receive a higher utility the higher the epistemic value
of their theories). The same conclusion follows if a high epistemic value
is instrumental for the attainment of other practical goals, for which they
may be paid. Hence, the fact that scientific standards are the outcome of
a social negotiation does not entail that scientific knowledge lacks real
epistemic value; on the contrary, under some reasonable assumptions, the
negotiation will lead to the establishment of very demanding scientific
norms. We can here draw an analogy with the case of sports: it is true
that the norms regulating, say, an athletic competition are the result of
a negotiation, and that athletes are basically driven by the will to win
and the pursuit of glory, but we cannot infer from this that the winners
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in the competition are not, objectively, much more qualified for those
competitions than the average person.

Obviously, our model does not prove that actual scientific norms
are systematically efficient, for our assumptions are just idealizations
attempting to capture some essential aspects of those norms, and not a
full empirical description of them. But what our model suggests is that,
in order to argue against the objective validity of some parts of scientific
knowledge, something more is needed besides just pointing to the fact that
this knowledge is the outcome of a social negotiation: at the very least, an
argument should be offered showing that the scientific standards arising
from that negotiation are inefficient in a clear epistemic sense, i.e. that they
systematically preclude the acceptance of theories which are objectively
better than the ones actually accepted.

The model, of course, can be extended in several directions. Perhaps,
the most natural of them is the introduction of heterogenous scientists, with
differences in the probability of developing a theory of a minimum quality,
different preferences, or differences in authority within the community.
The study of theses extensions is left for a future work.

APPENDIX

Proof of Proposition 1. The expected utility of a scientist if the epistemic
value is x is given by

Eu∗
1(x) =

∫ ∞

x
f (y)F (y)n−1 udy

= u
n

[F (y)n]∞x

= u
n

(1 − F (x)n).

The maximum of 1 − F(x)n is attained at x = 0. Since F(0) = 0, Eu∗
1(0) =

u
n . �
Proof of Proposition 2. The expected utility of a scientist if the epistemic
value is x is given by

Eu∗
2 (x) = (1 − F (x))F (x)n−1 u

= (F (x)n−1 − F (x)n)u.

First order conditions for a maximum are given by

((n − 1)F (x)n−2 − nF (x)n−1) f (x)u = 0.

As f (x), u > 0, this implies

(n − 1)F (x)n−2 − nF (x)n−1 = 0,
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or

(1) F (x) = n − 1
n

= 1 − i
n
.

See that the solution of this equation gives x∗
2 > 0, unless n = 1, since

F(0) = 0. Substituting condition (1) in the objective function one gets
Eu∗

2 (x∗
2 ) = u

n F (x∗
2 )n−1. �

Proof of Corollary 1. Straightforward. �
Example 1. Showing E(IR2 | IR2 	= ∅) > E(IR1) and E(IR2) < E(IR1): If
F(x) = x, then F(maxj {xj}) = xn, and f (max j {x j }) = nxn−1. Thus

E(IR1) =
∫ ∞

0
nxn−1xdx = n

n + 1
.

According to IR2, the chosen theory is also the one with the maximum
value. If this theory passes the threshold x∗

2 , then it is distributed with
uniform probability between x∗

2 and one if no other theory passes the
threshold. By (1) F (x∗

2 ) = x∗
2 = 1 − 1

n . Therefore

E(IR2 | IR2 	= ∅) = 1 + (
1 − 1

n

)
2

= 1 − 1
2n

.

It follows that E(IR2 | IR2 	= ∅) > E(IR1) for all n ≥ 1.
Finally, the probability of having one theory chosen under IR2 is(

1 − 1
n

)n−1
, which means that

E(IR2) =
(

1 − 1
2n

)(
1 − 1

n

)n−1

.

To see that E (IR2) < E (IR1) notice that
(

1 − 1
2n

) (
1 − 1

n

)n−1

<

(
1 − 1

n

)n−1

< 1 − 1
2n

for all n ≥ 1.

Proof of Proposition 3. The expected utility of a scientist if the epistemic
value is x is given by

Eu∗
3 (x) = (1 − F (x)) F (x)n−1 u + (1 − F (x))(1 − F (x)n−1)v

First order conditions for a maximum are given by
(
(n − 1)F (x)n−2 − nF (x)n−1) f (x)u + (

nF (x)n−1 − (n − 1)F (x)n−2 − 1
)

f (x)v

=((n − 1)F (x)n−2(u − v) − nF (x)n−1(u − v) − v)) f (x) = 0,
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which gives

(2) (n − 1)F (x)n−2 − nF (x)n−1 = v

u − v
.

Equation (2) may have multiple solutions, one being the global maximum
x∗

3 > 0 if v is sufficiently small. If v is close to u, the equation has no solution,
meaning that the expected utility is maximized at a corner solution, with
x∗

3 = 0. �
Proof of Corollary 2. Notice that Equation (2) may be rewritten as

(3) F (x) = n − 1
n

− v

(u − v)nF (x)n−2 .

Since F(x) is non-decreasing and v
(u − v)nF (x)n−2 > 0, the solution to

Equation 2 must be strictly smaller than the solution to Equation 1 unless
v = 0, in which case x∗

2 = x∗
3 . �

Proof of Proposition 4. The expected utility of a scientist if the epistemic
value is x is given by

Eû1(x) = u(x)
n

(1 − F (x)n).

First order conditions for an interior maximum are given by the
equation

(4)
u′(x)
u(x)

= −G ′(x)
G(x)

,

where G(x) = 1 − F(x)n. Notice that the right hand side of (4) is zero at
x = 0 as G ′(0) = −nF (0)n−1 f (0) = 0 and G(0) = 1 − F(0)n = 1, whereas
the left hand side is always positive. This means that x = 0 cannot be a
maximum. �
Proof of Proposition 5. The expected utility of a scientist if the epistemic
value is x is given by

Eû2(x) = (F (x)n−1 − F (x)n)u(x).

First order conditions for a maximum are now given by

((n − 1)F (x)n−2 − nF (x)n−1) f (x)u(x) + u′(x)(F (x)n−1 − F (x)n) = 0.

As f (x), u(x), u′ (x) > 0 and F (x)n−1−F(x)n > 0 if x > 0, this implies

(n − 1)F (x)n−2 − nF (x)n−1 < 0,
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or

(5) 1 − F (x) <
1
n
.

See that condition (5) implies x̂2 > x∗
2 . �

Example 2. Showing no relation between x̂1 and x̂2:
Take the utility function u(x) = u + x

1
2 , and the uniform distribution

function F(x) = x when x ∈ [0,1] and F(x) = 1 when x > 1. When u → 0, the
value x̂1 is calculated maximizing

Eû1(x) = x
1
2

n
(1 − xn),

with first order conditions given by

x
1
2 =

(
n + 1

2

)
xn− 1

2

and solution x̂1 = ( 1
2n + 1

) 1
n .

Under the inference rule IR2, the optimal epistemic value maximizes

Eû2(x) = (xn−1 − xn)x
1
2 ,

whose first order conditions are(
n − 1

2

)
xn− 3

2 =
(

n + 1
2

)
xn− 1

2 ,

resulting in x̂2 = ( 2n − 1
2n + 1

)2
.

When n = 3, x̂1 = 0, 522 > x̂2 = 0,51, whereas when n = 4, x̂1 = 0,577 <

x̂2 = 0,604. By continuity, for small values of u the same inequalities will
hold.

Proof of Proposition 6. The expected utility of a scientist if the epistemic
value is x is given by

Eû3(x) = (1 − F (x))F (x)n−1u(x) + (1 − F (x))(1 − F (x)n−1)v(x)

First order conditions for a maximum are given by

((n − 1)F (x)n−2 − nF (x)n−1) f (x)u(x) + (1 − F (x))F (x)n−1u′(x)

+ (nF (x)n−1 − (n − 1)F (x)n−2 − 1) f (x)v(x)

+ (1 − F (x))(1 − F (x)n−1)v′(x)

= ((n − 1)F (x)n−2(u(x) − v(x)) − nF (x)n−1(u(x) − v(x)) − v(x)) f (x)

+ (1 − F (x))F (x)n−1u′(x) + (1 − F (x))(1 − F (x)n−1)v′(x)

= 0,
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which gives

(6) (n − 1)F (x)n−2 − nF (x)n−1 = v(x)
u(x) − v(x)

+ H,

where

H = − (1 − F (x))(F (x)n−1u′(x) + (1 − F (x)n−1)v′(x))
f (x)

< 0.

Equation (6) can be rewritten as

(7) F (x) = n − 1
n

− v(x)
(u(x) − v(x)) nF (x)n−2 − H

nF (x)n−2 .

When the maximum is attained at a corner solution, we have x̂3 =
x∗

3 = 0. Otherwise we can compare equations (3) and (7) to show that
x̂3 > x∗

3 . To this end notice first that F(0) = 0, F (x > x) = 1, 1 > n − 1
n >

n − 1
n − v

(u − v)nF (x>x)n−2 , and that n − 1
n − v

(u − v)nF (x)n−2 goes to –∞ as x goes
to 0. The maximizer x∗

3 is given by the intersection of curves F(x) and
n − 1

n − v
(u − v)nF (x)n−2 . Further, the second order conditions require that the

slope of F(x) be greater that the slope of n − 1
n − v

(u − v)nF (x)n−2 .

The right hand side of equation (7), n − 1
n − v(x)

(u(x) − v(x))nF (x)n−2 − H
nF (x)n−2 =

n − 1
n − v

(u − v)nF (x)n−2 at x̄ and also goes to −∞ as x goes to 0. However, for
all values x ∈ (0, x̄), we have that

n − 1
n

− v(x)
(u(x) − v(x)) nF (x)n−2 − H

nF (x)n−2(8)

>
n − 1

n
− v

(u − v)nF (x)n−2 .

Second order conditions for x̂3 to be a maximum require that the slope of
F(x) be greater than the slope n−1

n − v(x)
(u(x)−v(x))nF (x)n−2 − H

nF (x)n−2 . This, together
with the uniqueness of the maximum and inequality (8) imply that x̂3 > x∗

3
(see Figure 1). �
Proof of Proposition 7. Straightforward. �
Proof of Proposition 8. Consider an inference rule IRi and a strategy
vector (x1, . . . , xn) such that f (x1, . . . , xn) = x 	= x∗, where x∗ is the optimal
epistemic value for rule IRi. By U there exists a scientist choosing xi 	= x∗.
If this scientist deviates to x∗ we have f (xi−1, (x∗)i ) = x′, with |x′ − x∗| <

|x − x∗|. By IOD and the fact that the expected utility function has unique
extreme points in the interval [0, x̄], the latter inequality implies a higher
utility except if x > x̄. �



AN ECONOMIC MODEL OF SCIENTIFIC RULES 211

A

BC

1

n – 1
——

n

x*
3

x̂3 x

A is F(x)

B is n – 1——n
v —————

(u – v)nFn–2
–

H——
nFn–2

C is n – 1——n
v(x) 

———————
(u(x) – v(x))nFn–2

– –

FIGURE 1

REFERENCES

Aumann, R. 1959. Acceptable points in general cooperative n-person games. In Contributions
to theory of games IV. Princeton University Press

Bernheim, B. D., B. Peleg and M. D. Whinston 1987. Coalition-proof Nash equilibria I:
Concepts. Journal of Economic Theory 42:1–12

Bloor, D. 1976. Knowledge and social imaginery. Routledge and Kegan Paul
Brock, W. A. and S. N. Durlauf 1999. A formal model of theory choice in science, Economic

Theory 14:113–30
Callon, M. 1994. Is science a public good? Science, Technology and Human Values 19:393–424
Cartwright, N. 1983. How the laws of physics lie. Clarendon Press
Cole, S. 1992. Making science: between nature and society. Harvard University Press
Gillies, D. 2000. Philosophical theories of probability. Routledge
Goldman, A. I. and M. Shaked. 1991. An economic model of scientific activity and truth

acquisition, Philosophical Studies 63:31–55
Hull, D. L. 1988. Science as a process. University of Chicago Press
Kitcher, P. 1993. The advancement of science. Oxford University Press
Knorr-Cetina, K. D. 1981. The manufacture of knowledge. Oxford University Press
Kuhn, T. S. 1970. The structure of scientific revolutions. University of Chicago Press
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SCIENCE AS A PERSUASION GAME.
AN INFERENTIALIST APPROACH*

ABSTRACT

Scientifi c research is reconstructed as a language game along the lines of Robert Brandom’s 
inferentialism. Researchers are assumed to aim at persuading their colleagues of the validity 
of some claims. The assertions each scientist is allowed or committed to make depend on her 
previous claims and on the inferential norms of her research community. A classifi cation of the most 
relevant types of inferential rules governing such a game is offered, and some ways in which this 
inferentialist approach can be used for assessing scientifi c knowledge and practices are explored. 
Some similarities and differences with a game-theoretic analysis are discussed.

1. Introduction

Unlike Trappist monks, who live under a vow of 
silence, scientists experience a furious frenzy of 
verbal communication. The volume of scientifi c 
‘literature’, including books, journals, conference 
proceedings, pre-prints, abstracts, and laboratory 
reports, has grown exponentially since the times 
of Copernicus. This accumulation may seem anti-
economical, especially because much of what is 
published will never be read by anybody (besides 
the referees and journal editors) or will be quickly 
dispatched with just a superfi cial glance.1 But I will 
not try to analyse here whether scientifi c writing 
is economically effi cient or not. (An argument will 
be offered, nevertheless, that addresses the role 
of ‘unread’ papers in scientifi c communication.) 
My main goal is to outline an approach towards 
understanding scientifi c research that takes 
into account that communication is one of its 
essential elements. On this approach, scientists 
are seen as engaged in a type of game whose 
main purpose consists in the persuasion of their 
colleagues. Some attempts have been made 
to analyse the behaviour of researchers from a 
game-theoretic point of view (e.g., Blais (1987), 
Bicchieri (1988), Goldman and Shaked (1991), 
Kitcher (1993), Luetge (2004), Zamora Bonilla 
(forthcoming a)).2 But here I will explore the idea 
that scientifi c research is a language game as 
originally defi ned in the philosophy of language 
and pragmatics since Wittgenstein (1953). My 

preferred approach to the theory of language 
games is Robert Brandom’s inferentialism 
(Brandom 1994, 2000), which integrates many 
developments of previous theories. The structure 
of this paper is as follows. In section 2, I describe 
the basic elements of an inferentialist theory of 
language, the central one being the notion of an 
‘inferential rule’, and offer a brief comparison with 
game theory. Section 3 sketches an inferentialist 
reconstruction of research as a persuasion game. 
Section 4 presents a classifi cation of the most 
general types of inferential rules that constitute 
the game of science. Section 5 discusses the 
origin and evolution of scientifi c norms. Section 
6 explains how an inferentialist approach can be 
put to the service of a normative assessment of 
scientifi c knowledge.

2. Language games and human action: an 
inferentialist approach

The notion of a ‘language game’ has attracted 
the attention of scholars from a wide variety of 
disciplines, but there is hardly a systematic and 
unifi ed account of this notion. This is in contrast 
to mathematical game theory, where a wide 
agreement exists about the basic elements of a 
‘game’.3 My choice of Brandom’s inferentialism 
as a point of departure therefore seems to require 
at least some justifi cation, though a full defence 
of it would demand more than a single paper. 
Brandom describes his theory as an ‘inferential 
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semantics grounded on a normative pragmatics’. 
The ‘inferential semantics’ part means this: Instead 
of understanding the meanings of linguistic 
expressions as based on representations of 
aspects of the world by pieces of speech or text, 
those meanings are primarily explained through 
the inferential links that each expression has with 
others. The ‘normative pragmatics’ part refers to 
the idea that human actions (not only verbal ones) 
are understood as structured and motivated by the 
deontic statuses of the agents. The semantic part 
being ‘grounded’ on the pragmatic one means 
that it is not the semantic properties of language 
that determine what people can do with it, but 
rather the other way around. The most important 
aspects of Brandom’s theory employed here are 
the following:

a) To each participant in a conversation we can 
attribute a deontic score, i.e., an indication of the 
things that, at every moment, she is ‘committed’ or 
‘entitled’ to do (or not to do). Many, though by no 
means all, of these entitlements and commitments 
refer to what one can, or has to, assert.

b) The agents’ normative scores evolve 
according to the inferential rules that are accepted 
within the community of speakers. These rules 
specify how each score is modifi ed by the actions 
and assertions of each agent, as well as by other 
events.

c) Interaction between the agents basically 
takes the form of ‘scorekeeping’,4 i.e., not only by 
every speaker undertaking specifi c commitments 
or entitlements, but also by her attributing them 
to others.

We can attempt to summarise these three 
elements in a single formula. Consider a given 
speech community of n members. Let D be the 
set of all possible deontic scores this community’s 
language can express, and assign a number to 
each element of D. Let d be an n-dimensional 
vector, assigning to each individual one of the 
possible scores. Let E be a collection of possible 
events, including the possible actions, A, each 
individual can perform (including assertions); 
E can also contain the ‘null’ event, i.e., one 
asserting that nothing new happens. Then we 
can simply represent the inferential rules of a 
speech community as a function of the form Dn � 
E → Dn. Inferential rules are thus the ‘kinematic 
laws’ of deontic scores.5 Lastly, we would need 

something like a ‘dynamic law’, expressing the 
probability that a particular action is performed 
by an individual, given her and probably others’ 
deontic scores. (Formally, this ‘law’ would be a 
probability distribution over A conditioned by the 
vectors in Dn.)

This general framework suggests modelling 
social phenomena as a type of Markovian 
process. The main difference from a conventional 
game-theoretic analysis is that, in game-theoretic 
models, rational strategic choices are the ‘force’ 
behind the decisions of individuals, whereas 
inferentialist models assume that people tend to 
do what they ‘have’ to do. I will comment in the 
next paragraph on why much of this difference 
is more apparent than real, but I want to 
concentrate now on an aspect of social action 
that inferentialism can illuminate better than game-
theoretic or rational-choice models. It is the fact 
that rational action is basically action derived 
from a process of reasoning. Rational-choice 
models simply ‘assume away’ the real process of 
deliberation that agents carry out within their own 
minds or within public conversation, and replace 
a description of this process by the assumption that 
its output corresponds to the one that maximises 
a utility function given beforehand. This has 
proved to be a very powerful heuristic, but it has 
also encountered serious limitations, especially 
when applied to situations where normative 
concerns are paramount.6 Inferentialist models, 
in contrast, assume that actions derive basically 
from commitments, and can thereby analyse 
the way these commitments are ‘constructed’ 
through a deliberation process. This also allows a 
normative analysis of the process itself, i.e., of the 
arguments by which the decision is reached. This 
is particularly important in the case of science, 
where argumentation is essential.

The contrast between inferentialist and game-
theoretic approaches is not absolute, however. 
In the fi rst place, individual behaviour is often 
not fully determined by commitments. There are 
many reasons for this indeterminacy: agents can 
be entitled to choose between several options; 
commitment usually comes in degrees; someone 
can be committed to perform two incompatible 
actions; and agents can decide to break their 
commitments sometimes. In all these cases, 
there is some room for ‘strategic’ choice. In 
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principle, it is possible to analyse these choices 
game-theoretically by introducing the weight 
of normative commitment as an element of the 
players’ pay-offs.7

In the second place, we can simply interpret 
an agent’s patterns of reasoning and behaviour 
(i.e., the inferential norms followed by her) as a 
strategy in her game ‘against’ the other members 
of her community. In this case, it is reasonable to 
assume that patterns that often lead to non-Nash-
equilibrium situations will tend to be substituted by 
other patterns. This also justifi es the applicability 
of game-theoretic tools, particularly those of 
evolutionary game theory, where agents don’t 
choose their ‘strategy’, but are rather assumed 
to be ‘programmed’ by it. A different way of 
expressing the condition that the norms used in a 
scientifi c community must regularly lead to Nash-
equilibrium social states is to say that these norms 
must be ‘incentive-compatible’.8

Moreover, we should have an overtly 
instrumental position towards the game-theoretic 
and the inferentialist paradigms. The most 
important point should not be whether they are 
‘right’, ‘true to the facts’, or not (a diffi cult question, 
to say the least), but to what extent they generate 
illuminating models of social facts. Some recent 
developments in the philosophy of science point 
towards the virtue of such a tolerant attitude (e.g., 
Cartwright 1999, Nickles 2002).

3. Playing the game of science.

Like most language games, scientifi c communication 
is systematically oriented towards persuasion, 
but, unlike other common language games, 
scientifi c communication is one in which the 
players’ goal is not primarily to convince others 
to do something, but to make them accept some 
propositions. This does not mean that practical 
actions are irrelevant in the game of science. On 
the contrary, they are an essential part of it, but 
inferentialism suggests that we should consider the 
role of scientists’ material practices in their essential 
connection to the inferential rules that govern their 
communication practices. On this view, each 
scientist’s main goal (but in no way her only one) 
is recognition, i.e., she wants her colleagues 
to explicitly accept the claims advanced by her 
– claims that may have the character of theories, 

laws, models, facts, theorems, and so on. Of 
course, most scientists don’t pursue ‘bare’ fame, 
but aspire to get recognition ‘for having made 
an important discovery’. I suggest interpreting 
the phrase in inverted commas as the thesis that 
it matters to scientists that the inferential rules 
according to which they gain recognition are 
‘appropriate’ ones. (I shall return to this issue 
in section 6.) Perhaps some researchers do not 
care about recognition at all, but I will assume 
that, as a matter of fact, most do, and, more 
importantly, that scientifi c practice is basically 
organised around the pursuit of this goal. The most 
important problems for any recognition-seeking 
researcher, and the reason why game-theoretic 
considerations are important, are, fi rst, that the 
scientist’s colleagues are all simultaneously trying 
to do the same, and second, that the choice of 
accepting or rejecting one’s presumed discoveries 
is always made by one’s colleagues.

To the rescue of our unfortunate researcher 
comes the fact that communication takes place 
according to a system of inferential rules that, 
amongst other things, determine what claims 
somebody is committed to make given what other 
propositions have been accepted by him before, 
or whether he has the obligation of accepting 
them ‘by default’ (e.g., any chemist is obliged 
to accept the claims contained in the standard 
periodic table). So, what a researcher may try 
to do is to fi nd some claims that, according to 
these inferential rules, and taking into account 
the commitments she and her colleagues have 
undertaken before, a) she is entitled to make, 
and b) her colleagues are committed to accept. 
Scientifi c communication can be understood, 
then, as the set of moves each researcher makes 
in this game of looking for ‘successful’ claims.9 
In the next sections, I will describe how the 
inferential rules of a scientifi c community can make 
epistemically interesting a game like this. In the 
remainder of this section, I will concentrate on a 
different problem, directly related to the question 
with which I began, i.e., ‘why do researchers 
write so much?’.

In general, scientifi c norms do not allow 
anyone to accept two contradictory claims about 
the same issue (or more than one ‘solution’ to the 
same problem). This entails that, for every claim 
accepted by some researcher, there will be many 
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other claims that she does not accept, and the 
competitive process of science entails that most of 
the claims that have been proposed will be nearly 
universally rejected or ignored. If competition is 
very strong, and if the norms are so demanding 
that acceptable solutions to interesting problems 
are very diffi cult to discover, it may easily happen 
that many researchers are statistically condemned 
to never making any important ‘discovery’ (see note 
1). Hence, if scientifi c research has some appeal 
for recognition-seeking individuals, at least some 
other recognition-related goal attainable by them 
must exist, different from the public acceptance of 
the validity of their discoveries. My suggestion is 
that this secondary form of recognition consists in 
the public acceptance of some pieces of work, 
not as ‘right’, but as ‘good’, i.e., not as a claim 
it is compulsory to accept, but as an argument 
that is coherent with the research community’s 
inferential practices.

In real science, this secondary form of scientifi c 
merit usually takes the form of having your papers 
published in good journals, whereas the primary 
form of recognition consists in the content of those 
papers being cited and used by your colleagues 
in further papers. Usually, the better your papers 
are, the more probable it is that the claims you 
have made in them become accepted, but this 
is certainly not a necessary implication. First, a 
different solution to the problem you have tackled, 
still better than the one proposed by you, may 
be invented. (This will not necessarily reduce 
your work’s scientifi c quality, but will make fewer 
people accept it.) Second, you may happen to 
defend, based on reasons that are not particularly 
good, a very good idea, which later becomes 
widely accepted. (Perhaps you are so lucky that 
better arguments in defence of your hypothesis 
are provided later by other people.) I have 
introduced the term external score to refer to the 
fi rst, fundamental type of recognition, and internal 
score to refer to the merit derived from the coherence 
of a scientist’s inferential practices with the rules of 
her community (Zamora Bonilla, forthcoming a). 
A scientist’s global score is some aggregation of 
both. The particular form of aggregation depends 
on her own subjective valuation of both types of 
recognition, though it is reasonable to assume that 
the weight attached to the external score is much 
higher than that of the internal score.10 The game 

of science proceeds, then, by each researcher 
permanently trying to maximise her global score 
(which will often lead her to favouring strategies 
enhancing the internal score), and this will have as 
an unintended consequence the determination of 
her colleagues’ external scores, as the researcher 
happens to be committed to accept or to reject the 
claims proposed by them.

As we have just seen, the fact that a researcher’s 
global score is constituted by two different 
elements entails that, in some cases, there will 
be more than one possible strategy to increase 
it. For example, one can either try to elaborate 
bold hypotheses, or decide to work within a more 
conservative project. This possibility suggests an 
interesting case for the application of game theory, 
as the reward a scientist can expect to gain from 
her decision will depend on the choices of her 
colleagues: if many of them choose an internal 
score optimisation strategy, i.e., if they are tightly 
bound to accept any conclusion that you prove 
from their previous assumptions, attaining a high 
external score will be easier for you, and hence 
it can be more profi table to choose an external 
score optimisation strategy. Figure 1 represents 
how a social equilibrium is determined when this 
kind of interdependence occurs. The scale of the 
graph represents the average ratio between the 
effort devoted by each researcher to external 
versus internal score enhancing activities. The 
function f maps each possible value of that ratio 
into the average ratio that would emerge after 
every researcher decides what strategy is best for 
her given the average behaviour. The equilibrium 
r* is the ‘fi xed point’, i.e., the point at which the 
reaction function crosses the identity line, i.e., when 
the community’s aggregate response to a given 
social state is just this state.11 Only at this point 
are all the chosen strategies mutually compatible 
(which does not mean that all researchers will 
be choosing the same strategy). Of course, 
the actual equilibrium cannot be determined 
a priori, as it will depend on the particularities 
of each scientifi c fi eld and context. It would be 
interesting to investigate empirically whether the f 
function differs between different research areas, 
countries, or times, and, if it does, what factors 
these differences depend on.
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4. A general classifi cation of the inferential 
rules of science

Seeing the inferential norms of any language 
game as ‘kinematic laws’ of the deontic scores 
suggests a straightforward way of classifying 
these norms:

(1) Some norms (argumentation rules) simply 
change an existing score into a different one 
(e.g., they may add or remove a commitment), 
independently of whether something else happens. 
This can be represented by placing the null event in 
the left part of the formal expression of these rules,12 

and the obligation or permission to make some 
specifi c claim as the output of the rules. Logical 
norms are a prime example of argumentation 
rules, but context-dependent patterns of material 
inference also belong into this category.

(2) Other norms (entry rules) determine how 
the normative scores are affected by some events 
different from the mere existence of previous 
commitments and entitlements. An example is 
given by the rules which determine what claims 
one is entitled or committed to make depending 
on one’s own perceptual experiences and those 
of others. These norms express how ‘the world’ 
affects the things we are entitled or committed 
to assert or to deny. It is important to take into 
account that, in general, non-linguistic events 
will only generate some new deontic status on 
the basis of some previous state of the deontic 
scores.

(3) Lastly, some norms (exit rules) determine 
how the claims included in the normative score of 

one speaker (i.e., the propositions she accepts) 
transform into the obligation to perform, or to 
abstain from performing, some non-verbal actions. 
These are the rules of practical reasoning, i.e. 
those determining how deliberation leads to 
decision making.

In the case of science, some further distinctions 
within each type of norm are useful. First, among 
argumentation rules, we can distinguish between 
norms for the evaluation of claims and norms 
for the choice of claims. The former express the 
possible virtues and fl aws of scientifi c claims 
(theories, hypotheses, empirical reports, and 
so on); these norms allow us to determine the 
‘scale’ against which the quality of a scientifi c 
claim can be assessed. The latter are those rules 
that command a researcher to accept or to reject 
specifi c statements according to their quality; these 
norms can also be interpreted as determining 
‘how well justifi ed’ the acceptance or rejection 
of a particular claim is. In a nutshell, norms 
for the choice of claims determine how good 
the accepted intellectual products of scientifi c 
research are, whereas norms for the evaluation of 
claims determine in what sense are they ‘good’ 
(see Zamora Bonilla 2002).

Second, regarding entry norms we can 
distinguish rules for evidence gathering from 
rules about authority. The former determine what 
claims a researcher is entitled or committed to do 
after the occurrence of some ‘publicly observable 
event’ (it is important to notice that the inferential 
rules also determine what can legitimately count 
as such an event). The latter express what claims a 
scientist is entitled or committed to adopt because 
some other scientists have adopted them before. 
Hence, rules for evidence gathering have the role 
of determining the appropriate empirical methods, 
and rules about authority serve to identify who are 
the experts about what. Both types of rules are 
essential for an effi cient economy of trust within 
scientifi c communities.13

Lastly, exit norms can be interpreted as rules 
for resource allocation, and so they can be 
classifi ed according to the different types of 
resources employed in scientifi c research: space 
for publication in journals, distribution of research 
effort within teams, distribution of money among 
research projects, grants, prizes, jobs, and so on. 
It is important to notice that many actions (e.g., 

FIGURE 1
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experiments) produce new events, which, in turn, 
change the deontic scores.

Figure 2 summarises how the rules of a 
scientifi c community work. Starting from a 
given (‘exogenous’) state of the researchers’ 
deontic scores (Dx), the occurrence of some 
events (E) triggers its transformation into a new 
(‘endogenous’) state (Dn). The latter commands 
the performance of some actions (A), which 
generate new events. These, in turn, change 
again the endogenous state, which can also be 
transformed by the application of transformation 
rules, and so on. The presence of Dx reminds us 
that no research starts in a normative vacuum, and 
thus, new events can only attain some meaning 
(i.e., normative inferential strength) through the 
research community’s previous commitments. (But 
this does not entail that the old commitments will 
necessarily be preserved by the operation of the 
research process.) In the end, all this will go on 
until a corpus of ‘knowledge’ is produced, which 
I shall identify here just with the commitments that 
become generalised in the deontic scores of the 
members of the research community, particularly 
when an ‘equilibrium’ state is reached, i.e., when 
the inferential rules do not lead us to expect new 
actions or events to change the deontic scores. 
Note that, according to inferentialism, it is not 
necessary that an agent explicitly asserts a claim 
for being really committed to it; it is not even 

necessary that she believes in its truth. For her to 
have a particular commitment, it is enough that it 
follows according to the inferential rules accepted 
in the relevant community and from her other 
commitments. So, it is not necessary that every 
member of the scientifi c community overtly accepts 
a claim for this claim to constitute ‘knowledge’ in 
the sense expressed above.14

5. The origin and evolution of scientifi c norms

The next important question is why scientifi c rules 
are the ones they are. I may admit that some 
inferential norms can be universal, but I am 
pretty sure that most of them are contingent and 
context dependent. Different communities may 
have different practices, and these practices can 
change as well, because most rules depend on 
a community’s knowledge, beliefs, instruments, 
or even institutions, and all these factors change 
permanently. In the next section I will show why 
the recognition of this variability is not an invitation 
to relativism nor to methodological anarchism. 
Now I will discuss the mechanisms determining 
that certain specifi c rules are actually in force in 
a scientifi c community. Curiously, although Robert 
Brandom has attributed a central role to the 
community as the holder of a language’s inferential 
rules, he has not discussed why diverse linguistic 
communities have such different inferential rules, 
i.e., why they have different concepts. Brandom’s 
strategy seems to be, instead, to scrutinise which 
inferential rules constitute a ‘possibility condition’ 
for any conceivable language game. Something 
similar could also be done in the case of 
science, and later in this section I will make some 
suggestions in this direction. But it is interesting to 
refl ect fi rst about what general factors determine 
the adoption of some specifi c rules rather than 
others.

From an individual scientist’s point of view, it 
is true that inferential norms are given (as in most 
language games). Actually, by constituting the 
meanings of her claims and actions, the existing 
norms will determine even what a single researcher 
is able to think and understand, and so it is unlikely 
that she even considers the possibility of changing 
those norms. But it is also a fact that rules do 
change. How is this possible? The recognition 
of this apparent paradox is what led Thomas FIGURE 2
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Kuhn (1962) to suggest that paradigm shifts were 
more like sudden ‘religious’ conversions than 
like the outcomes of rational arguments. A more 
rationalistic account can be offered, however, 
within an inferentialist perspective. The following 
facts are relevant for that account:

(a) Not all inferential rules are equally strict 
in determining understanding and action. Some 
rules are taken by the agents themselves as 
conventional, and hence more easily subject to 
variation. Even in mathematics, we can draw 
a continuum of ‘inferential strength’ from rules 
like those contained in a multiplication table to 
those relating to ‘appropriate’ heuristic methods, 
or those of statistical inference. From Brandom’s 
inferentialism, the starting point of the analysis is 
not the ‘inherent logical force’ of the rules, but 
the way in which the community negotiates the 
normative signifi cance of behaviour more or less 
incoherent with the accepted norms. We can then 
restate this fi rst point by saying that, within each 
scientifi c community, not every violation of the 
norms will be considered equally reprehensible.

(b) The existing norms do not necessarily 
constitute an exhaustive, nor even a consistent 
system. In many situations the norms can fail to 
determine the next state of the deontic scores, or 
can lead to contradictory commitments. When 
this happens, it is reasonable that agents react 
by considering the possibility of revising some 
rules. Again in Kuhnian terms, a way to solve a 
‘paradigm crisis’ is to eliminate those concepts 
whose use led to ‘anomalies’.

(c) Actual inferential norms are usually not like 
algorithmic programmes (although they seem like 
ones when represented in a mathematical model). 
Each individual agent has to construct, from her 
own experience, a subjective, usually tacit, 
interpretation of what the ‘right’ rules are, and 
it may happen that the subjective interpretations 
of different individuals are not entirely coherent. 
An agent can also realise that she was not 
understanding ‘properly’ some rule. In cases 
like these, negotiations to determine the ‘right’ 
interpretation of the norms will arise. Again, 
this is illustrated by cases of Kuhnian ‘scientifi c 
revolutions’, though this does not entail that the 
resolution of the crisis can not be the result of 
reasoned arguments. (In some cases, the working 
of conversation in fi gure 2 can lead to the adoption 

of a new rule or the rejection of an old one.)
(d) As in many other social contexts, in science 

the main goal of the training process is to endow 
young scientists with an ‘appropriate’ mastery of 
the inferential norms. However, this process of 
‘replication’ of the rules from teachers to students, 
or from researchers to colleagues, is not necessarily 
perfect and can give rise to ‘mutations’.

(e) Lastly, some norms can be more benefi cial 
than others for the members of the community, or 
for some of them. This is obviously true for exit 
rules, i.e., for those that determine the allocation 
of resources and the distribution of benefi ts, but 
it may also happen with other types of norms. 
For example, it makes an enormous difference 
for recognition-seeking researchers what rules 
for theory choice are accepted within their 
community, since each researcher’s probability of 
discovering an ‘acceptable’ theory will depend 
on what specifi c rule is actually established (cf. 
Zamora Bonilla, 2002).

These properties of the inferential norms 
suggest that there can be two general 
mechanisms for their origination or transformation: 
conventional agreement and evolution. Scientists 
can simply meet (physically or not) and decide 
that some things must be interpreted or done in 
such and such a way, or, more usually, they can 
delegate such a decision to a small number of 
experts. Consensus congresses, constitutions of 
scientifi c societies, and international standards or 
measurement agencies, are examples of this type 
of conventional setting of the inferential norms. A 
useful approach to analyse the collective choice of 
scientifi c norms is Constitutional Political Economy 
(see, e.g., Brennan and Buchanan 1985), which 
can be described as the application of game 
theory to decisions about what game to play, 
i.e., what ‘constitutional’ norms to adopt.15 But 
evolutionary processes, in which every scientist 
tries to adapt her inferential practices to those she 
observes in her most successful colleagues, are 
probably more frequent than explicit agreements. 
In this case, several theoretical approaches are 
available for modelling the evolution of norms 
(see Vromen 1995 and Nelson 2002 for a recent 
survey; Sperber 1996 and Blackmore 2000 offer 
two interesting evolutionary approaches to the 
study of cultural items). Nevertheless, as individual 
decisions under both mechanisms are driven by 
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how benefi cial the adoption of a particular rule is 
for each agent, given the rules adopted by others, 
it seems that a reasonable minimal requirement 
is that the chosen norms constitute a Nash 
equilibrium. Again, this does not entail that all 
agents will choose the same norms in equilibrium, 
only that nobody can make a better choice given 
the choices of the rest.16 Taking this into account, 
the most important step in an analysis of scientifi c 
rules is to identify how each possible norm affects 
the ‘payoffs’ of the scientists whose behaviour 
will be regulated by it, but this connects directly 
with the question about the evaluation of scientifi c 
norms, which is the topic of the next section.

6. Assessing the game of persuasion

Our reconstruction of science as a persuasion 
game opens several avenues for the normative 
evaluation of scientifi c knowledge and scientifi c 
practice, either in specifi c case studies, or 
regarding general features of science. First, there 
are two broad categories of items to be evaluated: 
the global processes of interaction between 
scientists (or between them and other agents), and 
the particular pieces of argumentation they are 
using. In other words, we can make a normative 
assessment of the game a group of scientists are 
playing, or we can assess the particular moves 
they are making within the game. Second, we 
can adopt the stance of an internal participant 
in the game, or of an external observer. Figure 3 
summarises the main general questions that can 
be raised under each one of the four resulting 
possibilities. Regarding the ‘Arguments’ column, 
by adopting a participant’s perspective we might 
ask whether the behaviour of the scientists has 
obeyed in an appropriate way the inferential rules 
they themselves have adopted. We would adopt 
in this case a position similar to that of the referees 
in a sport game (hypothetically, at least). On the 
other hand, by adopting an external observer’s 
point of view, we could judge whether those rules 
seem rational to us or not; for example, would we 
have preferred that the game had been played 
according to different rules? Regarding the 
‘Games’ column, the main difference between 
the two different points of view consists in 
whether we take into account only the interests 
of the participants in the game (i.e., those people 

having some choice to make in it), or the interests 
of other agents as well. In the fi rst case, once 
we reconstruct a scientifi c episode as a game, 
an obvious question is whether the choices of 
the participants constitute a Nash equilibrium or 
not; in the latter case, we would be committed 
to assert that at least one of the participants has 
behaved in an irrational way. Another important 
question is whether the situation is effi cient or not, 
i.e., whether the agents would have got a better 
pay-off by (more than one of them) having made 
some different choices.17 Lastly, regarding those 
agents that are ‘alienated’ from the game, in the 
sense of having no signifi cant power of choice, 
we might then investigate under what rules the 
outcome of the game would have been more 
effi cient for them.

Of course, formulating relevant normative 
questions of this kind and putting forward 
appropriate answers is by no means an easy task, 
and nothing in the former classifi cation saves the 
work of gathering an exhaustive knowledge of the 
particularities of those cases we might decide to 
assess. The main point in having a generic schema 
like the one I have just depicted, consists in showing 
that such an evaluation is a legitimate enterprise, 
for it follows in an absolutely natural way from the 
understanding of the scientifi c process as a game 
played according to some rules. A metaphor 
can be useful here. According to the inferentialist 
approach, the institutions most similar to scientifi c 
research are probably sports: both in sports and 
in science, individuals compete, either alone or in 
teams, to attain public recognition by performing 
in the best possible way under the constraints of 
some rules that, by providing the ‘kinematic laws 

FIGURE 3
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Do you fi nd 
the rules and 
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How does the 
situation affect 
other people?
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of scorekeeping’, defi ne what success consists in. 
This competitive and regulated nature of sports 
entails that the most important thing we can do 
with them (besides playing them, of course) is 
anything but judging them.

In this sense, the approach offered in this 
paper fi ts nicely with other approaches like those 
of Goldman (1999) and Koppl (2006), in which 
the primary goal of epistemological thinking is 
to assess the effi ciency of cognitive practices, 
considered as social mechanisms for the production 
of knowledge. The main difference to those 
approaches would be that inferentialism allows 
for a more liberal and fl exible range of evaluative 
stances. First, it does not necessarily assume that 
there is some unique epistemic goal to be attained 
by scientifi c practices, nor that epistemic goals 
are the only essential ones. Second, confl ict and 
complementarity is recognised not only within the 
goals of a single agent, but also between the goals 
of different agents, as it is evident in those cases 
demanding a game-theoretic reconstruction. And, 
third, a distinction is clearly established between, 
on the one hand, the assessment of a scientifi c 
practice with the standards of its participants and, 
on the other hand, an evaluation based on our 
own preferred goals.

I shall end by discussing why, in spite of 
its liberalism, the inferentialist approach is not 
committed to a relativistic interpretation of scientifi c 
knowledge. The following are some of the reasons 
why inferentialism can be seen as an objectivist 
approach (they are presented according to the 
four normative stances in fi gure 3):

(a) (Internal criticism of specifi c arguments). 
In contrast to Feyerabend’s famous slogan 
(Feyerabend 1975), in the game of science not 
anything goes. Inferential rules have real normative 
cogency for players, and so, when we evaluate 
whether a scientist has made an ‘appropriate’ 
move according to her own commitments, our 
answers will be objectively right or wrong. This 
is not essentially different from when we judge 
whether a particular action in a football match 
has been a foul or not, though perhaps the same 
action would have been correct in other sports 
(say, boxing), or in the same sport once the rules 
change (say, offside). It is true that successful 
research sometimes violates some methodological 
norms, but this can only be so if other collectively 

accepted norms specify that this behaviour 
constitutes a success.18

(b) (Internal criticism of the game). Regarding 
ineffi cient situations, their being so is also an 
objective question: given the goals and preferences 
of the agents engaged in a particular social 
situation, it may simply happen that a different 
‘solution’ would have been preferred by all the 
players. Scientifi c assessment in this case amounts 
to engaging in the same kind of arguments and 
negotiations that the participants themselves 
would address if they wanted to successfully move 
towards a more effi cient situation.

(c) (External criticism of the game). Again, 
this kind of evaluation consists in objectively 
describing what specifi c benefi ts or disadvantages 
people different from scientifi c players themselves 
experience as a result of the research process, 
according to the actual values of the former.

(d) (External criticism of arguments). I have 
left this case for the end, because all the other 
types of criticisms depended on the (conditional) 
acceptance of the validity of some inferential 
norms, according to which the persuasion game 
was being played. It may seem that a relativist 
stance is compatible with the three previous 
possibilities, for, after all, does relativism not 
amount to the claim that everybody is free to 
have her own evaluation standards? The kinds 
of evaluation I have considered until now can 
apparently be reduced to assertions like ‘this is 
good/right from the point of view of X, and bad/
wrong from the point of view of Y’, or so it seems. 
But, actually, most of my examples, particularly 
in a and b, were of a subtly different kind, like 
‘X is acting in a way contrary to the norms she is 
committed to, or in a way contrary to the fulfi lment 
of her own interests’. Furthermore, we can also 
evaluate the specifi c norms according to which 
the game of science is played each time. Of 
course, this evaluation has to be based on the 
acceptance of some norms of a ‘higher level’, so 
to say, and these can be different from the ones 
the players actually accept. This might seem a 
clear example of Kuhnian incommensurability, but 
I will try to show that it is not. 

In the fi rst place, a claim like ‘according to the 
goals and beliefs of group A, the set of inferential 
norms N is effi cient, but according to the goals 
and beliefs of a different group B, other norms, 
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M, are more effi cient’ can be absolutely objective, 
even if N and M are mutually contradictory. This 
is simply like comparing the rules of football 
and those of gymnastics: both can be rationally 
defended, and, what is more important, it is 
perfectly possible to conceive a rational debate 
about which of the two sports to play in a specifi c 
meeting (assuming there is only time, people, or 
space for one). 

In the second place, since argumentation 
about rules necessarily makes use of ‘higher 
level’ norms, it is likely that the number and extent 
of the possible criteria according to which this 
argumentation takes place is severely limited, 
i.e., it is likely that there are only a few possible 
‘general scientifi c values’ that serve as a fi nal 
guide in the construction of scientifi c arguments, 
as Kuhn (1977) himself recognised. The confl ict 
between different schools would again reduce, 
hence, either to their attaching a different weight 
to each of these values, or to the fact that the 
specifi c circumstances of each research process 
make it easier to satisfy some values than others. 

In the third place, it is very likely that 
longstanding competition between researchers 
during the last centuries has led science, as a 
global institution, to develop a set of general 
criteria for the assessment and choice of 
scientifi c claims that are extremely effi cient in the 
production of theories, models and data of the 

highest quality according to all the values referred 
to above, so that it can be practically impossible 
to conceive some general criteria that are still 
better. Those norms that are more specifi c and 
context dependent will surely be more sensitive 
to the appearance of anomalies within concrete 
research fi elds.19

But I think that, over and above the recognition 
that different norms may have different degrees 
of effi ciency in different circumstances (and that 
this is an objective question), inferentialism helps 
to defeat relativistic approaches by insisting 
that scientifi c claims are basically commitments 
supported by reasons. After all, evaluating a 
scientifi c argument from an external perspective 
amounts to putting the following question: what 
would have been a more correct way of doing it, 
according to you? So, it is impossible to adopt an 
inferentialist stance without being committed to the 
thesis that there are some ways of doing research 
that are more appropriate than others. Except by 
helping to identify some common argumentation 
criteria, inferentialism does not attempt to fi nd out 
what these ‘right’ ways of doing science are, but it 
helps to justify the objectivity of science by making 
us recognise that the epistemic claims to which 
we are fi nally committed are not necessarily the 
ones we would have wanted to defend in the fi rst 
place, but the ones our reasoned dialogues have 
led us to accept in the end.
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Notes

* Some of the ideas in this paper were presented at a seminar on ‘Methodology and the 
Constitution of Science’, in the Alpbach European Forum, August 2004, and in a seminar on 
‘Scientifi c Competition’ at Saarland University, Saarbrücken, October 2005 (Zamora Bonilla, 
forthcoming b). I thank the organisers and participants in those events, as well three anonymous 
referees of this paper, for their detailed comments. Financial support from Spanish government’s 
research projects BFF2002-03353 and HUM2005-01686/FISO, as well as from Urrutia 
Elejalde Foundation, is acknowledged.

1 In a classical study, sociologist Stephen Cole documented that a 70 percent of the new 
researchers in physics receive no citations within the fi ve years after their Ph.D., and only a 10 
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percent get fi ve or more citations. Cf. Cole (1992), pp. 218 ff.
2 See Mäki (2004) for a discussion of other economic approaches to social epistemology.
3 Parikh (2001) is perhaps the most systematic attempt of grounding the analysis of language 

games on game theory itself. Rubinstein (2000) also uses game theory to illuminate some 
aspects of linguistic communication. Koppl and Langlois (2001) is one of the few applications of 
language games to economic theory.

4 This idea was advanced by Lewis (1979).
5 In a slightly more sophisticated way, we might represent deontic scores not as vectors, but as n � 

n matrices, in which the element dij would represent the deontic score that individual i attributes to 
individual j. Similarly, the elements of E could be substituted by ordered sets of n members, with ei 
standing for the event e as interpreted by agent i.

6 Cf., e.g., Sen (1997).
7 Cf., e.g., Rabin (1993); but see Sugden (2000), pp. 124 ff., for an argument against the 

reducibility of normative motivations to classical game theory
8 I owe this appreciation to an anonymous referee.
9 There can be ‘defensive’ moves as well, i.e., one can give up a previous commitment to avoid 

accepting a particular claim.
10 Just for simplicity, a scientist’s internal score could be operationalised as a function of her 

published papers, whereas her external score would be a function of the favourable citations she 
receives.

11 A suffi cient condition for the existence of equilibrium is that f is continuous and that, for some value 
of x, f(x) equals 0.

12 Recall that inferential rules were functions of the form D � E → D.
13 This can be related to the distinction introduced in Kitcher (1993, ch. 5, § 7) between 

‘encounters with nature’ and ‘conversation with colleagues’. The most important differences are 
that my classifi cation is centred on the normative organisation of those ‘encounters’, and that 
it factorises the commitments present in ‘encounters with colleagues’ into two different types of 
entities: argumentative and practical commitments (and so, we could called the former ‘encounters 
with language’).

14 This can also related to Kitcher’s notion of a ‘virtual’ consensus; cf. Kitcher (1993), ch. 3, § 11.
15 Jarvie (2001) offers a ‘constitutional’ interpretation of the role of methodological norms in the 

philosophy of Popper, particularly in connection with Sir Karl’s defence of liberalism.
16 Bicchieri (1988) discusses the properties an equilibrium in the choice of methodological norms 

must have to serve as a ‘convention’ in the sense of Lewis (1969).
17 Lütge (2004) offers some examples of ‘Prisoner Dilemma’ games in the history of science. On the 

other hand, co-ordination problems can be exemplifi ed by cases when different schools employ 
different units of measurement or technical standards.

18 Perhaps we could interpret Feyerabend’s ‘anything goes’, not as telling that ‘all research strategies 
are equally functional under any circumstance’, but as ‘for every strategy, there are some 
conceivable circumstances where it is functional’. But it is also doubtful that this less stringent claim 
is actually true, and, even if it were, it would not be very useful, for it says nothing about how to 
identify the relevant circumstances.

19 There is another sense of ‘incommensurability’, according to which the members of different 
scientifi c communities employ (or attach a very different meaning to) ‘the same’ (or ‘similar’) 
concepts. I think inferentialism can provide an interesting explanation of this phenomenon, one 
that hinders its purported relativistic consequences. The basic idea is that, by reducing meanings 
to patterns of inference, each community is able to identify the patterns followed by the other, and 
can make a comparison of the effi ciency of each set of patterns according to its own goals.

Epist2_3_05_Zamora.indd   200Epist2_3_05_Zamora.indd   200 14/7/06   08:42:2114/7/06   08:42:21



525

Science Studies and the
Theory of Games

Jesús P. Zamora Bonilla
Universidad Nacional de Educación a
Distancia and Fundación Urrutia
Elejalde (Spain)

Being scientiªc research a process of social interaction, this process can be
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1. The Game Theoretic Logic of Scientific Discovery
In this paper it is argued that some philosophically relevant aspects of sci-
ence can be illuminated by considering scientiªc research as a type of
game played by rational individuals. The main advantages that may derive
from this approach are the following: ªrst, two conceptions of science ap-
parently in deep conºict (rationalist epistemology and post-modern
constructivism) can be convincingly presented as complementary accounts of
a single but complex phenomenon; second, an epistemology more suitable
to be connected with questions about science policy can be developed; and
third, some powerful conceptual tools can be developed to attempt to a
more rigorous analysis of case studies and of epistemological problems.
Though some important efforts have been already made in the construc-
tion of a ‘game theoretic epistemology’ (GTE; see esp. Kitcher 1993, ch.
8), neither philosophers nor sociologists of science have paid too much at-
tention to them, perhaps because of the apparent difªculty in mastering
game theory’s formalisms. Hence, an essential goal of this paper will be to
‘publicise’ the basic concepts of GTE, both by showing their relevance to a
philosophical understanding of the social production of scientiªc knowl-
edge, and by analysing a famous case study with the help of game theory.

1.1. Scientists as players.
According to rational choice theory, when people have to make a sig-
niªcant choice, they reason about the advantages and disadvantages of
every option they can conceive, in order to select the one whose expected
net beneªt is the biggest. Nevertheless, as it is clear from everyday experi-
ence, making choices is a painful activity, and much of our social life is or-
ganised in such a way that only a limited number of alternatives are to be
taken into account each time, and only a limited number of criteria need
to be used in choosing among them; customs, rules and habits help us in
making that decisions become easier to make, often by moving us to a sa-
lient option almost without any conscious thinking. In spite of this, the
need to make hard choices is unavoidable in many cases, and rational
choice theory assumes that people’s decisions will ‘ultimately’ be consis-
tent with the most exhaustive fulªlment of their goals which is possible
given their knowledge of their circumstances, whatever these goals may
be. Matters become still more complicated when costs and beneªts do not
only depend on our own choice, but also on decisions taken by other indi-
viduals. The main complication arises because other people’s capacity of
making choices adds a lot more of uncertainty, not only because human
behaviour may be more difªcult to predict than other types of facts, but
because there is a problem of circularity: to know what choice is the best
one for me, I need to know what the other agents will do, but they will
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need to know my own decision before deciding what choices are the best
for them!

Economists call ‘games’ these situations of interdependence.1 This word
can be misleading, because many of those situations are far from being
amusing, and not every game demands such a type of strategic reasoning
by part of the players (e.g., solitaire, target shooting). However, ‘game
theory’ has become the sanctioned name for the investigation about what
rational people is expected to do when what each individual attains de-
pends on what somebody else does. Game theory’s most important idea is
that a necessary (but not sufªcient) condition for a social situation to be sta-
ble is that it corresponds to a Nash equilibrium. In a Nash equilibrium no-
body has an incentive to change her behaviour from what she is doing (i.e., nobody
has a better decision to make), given the decisions made by the rest. Game the-
ory’s basic assumption is that, if a situation were not a Nash equilibrium,
then somebody would soon discover that she might improve her situation
by changing her behaviour, and then the situation would change.2 This
solves the circularity problem because every chain of reasoning from the
choice of one individual to the best option for another always points to the
same result. As it is well known, the bad news are that in many cases more
than one set of decisions can be a Nash equilibrium. Game theorists have
made a big effort to ªnd out some stronger conditions to determine what
situation will be attained in such cases (e.g., Selten’s ‘subgame perfection’,
or Mayr’s ‘evolutionarily stable strategy’ concepts), but here I will keep
my discussion at a very elementary level, leaving for further work ques-
tions related to stronger equilibrium concepts. Some interesting philo-
sophical consequences follow just from the assumption that the regular in-
teractions of scientists must be Nash equilibria, as well as from the
possible existence of more than one equilibrium.

Classical theories of scientiªc method, from Bacon and Descartes to
Carnap and Popper, shared what we could call the ‘Robinson Crusoe ap-
proach to scientiªc method’, for they assumed that the rules of research
have to be explicated in such a way that, in principle, one single individual
could follow them, arriving necessarily to the same results a group of col-
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1. For details, readers are referred to any of the many available introductions to game
theory. Two books which offer clear discussions of the main philosophical and methodolog-
ical topics related to game theory are Binmore (1992) and Hargreaves Heap and Varoufakis
(1995); the last one can be particularly useful for those lacking a ªrm mathematical basis.

2. Or, as David Kreps puts it: if the players of a game have some clear way of playing it,
then it has to be a Nash equilibrium (Kreps 1990, pp. 30–1). This means that in game the-
ory we must acknowledge the possibility that players may ªnd no way of playing an equi-
librium, for example, if the context is too complicated. But, as I told at the beginning, the
role of social norms or customs can be understood as a way to make the situation simple
enough as to warrant that an equilibrium is devised and reached. See Bicchiere (2006).



laborating scientists would reach (although the latter would make it much
more quickly). This is true even in the case of Popper’s falsiªcationism,
for, even if competition between researchers may have a beneªcial
epistemic role by incentivating the performance of severe tests of the ri-
vals’ hypotheses, this is something that a ‘honest’ scientist should do by
herself with her own theories. Instead, sociologically oriented authors have
insisted in the essential role that cooperation and competition, trust as
well as strategic thinking, play in the everyday work of scientists, and par-
ticularly in the determination of what research episodes deserve to be taken as
‘discoveries’. Just to quote some prominent examples, Kuhn showed that a
researcher’s decisions are affected by how she thinks her ideas will be re-
ceived by the members of her community: if colleagues are very conªdent
in their ‘paradigm’, heterodox hypotheses will not be taken into account,
whereas if that conªdence has been weakened by the proliferation of
‘anomalies’, new ways of looking at things can be welcome; Bloor and
Shapin convincingly presented many scientiªc disputes as being part of
larger political quarrels, so that theories are accepted or rejected according
to what social interests they may serve to promote; Collins established
that a scientiªc ‘discovery’, understood as a social process, is coextensive
with the decisions about the existence of the discovered phenomenon;
Latour and Callon explicitly described scientiªc argumentation as a matter
of ‘alliance making’, and the process of looking for allies as one constituted
by concessions and threats; Knorr-Centina and Galison explained consen-
sus formation about experimental results as a continuous process of nego-
tiation, and so forth. Displaying an impressing amount of detailed empiri-
cal evidence, gathered through historical or ªeld case studies, some of
these authors have concluded (or have not avoided speaking in a language
that makes this conclusion inescapable) that what is taken as scientiªc
knowledge is ‘just’ a social construction,3 i.e., something resulting mainly
from the ‘negotiation’ between conºicting interests, with little or no con-
straining role left to nature itself.

Nevertheless, in spite of the frequent reference to ‘strategic’ or ‘entre-
preneurial’ behaviour by part of scientists, sociological explanations of sci-
ence have not included until now an explicit game-theoretic analysis of
those ‘negotiations’ and ‘conºicts’. Actually, those who have made a more
systematic effort in understanding scientiªc research as an interaction
between rational agents have been philosophers with a strong anti-
constructivist orientation, as David Hull, Alvin Goldman and Philip
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3. Among the cited authors, Galison would be the main exception. Many of the other
authors feel uncomfortable with an accusation of ‘relativism’, but it is very difªcult to in-
terpret many of their statements in a different way.



Kitcher.4 Their main contribution has been to show that a ªerce competi-
tion between recognition-seeking researchers does not entail per se that the
‘knowledge’ produced by them is of little epistemic value; rather on the
contrary, under some procedures for scientiªc merit attribution, compet-
ing scientists can be remarkably efªcient in the production of high-qual-
ity knowledge, and, as I have shown elsewhere (Zamora Bonilla 2002),
recognition-seekers may even have a preference for playing under epistem-
ically stringent rules, in order to make of science an interesting game to
play. As I will try to show here, this type of analysis is not a mere alterna-
tive to sociological or historical case studies; it is, rather, an unavoidable
step when you begin to think of scientists as intelligent agents who see
themselves as engaged in a web of social connections.

1.2. Scorekeeping in science.
What are, then, the basic elements in the game of science? My proposal is
to describe scientiªc research as a game of persuasion. That language is ex-
tremely important to science can hardly be denied. Authors as different as
Carnap and Latour would agree at least on this point, though for com-
pletely different reasons. My perspective is closer to Latour’s in the sense
that I will assume that interaction between researchers mostly takes place
through a constant examination and evaluation of what each other says or
writes, although I guess that scientists may agree to evaluate their col-
leagues’ ‘inscriptions’ (to use Latour’s word) by means of some criteria a
Carnap would not dislike too much. This does not mean, however, that
other things besides language are unimportant. Scientists also perform
non-verbal actions: they earn and spend money, organise meetings, per-
form experiments, and so on, though it is true as well that a big part of
these things is made by speaking or writing, that many of them are made
in expectation of what one or the others will say, and that people’s assertions
are usually more public (and easier for others to scrutinise) than their
actions.

That communication is central to the strategies of scientists is not only
consistent with a big part of the work in the sociology of science of the last
three decades, but is also close in spirit to some recent proposals in the
philosophy of language. I am referring particularly to Robert Brandom’s
inferentialism (Brandom 1994). According to this theory, what makes a se-
ries of noises or marks to count as an assertion is the chain of inferences the
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speech community takes as appropriate to make regarding that assertion,
inferences which essentially relate to the normative status that each partici-
pant in a conversation attributes to the others. For example, my saying
‘there is a cat on my roof’ can be taken as an assertion by my hearers if and
only if we share a set of normative inferential practices which allow them
to attribute to me, under speciªed circumstances, the ‘obligation’ of pre-
senting some relevant evidence from which that sentence can be derived,
as well as that of accepting the linguistic or practical consequences which,
together with other commitments I have made, follow from it. Using a
metaphor suggested by Wilfried Sellars, understanding an expression
would amount to mastering its role ‘in the game of giving and asking for
reasons’. It is important to mention that Brandom’s concept of ‘inference’
does not only cover moves from sentences to sentences, but also from ‘in-
puts’ of the language game (e.g. observations) to sentences, as well as
moves from sentences to ‘outputs’ of the game (e.g., actions).

The aspect of Brandom’s theory I want to emphasise here is that lin-
guistic practice takes place through each speaker ‘keeping score’ of the
commitments made by the others and of the actions allowed or com-
manded by those commitments, according to the inferential rules deªning
the language games which are possible within their speech community.
These inferential rules need not be explicit for the players: the only rele-
vant assumption is that they are able to recognise when a move in the lan-
guage game has been made ‘properly’ or ‘improperly’, and to respond ap-
propriately to the commitments they have made. In the case of science, I
suggest to consider the ‘inscriptions’ produced by a researcher as her set or
‘book’ of commitments (her ‘book’, for short). There is no need that every
such commitment amounts to the bare acceptance of a certain proposition
(say, A)5, for it is possible to make a variety of qualiªed (or ‘modalised’)
commitments, as ‘it seems likely that A’, ‘there is some evidence that A’,
‘A deserves some attention’, and so on. The game theoretic nature of scientiªc
research arises because each scientist’s payoff directly depends on what is ‘written’ on
the books of the other members of her community. This payoff is generated along
three interconnected channels, which I will call ‘internal score’, ‘external
score’, and ‘resource allocation mechanism’, all of which are determined by
several types of norms. These norms are social conventions, in the sense that
their existence amounts to their (explicit or tacit) acceptance by the mem-
bers of the relevant scientiªc community, who may also have the capacity
of contesting the norms and of making different interpretations of them.

The basic structure of the game is the following: in the ªrst place, any
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scientiªc community will have adopted (tacitly or explicitly, unanimously
or not)6 a set of methodological norms with which to assess the scientiªc value
of any set of commitments, and particularly, the appropriateness of each
inferential step from a given set of commitments to a new assertion or ac-
tion. The coherence of a researcher’s book with these norms (or, more pre-
cisely, the coherence her colleagues say it has) will determine the internal
score associated to that book. In the second place, and contrarily to the case
of everyday language games, in science many propositions are attached to
the name of a particular scientist, usually the ªrst one who proposed it;
one of the main rewards a scientist receives is associated to the fortune that
the theses (laws, models, experimental results, and the like) proposed by
her have in the books of her colleagues; this ‘fame’ is her external score. Put
in different words: a scientist’s internal score expresses basically her profes-
sional competence, whereas the external score expresses the authoritativeness of
the results advanced by her. I will call ‘global score’ the combination of
both elements. In the third place, the community will work with a set of
norms for resource allocation which will determine how much money, what
facilities, what work conditions, what assistants, and so on, each scientist
will be allotted, depending on her global score. Of course, behaviour
which is not appropriate according to the allocation rules will also make
downgrade a researcher’s internal score.

So viewed, the game of scientiªc research proceeds as follows. The
norms of her discipline tell each researcher what things can she do (or
must she do) in order to write a book with a high internal score; if she suc-
ceeds in this, she will count as a more or less ‘competent’ researcher. These
norms are about how to perform and report experiments, what formal
methods to employ and how, what types of inductive or deductive infer-
ences are appropriate, what styles of writing are acceptable, and so on. By
following these norms, she will end having committed herself to the ac-
ceptance of some propositions advanced by other colleagues, hence con-
tributing to their having a high external score. She will also have to pro-
nounce about the coherence of her colleagues’ commitments with the
methodological norms of the discipline, contributing to rising or lowering
their internal score. On the other hand, in order to get herself a high exter-
nal score, she has to take advantage of her colleagues’ being trying to at-
tain a high internal score: she has to be able of devising experiments, hy-
potheses, or models that, given the commitments her colleagues have already
made, and given the accepted methodological norms, these researchers would
probably suffer a severe reduction of their internal score if they refused to
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accept the former scientists’ proposal. Nevertheless, since one researcher’s
external score is dependent on the decisions of her colleagues, the effect of
one of her decisions on her external score will always be much more uncer-
tain than its expected effect on her internal score. Lastly, there may be
cases where the same strategy leading to a high internal score tends also to
improve the external score (as in Kuhn’s ‘normal science’), whereas in
other cases one will have to ‘break’ some rules (and hence probably getting
a lower internal score) in order to reach a result that may warrant a high
external score (as in Feyerabend’s ‘contrainduction’). All this simply means
that methodological norms are there to be used strategically.

1.3. Playing the game.
An open question in my description of the game is where do the scientiªc
norms of a research community come from. One possible answer is
consensualist: the members of a scientiªc community may collectively de-
cide under what rules to play the game, and this collective decision can
obviously be analysed from a game theoretic perspective. But other ap-
proaches are also possible. For example, according to an evolutionary point
of view, many ‘rules’ are simply the result of (nearly) unanimous commit-
ments made according to previous norms. Note, however, that the evolu-
tionary and the contractarian approaches are not incompatible: many
norms can have both types of justiªcation. Furthermore, seeing norms as a
type of commitment (i.e., as an entry in a scientist’s ‘book’) does not sup-
press the fundamental difference between ‘making an assertion’ and ‘assess-
ing the appropriateness of that assertion’ (which is what scientiªc rules are
for); it only means that ‘asserting that one accepts a given norm’ is some-
thing whose appropriateness can itself be judged by using other norms. In
the rest of the paper, however, I will not discuss again about the origin of
rules; instead, I shall put a different, and not less important question: to
what extent is it rational for individual scientists to obey the rules govern-
ing their research processes?

This question has received a different answer from rationalist philoso-
phers and functionalist sociologists, on the one hand, and from relativist
philosophers and social constructivists, on the other hand. The game theo-
retic perspective allows to see why both answers are problematic. In the
ªrst place, the traditional ‘rationalist’ point of view may have been that
the cognitive virtues of a given scientiªc rule are a sufªcient reason for indi-
vidual scientists to conform to the use of that rule. The problem is, of
course, that disobedience may sometimes provide some obvious advan-
tages, particularly if the chances of not being discovered are high. I can
manipulate experimental results, or fail to put enough effort into my
work, or fail to disclose some information the norms command to publish,
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and so on. The sociological literature is full with case studies showing how
scientists ‘misbehave’, at least according to the rules they (scientists)
preach, not to say regarding the rules preached by the philosophers.7 The
persistence of an institution like science, where most things depend on the
trust people put on other people’s assertions, demands, however, that this
misconduct is severely limited, and, surprisingly, science seems to attain
this goal rather well even in the absence of something like a ‘police’ or a
‘judicial system’.

In the second place, a typical ‘constructivist’ attitude towards scientiªc
norms has been to take them either as mere rhetorical devices, or as mech-
anisms for beneªting some privileged group. In this case the problem is
that, although this approach can explain why some people may have an in-
terest in proposing some norms, it does not explain why the other people,
knowing that the norms are just rhetorical strategies for defending the in-
terests of others, actually obey these norms. Stated in game-theoretic terms:
the situation in which some group ‘imposes’ a norm to a bigger collective
clearly fails to satisfy the condition for being a Nash equilibrium, for the
rational thing to do for those people for which the norm is harmful would
be to disobey it, particularly if they grossly outnumber the other group.
Actually, a system of norms will be stable only if it constitutes a Nash
equilibrium, i. e., only if, under the assumption that the others are obey-
ing the norms, anyone’s best option is also to obey. For example, given
that most people speak a certain language in a country, it will be in my,
and every other’s interest to do the same; given that judges and policemen
do efªciently their work according to the prevailing civil and criminal
laws, it will be in my and their interest to obey these. As it is clearly shown
in this example, when ‘obeying certain norms’ includes ‘punishing those
who do not obey’, general compliance with the rules can be expected (cf.
Axelrod (1984), Elster (1989)). In the case of science, this reºects in the
fact that a researcher’s book is permanently being evaluated by other col-
leagues in their respective books, which are evaluated by other scientists,
and so on; for example, I will be punished if my model violates the law of
energy conservation, but also if I fail to criticise a colleague whose model
(which I may be using or discussing) makes this mistake. So, the fact that
a norm is followed by most of my colleagues makes disobedience very
costly for me.

The question is, hence, whether the mechanism of mutual check de-
scribed in section 1.2 is strong enough for deterring researchers from sys-
tematically disobeying the prevailing rules. If the answer were ‘no’, so
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that researchers faced permanently a ‘prisoner dilemma’ when deciding
whether to obey the norms,8 then either the public trust in scientiªc re-
sults would be much more fragile than what is usually presumed by the
scientistic rhetoric, or the apparent stability of so many portions of scien-
tiªc knowledge would just be based on scientists’ exceptional honesty. I
hope, however, that the toy model presented in this section opens a possi-
bility for avoiding those conclusions. The model must not be understood
as a description of empirical cases, but just as a kind of ‘how possibly’ ar-
gument, intended to show that in a community playing a game similar to the
one described in the past section, it is reasonable to expect that the norms will not be
disobeyed ‘too often’.

Let f be the frequency with which a researcher disobeys the norms, and
suppose, for simplicity, that all infringements are equally important (if
this is not the case, then f can be alternatively interpreted as a normalised
average of an individual’s infringements). Let ui(f) ( 0) be the utility re-
ceived by scientist i if she disobeys the norms with frequency f and is not
discovered, and let � vi(f) ( 0) the disutility she gets if discovered and
hence punished. The probability of being discovered (pi(f)) is an increasing
function of f. An individual’s expected utility from disobeying the norms
with frequency f will hence be EUi(f) (1 pi(f))ui(f) pi(f)vi(f), and
the optimum infringement frequency for her will correspond to that value
of f which maximises EUi(f). On the other hand, it is reasonable to assume
that an individual’s utility also depends on the frequency with which the
norms are disobeyed by other researchers: the more frequently norms are
infringed by your colleagues, the less utility will you get from the same
action, so that, in principle, a situation where f is low for all is better for
everyone than a situation where f is high for all. The question is whether,
in the equilibrium, the f ‘s will be ‘high’ or ‘low’. In order to answer this
question, I will add some simpliªcations. First, suppose that pi(f) is just
equal to f (i.e., the probability of being discovered is the same as your fre-
quency of infringement). Second, assume that ui(f) and vi(f) are linear
functions of f; in particular, ui(f) ai bif, and vi(f) cif (with ai, bi, ci

0; these coefªcients may be different for each researcher, for these may
have different opportunities or abilities for engaging in successful in-
fringement of norms; for simplicity, I will omit the subindex i when no
confusion can arise). Lastly, i’s utility will also depend on the average fre-
quency of infringement within the rest of her community, f, so that u(f,f)

(1 f)(a bf) (i.e., even if i’s infringements are not discovered, she gets
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a null utility if norms are always disobeyed by her colleagues), whereas v(f)
does not depend on f (i.e., she will be equally punished by her infringe-
ments, independently of how frequently her colleagues disobey the norms;
since ‘punishment’ basically consists in depriving you from some re-
sources, your colleagues will always be interested in ‘punishing’ you as
soon you give them a chance).

The ‘solution’ of this game is expressed in the following theorem (the
proof is given in the appendix; f*i(x) is the optimal frequency of infringe-
ment for scientist i when the average infringement frequency is x):

(i) There is only one Nash equilibrium. It occurs when the aver-
age frequency e of disobedience is such that the average of all
the fi

*(e) equals e.

(1)

(ii) e (b a)/(2b c) 1
2.

(iii) This equilibrium is stable.

The good news are that a stable equilibrium exists (the game must be
played in a coherent way, and only in that way), and that mispractices are
‘limited’: the more valuable are the advantages you have from obeying the
norms (a), and the more severe is the punishment from disobeying them
(c), the less average infringement there will be in the equilibrium. The bad
news are, of course, that some positive degree of infringement will always
exist (save if a b for all researchers), but it wouldn’t have been realistic to
expect that real scientiªc communities are ‘perfect’.

2. Sociology of Science and Its Rational Reconstructions

2.1. Looking for Nash equilibria in case studies.
In this second part of the paper I will defend a particular, and not too
costly way, in which the game-theoretic approach to science can be put to
use. I hope it may give rise to a number of works allowing us to better un-
derstand examples of scientiªc practice, and to make a normative assess-
ment of case studies. The idea is very simple. First, we can take any paper
or book which describes a research episode, and try to extract from it the
goals or preferences of each relevant actor (scientists and non-scientists), the
options we can reasonably think they believed to have, and ªnally, the re-
sults they could expect for each possible combination of decisions. This
amounts simply to formally reconstruct the episode under the form of a
strategic game. Second, we can try to see, for each actor, whether her actual
decisions were the best ones from the point of view of her own goals, given the
actions of the other agents. This amounts to checking whether the actual
history of the episode was a Nash equilibrium. If the answer to the second
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question were ‘no’ for at least one of the actors, then we would have to
make a reasoned choice among the following four options:

a) our game-theoretic reconstruction of the sociological or historical de-
scription of the episode is ºawed; we will surely have to pay more at-
tention to some details;

b) our reconstruction is all right, but the initial sociological or historical
description of the episode was not correct: either the goals, the op-
tions, or the choices of some researchers were not exactly as pre-
sented in that case study;

c) both our reconstruction and the original description of the episode
are all right, but at least one participant was behaving irrationally (i.e.,
she was not wise enough to determine which was the best option for
her, and to act accordingly); and

d) the original description, our reconstruction of it, and the behaviour
of the participants, are all of them all right, but some convincing
reasons can be given for why an outcome which is not an equilib-
rium can be ‘reasonable’ in this case.

On the other hand, if the answer to our question is ‘yes’ for every actor,
the new questions will be whether other different equilibria were possible, and
(if this was the case) why the actual equilibrium was obtained instead of others.
This question is particularly relevant if we are able of showing that one of
the other equilibria would have been more beneªcial for every, or for most
of the people engaged, or from any other normative point of view. In par-
ticular, we may add to the goals of those agents the values and preferences
of any other people whose point of view we freely decide to take as relevant
although they were not actual players of the game (for example, some ‘op-
pressed group’, or ‘the average citizen’, when we can make a deªnite sense
of that expression, or ‘the epistemologist we are’, if what we want is to
make a cognitive evaluation of the research process), and see whether the
outcome of the game has been ‘beneªcial’ for those other agents or not. I
think this would really be the most important advantage of these recon-
structions, for this strategy would simply force ‘science studies’ to assert
explicitly in what a sense the actual course of a research episode has been
‘good’ or ‘bad’ for exactly what people, and, more importantly, how would
it have been better, what decisions the agents engaged in the episode should
have taken in order to produce the most beneªcial outcome from the type
of values we have decided to put forward. This would lead us to suggest
mechanisms that might have changed the structure of the game in such a
way that our ‘privileged’ values would have been beneªted. Of course, this
would not be an ‘objective’ evaluation, for an evaluation is always made
according to somebody’s values, but the game-theoretic strategy does not
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force us to be ‘objective’ in a transcendental sense, only to be explicit
about the point of view from which we are making our assessments. In the
next subsection I will exemplify this game theoretic approach by offering
a simpliªed reconstruction of a famous case study analysed by Bruno
Latour. It must be understood that mine is not directly a reconstruction of
the historical events Latour refers to (if this expression means something
at all from Latour’s perspective), but just of his own actor-network-theo-
retic reconstruction of it.

2.2. The École des Mines game.
The ‘actor-network theory’ developed by Michel Callon and Bruno Latour,
with its insistence on the essential role of ‘negotiations’ between different
actors, is perhaps the sociological approach that can more easily be trans-
lated into the conceptual framework of game theory. Furthermore, this
translation will show that many of those authors’ most radical assertions
can be understood, as they have many times declared, in a way that makes
them very close to common sense. The case I have chosen is Latour’s study
of Frédéric Joliot’s attempts to build an atomic reactor by the end of the
30’s (Latour 1999, ch. 3), in which two basic ideas of ‘actor-network’ the-
ory are clearly exempliªed: the phenomenon of the mutual ‘translation’ of
the interests of different agents, and the thesis that humans and non-hu-
mans play not too different a role in the construction of scientiªc knowl-
edge (so that both can be placed under the single category of ‘actants’). In
both cases I will try to show that these ideas admit a natural game theo-
retic explanation.

Latour deªnes the concept of translation as referring “to all the displace-
ments through other actors whose mediation in indispensable for any ac-
tion to occur ( . . . ); chains of translation refer to the work through which
actors modify, displace, and translate their various and contradictory inter-
ests” (1999, 311). As I understand it, this notion reºects the fact that,
contrarily to some simplistic descriptions of scientiªc activity, the connec-
tion between the goals of a researcher and the means she can use is never
(or not usually) a direct one, but needs to be constructed through a contin-
uous negotiation with other people who are simultaneously pursuing their
own goals. In its turn, the notion of an actant, as applied to non-humans,
refers to the fact that these are not something whose behaviour can be
taken for granted before the research begins, but which ‘emerge’ in this
process through the series of trials to which they are subjected. Regarding
our case study, two signiªcant goals of the (human) actors considered by
Latour are, roughly put, Joliot’s desire of being the ªrst in attaining a con-
trolled chain-reaction (and, amongst other things, a Nobel prize thanks to
that), and the then French Minister of Armaments, Raoul Dautry, who at-
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tempted to build a powerful weapon for promoting France military inde-
pendence. Both actors were placed in a position were an arrangement be-
tween them was possible, but, as in most bargainings, both have to give
up something, redeªning and changing some of their goals during the
course of the negotiation. As Latour puts it (p. 88),

when Joliot met Dautry he did not particularly try to change
Dautry’s goal, but to position his own project in such a way that
Dautry would see the nuclear chain reaction as the fastest and most
certain way of achieving national independence . . . This transaction
is not of a commercial nature. For Joliot is not a question of selling
nuclear ªssion, since it doesn’t even exist yet . . . Both men believe
that, since it is impossible for either to achieve his goal directly, po-
litical and scientiªc purity are in vain, and that it will thus be best
to negotiate an arrangement that modiªes the relation between
their two original goals.

The operation of translation consists of combining two hitherto
different interests . . . to form a single composite goal . . . Neither
of the parties . . . will be able to arrive at exactly his original goal.
There is a drift, a slippage, a displacement, which, depending on
the case, may be tiny or inªnitely large.

Besides the naiveté of assuming that, for an arrangement to be a ‘com-
mercial’ one, the good which is sold must already exist, the ‘economic’ na-
ture of the negotiation between Joliot and Dautry is transparent, since
they are simply exploiting ‘the gains from trade’: each one can do some-
thing that can beneªt the other, and both are better off after the exchange
than before—or so they expect by the time the arrangement is being
made—, in spite of having had to renounce to something (Dautry gave up
lots of valuable resources, and risked that Joliot did not put as much effort
in building the bomb as the former wanted; Joliot had to reorder his own
research priorities, and had to tolerate other intromissions by the mili-
tary). The arrangement between both actors could be reconstructed in a
very simpliªed way as in the game depicted in sequential form in ªg. 1. In
the ªrst place, Dautry has two options: to fund Joiliot’s project (F), or not
(N). If he funds it, then Joliot has also two options: to change his priorities
and investigate ªrst about the chances of building the bomb (B), or to de-
velop just his ªrst plan about the controlled chain-reaction (C). Assuming
that Dautry will have the chance of monitoring to some degree what
Joliot is doing, the Minister has again a couple of options later on: to keep
on with the funding (K), or to stop it (S). The numbers associated to the
outcomes simply reºect the order of preferences of each actor (ªrst,
Dautry; second, Joliot), assigning arbitrarily the level 0 for the case where
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no funding is given. The game is solved by ‘backwards induction’: think-
ing, at each ªnal node, what would be preferred by the agent who is
choosing at that point, eliminating the options not preferred (these op-
tions are crossed in Figure 1.a), and putting the same question at the pre-
vious nodes. The solution, and hence the equilibrium of the game (thick
arrows), is when Dautry funds Joliot, Joliot makes the research preferred
by Dautry, and Dautry keeps on funding Joliot.

In Figure 2 the game is represented in strategic form. The strategies of
Joliot are B and C, and those of Dautry have the form ‘fund, keep on fund-
ing if Joliot chooses B, and stop if he chooses C’ (FKS), ‘fund, stop if he
chooses B and keep on if he chooses C’ (FSK), ‘fund, and keep on no mat-
ter what he chooses’ (FKK), ‘fund, and stop no matter what he chooses’
(FSS), and ªnally, not fund (N).9 The solution appears more clearly here as
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the only Nash equilibrium of the game, for B (adjusting to Dautry’s plans)
is the best strategy for Joliot if Dautry chooses FKS (funding Joliot, and
keeping on funding if and only if Joliot has chosen B), and this is the best
strategy for Dautry if Joliot chooses B.

Of course, this game is extremely simpliªed, and is not faithful to the
large amount of detailed decisions which the actors involved had to make,
nor to the presence of other relevant actors; but my aim here is just to
show how a plausible reconstruction could look like, and how it can illu-
minate some important aspects of actor-network theory. For example, the
fact that, in a ‘translation’, no one of the actors can usually reach his most
preferred option: for Joliot this is shown by the fact that the best outcome
would be where Dautry funds him and he could carry out his own original
plans (i.e., when Dautry chooses F and K, and Joliot chooses C), whereas
for Dautry, the option he reaches in the equilibrium of the game is the
best among those available in the game, but he would have preferred to at-
tain his goals while keeping the resources given to Joliot (reaching a util-
ity level of 2, say). Another important aspect of the translation concept is,
however, not as clearly represented in my example: it is the communication
process which allows each actor to know most of the options available to the
others. This, nevertheless, could in part be analysed as a previous game, in
which each agent has to decide what information to reveal regarding the

540 Science Studies and the Theory of Games

sen in one part of a strategy precludes reaching some other points. In our case, however, all
those strategies give the same pay-off for both players (0,0), and the solution of the game
does not change if we reduce all of them to the strategy N of the ªfth column in ªg. 1.b.

Figure 2.



possibilities and opportunities he knows or he has conceived, the problems
associated to them, and so on.

Other assertions of actor-network theorists are shown to have a shakier
basis. For example, the game-theoretic reconstruction makes us see that,
when we think in terms of preferences instead of goals, the aims of the agents
do not really ‘change’ through the negotiation with others (save, perhaps,
when radically new opportunities are conceived or communicated). What
really happens is that, being the payoffs obtained by each player depend-
ent on the decisions made by the others, one can not simply pick up ‘di-
rectly’ her favourite option, but has to enter a process of strategic thinking
and negotiation. The result of this is not ‘a new goal’ formed by the com-
bination of the goals of the agents, but the outcome of a combination of
choices, an outcome which will be placed, if the agents are rational, in a not
too low rank in their orders of preferences. Regarding Latour’s insistence
in that the result of these translations is a mix of ‘scientiªc’ and ‘non-
scientiªc’ goals, which can not be isolated or puriªed, the game theoretic
reconstruction divides this ‘mixing’ into two different aspects: ªrst, the
outcome of a game is determined by the preferences of all the players, be
they scientists or not, although these preferences are not ‘mixed’; and sec-
ond, talking about preferences instead of about goals makes it clearer that
all agents, scientists included, will assess each possible outcome according
to a combination of criteria, some of them ‘epistemic’, some of them ‘eco-
nomic’, some of them ‘politic’, and so on. I shall return to this question
below.

With respect to the notion of ‘actants’, a game theoretic translation also
shows transparently what is sensible (even common-sensible), and what is
just a fasson de parler in the thesis that scientists have to ‘negotiate’ with
‘non-humans’ in the same sense in which they have to negotiate with other
people. In Joliot’s example, he attempted, amongst a myriad of other
things, to measure the number of neutrons which were produced in each
nuclear disintegration, and to develop a physical mechanism which can
serve to control the chain-reaction. According to Latour,

Joliot’s labours could not of course be conªned to ministerial
ofªces. Having gained his laboratory, he now had to go and negoti-
ate with the neutrons themselves. Was it one thing to persuade a minis-
ter to provide a stock of graphite, and quite another to persuade a
neutron to slow down enough to hit a uranium atom so as to pro-
vide three more neutrons? Yes and no. For Joliot it wasn’t very dif-
ferent . . . Containing the minister and the neutrons in the same
project, keeping them acting and keeping them under discipline,
were not really distinct tasks. He needed them both (pp. 89–90).
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Besides the truism that both factors were necessary for the project, and
even besides the similarities between ‘negotiating with the minister’ and
‘negotiating with the neutrons’, it is also true that signiªcant differences
exist between both things, differences which can deeply affect our
epistemological consequences. Figure 3 shows a simpliªed game Joliot
might be playing ‘against’ the neutrons (which, in a more realistic recon-
struction, will be a part of a bigger game where other human and non-hu-
man players also intervene). Joliot would have in the ªrst place two op-
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tions, which are to construct the chain reactor without attempting to
measure ªrst the number of neutrons produced per atomic disintegration
(N), or to make this measure before constructing the reactor (M). To sim-
plify, imagine that, before making the measure, he considered only two
possibilities regarding the behaviour of neutrons: ‘high number’ (H) with
probability p and ‘low number’ (L) with probability 1 p; each one of
these possibilities would demand two different types of mechanisms for
the reactor. If Joliot chooses the option N, then he can either plan to build
a reactor adapted for the possibility H (let call this option A), or one
adapted for L (B). If he chooses the option M (i.e., making the measure
ªrst), then ‘nature’ will ‘select’ H or L, and then Joliot will choose between
A and B, now knowing for certain whether the reactor will ‘work’ (obvi-
ously, this is a simpliªcation, for new sources of uncertainty will arise in
real, more complicated cases). The ªnal pay-offs that can be expected be-
fore taking any decisions are the following (again, numbers only indicate
the order of preference): 3, if a ‘good’ reactor is built without having the
cost of measuring the number of neutrons ªrst; 2, if a ‘good’ reactor is
built, but incurring the costs of measuring; 1, if a ‘bad’ reactor is build,
but having saved the costs of measuring neutrons; and 0, if the reactor is
‘bad’, and the measure has also been made. What the most desirable op-
tion is at the ªrst node will depend on Joliot’s estimation of the probabil-
ity p, and of the precise levels of preference attached to each possible re-
sult.10

The fundamental difference between the games in ªgures 1 and 3 is the
fact that, whereas in ªg. 1 the preferences of Dautry were essential to deter-
mine the equilibrium of the game, now the player called ‘nature’ has no pref-
erences at all, nor any capacity to decide what to do at the nodes correspond-
ing to it. This entails that Joliot can not expect, e.g., that the ‘choices’ of
nature in the lower part of ªg. 3 are inºuenced by nature’s expectations
about Joliot’s own choices afterwards, as Dautry expected that Joliot’s
choices in the upper part of ªg. 1 were inºuenced by Joliot’s beliefs about
what decisions could make Dautry in the last nodes. In other words, non-
humans can not behave strategically, nor can humans play strategically ‘against’
them (except, perhaps, in the case of some living beings; but, even in this
case, the equilibrium of the game, when several of them are possible, can-
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10. Let a u(3) (i.e., the utility of reaching a result ordered with the number 3), b
u(2), c u(1) and d u(0), such that a b c d. In this case, at the second node of the
upper line, A will be preferable to B if and only if p 1

2 (if p 1
2, then A and B will give

the same expected utility); at the ªrst node, it can be proved that, if p 1
2, then N will be

better than M if and only if (b c)/(a b) p/(1 p), and if p 1
2, then N will be

better than M if and only if (b c)/(a b) (1 p)/p. If p 1
2, then N is better than M

if and only if a b b c.



not be selected by a previous process of communication with them, which is
essentially what a negotiation amounts to). The hard job for Joliot regard-
ing his ‘negotiation’ with neutrons is getting an objective estimation of the
probabilities of each possible outcome of nature’s ‘choices’, whereas in the
negotiation with the minister the main problem for Joliot was rather that
of seeing the situation from the point of view of Dautry, as well as that of
what information to provide to him during the communication process.
Of course, an essential part of Joliot’s job, as well as of any other scientist,
is to make things behave in a desired way, but, contrarily to what we can
make with other people, this can not be done by ‘persuading’ those things,
but only by manipulating them, ªnding out how they regularly react under
several circumstances (by the way, conceiving what of these circum-
stances—or ‘trials’—can be most useful for the humans’ interests is one of
the most difªcult tasks for a scientist). In discovering the best possible
way of playing a game like that of ªg. 3, Joliot will have to strive for get-
ting true knowledge about the behaviour of things, i.e., for having a repre-
sentation as accurate as possible of the probabilities with which some em-
pirically testable events may happen under certain circumstances, since
this will be the only way in which the interests of Joliot in that game may
be satisªed, whatever these interests are. On the contrary, in a game like
that of ªg. 1 (or, by the way, in a more realistic game, where both humans
and non-humans take part), Joliot will not only have to ªgure out what
decisions can Dautry or the other human players make, but will also have
to persuade them of making certain choices on their turn, instead of other
choices they might make.

Nothing in the stories told by Latour about how these ‘trials’ are made
to succeed entails that the process departs an inch from the ideas of, say,
Hempel or Popper about the empirical testing of hypotheses, save, per-
haps, by Latour’s insistence in the role of experiments as tools of persuasion.
So, even if scientists can not behave strategically with respect to non-hu-
mans, they can take into account, when playing ‘against nature’, strategic
reasons which have to do with the possible decisions of other humans who
are playing in the same game; for example, Joliot may have preferred to
carry out a particular experiment (which is a game against nature) instead
of others, because he expected that its results would more easily ‘force’
their colleagues to accept certain facts. Nevertheless, the proponents of ac-
tor-network theory have not provided a convincing explanation of why are
the colleagues persuaded by certain experiments more likely than by others (instead
of, for example, systematically rejecting to be persuaded by any argu-
ment). This is just the problem we met at the end of section 1.2, and one
for which the only solution I think can work is—as I argued there—to as-
sume that the members of a scientiªc community have agreed (tacitly at
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least) to play the persuasion game according to a more or less deªnite set
of methodological rules, an agreement which has to have the property of
being self-enforceable (or self-enforceable ‘enough’, as in section 1.3). If
this view is right, one of the main questions for future research in the soci-
ology of scientiªc knowledge would be the following: how exactly do the
(‘social’ or ‘epistemic’) interests and preferences of individual scientists lead these to
accept, not just the truth of certain hypotheses or theories, but, more importantly, the
validity of certain methods? Surely, both empirical and game-theoretical re-
search will be essential for ªnding a convincing answer to this question.

3. Fact Making Games.
In this ªnal section I will present a game theoretic model of the way a re-
search community reaches a certain degree of consensus about what propo-
sitions must be accepted in its area. Stated in other way: I will try to show
how the ‘construction of a scientiªc fact’ arises as the outcome of a game
theoretic equilibrium. ‘Consensus’ is not employed here to refer to the
unanimous acceptance or rejection of a thesis, but as a matter of degree,
i.e., just as an indication of which members of the community accept the
thesis and which ones reject it.

Since any proposition will have been proposed by some researcher, a
pertinent ªrst question is why has she publicly proposed this proposition instead
of other (from the set of statements she is able to conceive). According to
the approach developed in this paper, an obvious answer is that she will
propose a certain statement expecting to get a high external score thanks
to it, i.e., according to the expectation she has that her colleagues will ac-
cept it, given how strongly they are committed to the prevailing method-
ological norms, and given the facts they have already accepted (for those norms
may command to accept a certain proposition if it is shown to be in certain
relations with those facts). Hence, the wider is the consensus about the va-
lidity of a certain fact F, the stronger is the incentive of any scientist to in-
vent a hypothesis H for which F can be taken as a reason (i.e., such that
the ‘inference’ from F—and other accepted facts—to H is appropriate ac-
cording to the community’s methodological norms). This will make the
scientist to accept F as well, since proposing H without accepting F will
tend to reduce her internal score.

On the other hand, if she happens to invent a theory that the method-
ological norms command to reject in the face of some commonly accepted
facts, that theory will not be accepted unless she manages to persuade her
colleagues that these facts are not acceptable, but this will only be possible
if she shows that other commonly accepted propositions command to reject
those ones which are problematic for her theory. This strategy will have a
cost for our scientist, since she will have to devote time and effort to
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ªnding out the needed arguments and facts. In a nutshell, the more accepted
is a fact within your scientiªc community, the stronger your incentive will be for ac-
cepting it, other things being equal.11 After all, when scientists compete for the
resolution of a problem, they must basically agree on what the problem is,
and this is just impossible without agreeing at least about some facts.

3.1. Individual decisions.
Let N be a group of researchers competing for the discovery of some as-
pects of the world. We will take any subset A of N as the set of scientists
who are accepting an empirical fact E which is relevant for their research.
For the reasons just offered, the bigger is the set of scientists which accept
E, the more interesting it will be for any member of N to accept it. We
can formally represent this assumption as follows (‘ui(X)’ represents re-
searcher i’s expected utility if X is the set of researchers accepting E):

Suppose A ⊆ B. Then, (2)

(a) if i ∈ A, then ui(A) ≤ ui(B)
(b) if i ∉ B, then ui(B) ≤ ui(A).

The utility level ui(A) will also depend on the epistemic value that E has
for i, that is, on the relation E has with other propositions i has accepted,
as well as on other properties E has for i from the cognitive point of view.
This factor will be considered again in the next section. By the moment, I
will assume that the epistemic value of E is ªxed (though not necessarily
identical) for every researcher.

We can now deªne the reaction set of A as the set of researchers who
would prefer to accept E, rather than not accepting it, if it were accepted
just by the members of A. Formally:

r(A) � {i / ui(A i) ≤ ui(A i)} (3)

Note that, if i ∈ A, she will belong to r(A) if and only if ui(A i) ≤
ui(A), whereas, if i ∉ A, she will belong to r(A) if and only if ui(A) ≤
ui(A i).12

Since the expected utility of every researcher does not only depend on
her own decision, but also on the decisions taken by the rest, we can ex-
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11. Brock and Durlauf (1999) and Zamora Bonilla (1999) present two models in which
scientists only take into account the number of colleagues accepting each proposition,
though not who these colleagues are.

12. The proofs become more complicated if it is possible that ui(A) � ui(B) for some i,
A and B. In (3) it is tacitly assumed that, if ui(A 1) � ui(A i), i will prefer to accept the
fact rather than not, but other mechanisms can be imagined.



pect that the actually observed situations will be those which are Nash
equilibria, i. e., those where every scientist is making her best possible
choice given the choices made by her colleagues. These equilibria can be
described by the following simple condition:

A Nash equilibrium is a subset A ⊆ N, such that A � r(A). (4)

This simply means that A is an equilibrium if and only if, given that
the members of A accept E, and the other scientists reject it, neither those
accepting the fact E would prefer to reject it, nor those rejecting it would
prefer to accept it. In order to examine the possible existence and the
properties of these equilibria, the following two results are useful (the
proofs are in the appendix):

If A ⊆ B, then r(A) ⊆ r(B). (5)

If there is a set A such that A ⊆ r(A), or such that r(A) ⊆ A,
then there is at least one Nash equilibrium.

(6)

The following theorems express the existence and fundamental proper-
ties of the equilibria:

There is at least one Nash equilibrium. (7)

Proof: It derives directly from (6), since ⊆ r( ) and r(N) ⊆ N. ▫

There can be more than one equilibrium. (8)

Proof: Table 1 exempliªes this possibility, for in that case the sets
marked with an asterisk (∅ and {a, b}) are equilibria. ▫

13
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13. The numbers in the cells are the utility levels associated by each researcher—the
third ªrst rows—to each possible consensus—columns—. Readers can check that these
utility assignments satisfy (2). The last row gives the reaction set for each possible consen-

Table 1.

X

Player

∅* a b c ab* ac bc abc

a 4 1 2 2 3 3 1 5
b 4 2 1 2 3 1 3 5
c 7 6 6 1 5 2 3 4
r(X) ∅ b a ab ab ab ab ab



There can be Pareto inefªcient equilibria. (9)

Proof: In table 1, the equilibrium {a, b} is Pareto inefªcient, for
every researcher prefers ∅ to {a, b}. ▫

(a) There can be a set A such that, for every n, rn(A) is not an
equilibrium.

(10)

(b) If this is the case, then for some n, m, rn(A) � rn m(A) �
rn 2m(A) � . . .

Proof: For (a), in table 1 we have that r({a}) � {b}, whereas r({b}) �
{a}. This entails that, if n is an odd number, rn({a}) � {b}, and if n
is an even number, rn({a}) � {a}, and the opposite for {b}. So, start-
ing either from {a} or from {b}, no equilibrium is attained through
the dynamics induced by function r. For (b), the proof is direct tak-
ing into account that N is ªnite, so, the series r1(A), r2(A), . . . ,
must form a cycle. ▫

3.2. Collective decisions.
Our three last results have negative implications for the traditional

ideas about the objectivity of science, and they can be seen as a game-theo-
retic translation of several constructivist thesis which are popular within
science studies. Theorem (8) can be seen as a radicalisation of the underde-
termination thesis, for it tells that the actual consensus about a scientiªc
fact could have been different, not only under the same amount of empiri-
cal information possessed by every researcher, but also under the same at-
tributions of authority among the members of a scientiªc discipline. Ba-
sically, the actual equilibrium consensus on E will depend on which was
the equilibrium before the new empirical information was added (as we
will see in section 3.3); so, the possibility shown in this theorem can be
expressed by the lemma ‘history matters’. Theorem (9) indicates that a com-
munity may reach a particular consensus even if all of its members would
have preferred another one. For example, in table 1, the three researchers
are not very persuaded about the presumed fact, and particularly c is very
unpersuaded (she would not accept E in any case), but both a and b can be
accepting it just because the other has accepted it. I propose to call this
possibility ‘the naked emperor effect’. Lastly, (10) asserts that it is even possi-
ble that no equilibrium consensus is attained, but the research community
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sus, in the following way: for subset X (column) and scientist i (row), we check whether i
gets a higher utility from X than from X i, if i X, or whether she gets a higher utility
from X i than from X, if i X; if the answer is ‘yes’, then i belongs to r(X); the argument
is then repeated for each scientist.



is instead permanently oscillating between several non-equilibrium situa-
tions; this can be called ‘the sidewalk crossing effect’.

The good news for friends of rationality is that these negative conclu-
sions can be counteracted by the addition of new empirical information, as
well as by the possibility of collective choices, i. e., decisions made through
the agreement of a set of researchers, or a ‘coalition’, not necessarily equal
to the full community. I shall examine in the ªrst place the effect of coali-
tions.

(a) If there is a cycle A1, A2 (� r(A1)), . . . , An (� r(An-1)), A1 (�
r(An)), then there are sets B [⊆ ∩ (1≤j≤ n)Aj] and C [⊇ ∪(1≤j≤n)Aj],
such that B and C are equilibria and can be reached by the
collective choice of the members of (∪(1≤j≤n)Aj) � (∩(1≤j≤n)Aj).

(11)

(b) In this case, for every i ∈ (∪(1≤j≤n)Aj) � (∩ (1≤j≤n)Aj), it happens
that ui(B) ≤ ui(Aj) (for all Aj such that i ∉ Aj, and for all or Aj

such that i ∉ r(Aj)), and ui(C) ≤ ui(Aj) (for all Aj such that i ∈
Aj, and for all Aj such that i ∈ r(Aj)).

This theorem shows that, in principle, cycles can be avoided by means
of the making of (not necessarily unanimous) collective decisions: the
‘doubting’ researchers, i.e., those who accept the fact at some point in the
cycle but not at all points, may form a coalition and decide simultaneously
either to accept or to reject it. The ªrst decision will lead the community
to a new equilibrium (C), at which all the scientists who accepted the fact
at some point of the cycle will be better than in those cases where they
were accepting it or were willing to accept it. The second decision will
lead to an equilibrium (B) which is included into the set of scientists who
accepted the fact at all the points of the cycle, and which all researchers
taking part in the cycle prefer it to the cases when they did not accept E,
or were not willing to accept it. Unfortunately, from (11) it does not auto-
matically follow that scientists will actually be interested in forming such
a coalition, for some of them may prefer equilibrium B, and others equi-
librium C, and perhaps no agreement is possible between both groups.
Nevertheless, the possibility that coordination serves to avoid ‘sidewalk
crossing’ suggests that this phenomenon will not be very common in sci-
ence. The next theorem refers to the way that coalition formation can
avoid the presence of the ‘naked emperor effect’.

If there is an inefªcient equilibrium A, then there will also be an
efªcient equilibrium B which can be reached from A by means
of a collective choice.

(12)

This result can serve as a counterargument to the idea that the ‘negoti-
ated’ character of scientiªc facts entails that they are not ‘objective’, at
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least in the sense of their acceptance not being consistent with sound
methodological criteria. Rather on the contrary, it is precisely the ability to
negotiate a collective decision what allows the scientiªc community to avoid inef-
ªcient equilibria. We must take into account that your getting a low level
of utility may be due to a small chance of getting your theories accepted (a
low expected value for your external score), and also to a bigger difªculty
in fulªlling the chosen methodological criteria while defending a proposi-
tion (a low expected value for your internal score). Efforts for attaining a
high external score constitute a very competitive (‘zero-sum’) game, since
in the race for discovery ‘the winner takes it all’. Hence it is very unlikely
that, if all or almost all scientists’ utilities may increase by passing from an
equilibrium to another, this could be explained by an increment in every
scientist’s chance of getting a higher external score. It is much more likely
that it is due to a general improvement in the possibility of successfully
fulªlling the methodological norms of the community, and hence, to an
increased chance of getting a higher internal score. For example, it can be
due to the rejection of some false, but previously accepted results or prin-
ciples, in such a way that the inconsistencies they led to are also removed.

3.3. Responding to changes in epistemic valuations.
As I mentioned above, utility levels regarding the acceptance of a state-

ment E also depend on the epistemic value the proposition has for each indi-
vidual researcher, which can obviously be different from the value it has
for the others. I suggest to decompose this epistemic value into three dif-
ferent factors:

a) the strength with which the prevailing methodological norms com-
mand to accept E, given what other propositions a scientist has accepted
(hence, not accepting E will make decrease your internal score); this is the
epistemic support of E;

b) the possibility of using E to justify the statements or models pro-
posed by you (hence, accepting E may help to increase your external
score); this is the value of E as an epistemic tool; and lastly

c) the psychological conviction you have about the validity of E, given
the reasons you happen to have (theoretical arguments, experimental evi-
dence, and so on); this is the cognitive value of E.

By calling ‘epistemic value’ to the private information each scientist has
about every proposition, I am far from denying that knowledge assessment
is a collective process. Rather on the contrary: what I am trying to show is
how this collective assessment is made. The essential point of a game theo-
retic explanation of such a decision is that every agent has to take simulta-
neously into account any ‘private’ information she may have, as well as the
claims her colleagues are publicly making.

550 Science Studies and the Theory of Games



An intuitive assumption is that, the higher is the epistemic value of E,
the lower it will be the expected utility associated to rejecting it (either for
the increased probability of not fulªlling the methodological norms by
doing so, or for the costs of looking for new arguments in favour of E, or
for the psychic costs of denying your own beliefs), and the higher the ex-
pected utility associated to accepting it. We can formally express this as fol-
lows (u and u’ are utility levels at two different moments, t and t’):

If, for researcher i, the epistemic value of E is higher at t’ than at
t, then:

(13)

(a) If i ∈ A, ui(A) ≤ u’i(A).

(b) If i ∉ A, u’i(A) ≤ ui(A).

This assumption allows to deduce our last theorem:

If E has a higher epistemic value at t’ than at t for every member
of N, and if A was an equilibrium at t, then there will be an
equilibrium B at t’ such that A ⊆ B.

(14)

The philosophical relevance of this theorem is clear, for it means that, if
every member of a scientiªc community agrees that the epistemic value of
a scientiªc fact has grown (for example, because of the realisation of new
empirical tests whose results happen to favour E), then each possible equi-
librium consensus will be transformed into one which is at least as com-
prehensive as the former. Of course, the opposite takes place when the
epistemic value of E decreases for everybody. We can assert, then, that the
growth of the epistemic value of a fact (assessed individually by each
member of a scientiªc community) can be an explanation of the general
acceptance of the fact among a scientiªc community. Obviously, there can
be other possible explanations as well, but the burden of the proof is for those
who argue that scientiªc consensus is normally reached by other types of reasons.

In general, it seems also reasonable to expect that, for every scientiªc
proposition, there will be a certain amount of empirical evidence such that
the only possible equilibrium for E is unanimity or near unanimity. Table
2 illustrates this possibility. Table 2.a procedes from table 1 in the follow-
ing way: an improvement of the epistemic value of E for every researcher
has made utility levels increase by one unit where i ∈ X, and decrease in
the same amount where i ∉ X, coherently with (13); a similar change
takes place in passing from table 2.a to 2.b. In table 2.a, the equilibrium
{a, b} has disappeared, substituted by N; ∅ is still an equilibrium, but it
can be contested by a collective choice of a and b, who, if they decide to
form a coalition to accept E, can lead the community to N, where both
have a higher utility than at ∅ (c will not beneªt from this jump, for his
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utility is higher at ∅; but he can not do anything to prevent it). In table
2.b, the epistemic value of E has increased so much that the only possible
equilibrium is N, which has become, besides, the situation preferred by all
researchers.
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Appendix

Proof of (1) (section 1.3).
Under the assumptions made in the text, expected utility is given by

(15) EUi(f,f) (1 f)(a bf)(1 f) f(cf)
f 2(b(1 f) c) f(b a)(1 f) a(1 f)

(15)



Individual maximisation of (1) is reached when �EU/ f 0, and, ex-
pressing the optimum f as a function of f, this happens when:

fi
*(f) [(b a)(1 f)]/2(b(1 f) c) (16)

From this it follows that:
(i) fi

*(f) (b a)/(2b c) 1
2 (if a b) (17)

(ii) fi
*(f) 0 (if a b)

(iii) fi
*(1) 0

(iv) dfi
*/df (b a) c/[(2(b(1 f) c)) 2] ( 0, if a b)

(v) |dfi
*/df | 1 (if f 1

2)

(17.i) is immediate. (17.ii) follows from EU being decreasing within the
interval [0, 1]. (17.iii) asserts that, when your colleagues always disobey
the norms, your optimum strategy is to obey them; though this may
sound strange, take into account that in this case EU(f,1) equals cf 2,
which is negative for f 0, and 0 for f 0; i.e., you do not get anything
either from obeying or from disobeying the norms, but are still punished
when you are discovered disobeying them. On the other hand, (17.iv) en-
tails that your optimum frequency of infringement decreases as the average
frequency rises. This result, as well as the previous one, essentially derives
from the assumption that you are not less punished for your transgressions
when your colleagues commit more infringements in the aggregate. Re-
garding other types of social norms, this need not be true; for example,
when the police works less efªciently, it is more probable that you will not
be punished because of your crimes (although you can be ‘punished’ even
if you do not commit any crime), and this provides a reason to commit
more crimes. However, in the case of science, researchers want essentially
to have a global score higher than their colleagues’, and this entails that
they will hardly miss the opportunity of denouncing your infringements,
even when they also commit many of them. So, our assumption that f af-
fects u but not v simply means that, the higher is f, the less willing will
your colleagues be to recognise your merits, though they will always be
equally prone to punish you. [Another plausible assumption is that you
are indeed more ‘punished’ as f increases, independently of how frequently you
misbehave; i.e., the more your colleagues disobey the laws, the more fre-
quently will you get an unjustiªed penalty. This can be represented making
v to depend positively on f, for example, by making v cf df (d 0). It
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can be shown that (17.i-iv) are still valid with this modiªcation of the EU
function, though the proof is slightly more complicated. In particular, if d
]] 0, the optimal f for every researcher will be still lower than when d
0]. Finally, (17.v) is easy to compute.

Lastly, the proof of (1) proceeds as follows: In ªgure 4.a, fi
*(f) and fj

*(f)
represent, for each possible value of f, the optimum choices of f that a cou-
ple of members of a scientiªc community would made. The function
av(f *) gives, for each value of f, the average of the optimum choices that
would be made by all the community members. Figure 4.b shows e as the
equilibrium point, where the av(f *) function crosses the identity line. If
the average choice were smaller (like in g), the optimum choices of the sci-
entists would lead to an average choice bigger than e, and, a fortiori, big-
ger than g; if the average choice where bigger than e (like in h), then the
average of the optimum choices would be smaller than e, and hence,
smaller than h. So, that the average of the optimum choices is e is a neces-
sary condition for an equilibrium to obtain. On the other hand, if the
choices of the scientists had an average equal to e, but with a distribution
different from the one deriving from the functions fi

*(f), this would be in-
consistent with the assumption that scientists are making their optimum
choice; hence, of all the distribution of choices whose average is e, the only
one which corresponds to a Nash equilibrium is the one where each scien-
tist i chooses the frequency fi

*(e). Lastly, that e 1
2 derives from (17.i),

and stability is guaranteed by the fact that the slope of the f’s is less than
one (and hence, displacements from the equilibrium will tend to approach
the decisions to that point again).

Perspectives on Science 555

Figure 4.



Proof of (5) (section 2.1)
Suppose that A ⊆ B, and i ∈ r(A). If i ∈ A, then by assumption i ∈ B, and
ui(A) ≤ ui(B) [by 2.a]; since i ∈ r(A), then ui(A i) ≤ ui(A) [by 3], and
since A i ⊆ B i, then ui(B i) ≤ ui(A i) [by 2.b]; hence, ui(B i)
≤ ui(B), i. e., i ∈ r(B) [by 3]. If i ∉ A, ui(A) ≤ ui(A i) [by 3, and the as-
sumption that i ∈ r(A)]; now it is possible that i belongs to B or not; if i
∈ B, then both ui(A i) ≤ ui(B) and ui(B i) ≤ ui(A) [by 2, and the as-
sumption that A ⊆ B]; so, ui(B i) ≤ ui(B), and hence i ∈ r(B) [by 3];
lastly, if i ∉ B, then ui(B) ≤ ui(A) [by 2.b], but, since i ∈ r(A), ui(A) ≤
ui(A i) [by 3], and since A ⊆ B, ui(A i) ≤ ui(B i) [by 2.a]; hence ui(B)
≤ ui(B i), which means that i ∈ r(B). So, if A ⊆ B and i ∈ r(A), then i ∈
r(B).

Proof of (6) (section 2.1).
Let r1(A) be r(A), and deªne inductively rn 1(A) as r(rn(A)). Assume that
A ⊆ r(A); then by (5), rn(A) ⊆ rn 1(A) for every n ≤ 1; but, since N is
ªnite, there will be some m for which rm(A) � rm 1(A), and hence rm(A) is
an equilibrium. An analogous proof is valid if r(A) ⊆ A.

Proof of 11 (section 3.2.).
With respect to (a), if, while the community is oscillating within the cy-
cle, the members of the set (∪(1≤j≤ n)Aj) (∩(1≤j≤n)Aj) collectively decide to
reject statement E, the community will pass to r(∩(1≤j≤n)Aj); but, since
∩(1≤j≤n) Aj ⊆ Aj for every j, it follows that, for every j, r(∩(1≤j≤ n)Aj) ⊆ r(Aj)
(� Aj 1; recall that r(An) � A1) [by 5], and this entails that r(∩(1≤j≤ n)Aj)
⊆ ∩(1≤j≤ n)Aj; from this it follows that there is an equilibrium which is a
subset of ∩(1≤j≤ n)Aj [by 6]. On the other hand, if the members of (∪(1≤j≤

n)Aj) (∩(1≤j≤n)Aj) collectively accept E, the community will pass to
r(∪(1≤j≤n)Aj); since Aj ⊆ ∪(1≤j≤ n)Aj for all j, we have that r(Aj) (� Aj 1) ⊆
r(∪(1≤j≤n)Aj) for all j [by 5], and then, ∪(1≤j≤ n)Aj ⊆ r(∪(1≤j≤n)Aj); this entails
that there is an equilibrium which is a superset of ∪(1≤j≤ n)Aj [by 6].

With respect to (b), for any i ∈ (∪(1≤j≤n)Aj) (∩(1≤j≤n)Aj), (2.b) and the
construction of B entail that ui(B) ≤ ui(∩(1≤j≤n)Aj) ≤ ui(Aj) (for those Aj

containing i), whereas (3) and (2) entail that ui(B) ≤ ui(Aj i) ui(Aj) (for
those Aj such that i ∈ Aj and i ∉ r(Aj)) and that ui(B) ≤ ui(Aj) ui(Aj i)
(for those Aj such that i ∉ Aj and i ∉ r(Aj)). On the other hand, (2.a) and
the construction of C entail that ui(C) ≤ ui( (1≤j≤n)Aj) ≤ ui(Aj), for those Aj

not containing i, and (3) and (2) entail that ui(C) ≤ ui(Aj) ui(Aj i) (for
those Aj such that i ∈ Aj and i ∈ r(Aj)) and that ui(C) ≤ ui(Aj i) ui(Aj)
(for those Aj such that i ∉ Aj and i ∈ r(Aj)).
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Proof of 12 (section 3.2).
If A is inefªcient, this means that there is a set C such that every i ∈ N
prefers C to A. In the ªrst place, if C � ∅, then the members of A can col-
lectively reject the statement, and the equilibrium ∅ will automatically
be reached (that ∅ is an equilibrium is shown by the fact that, for every i
∈ A, ui( ) ≤ ui(A) [by assumption] ≤ ui({i}) [by 2.a], and hence i ∉ r( )
[by 3]; for every i ∉ A, ui( ) ≤ ui(A) [by assumption] ≤ ui(A i) [by 3, be-
cause by assumption A is an equilibrium] ≤ ui(i) [by 2.a], and hence i ∉
r( ) [by 3]; so, r( ) � ). In this case, B � C.

In the second place, an analogous argument shows that, if C � N, N is
an equilibrium and can be reached by the collective decision of accepting
E made by the members of N A (and B � N).

In the third place, if N � C � ∅, then it can be proved that we have
neither A ⊆ C, nor C ⊆ A, because in any of these cases, either the mem-
bers of N A, or the members of C, respectively, will be worse off at C
than at A [by 2], and so C can not be Pareto superior to A. We can show
then that A C ⊆ r(A C), for, if i ∈ C A, we have ui((A C) i) ≤
ui(A) [by 2.b] ≤ ui(C) [by assumption] ≤ ui(A C) [by 2.a], hence
ui((A C) i) ≤ ui(A C), and i ∈ r(A C) [by 3]; if i ∈ A, we have
ui((A C) i) ≤ ui(A-i) [by 2.b] ≤ ui(A) [by 3, because A is an equilib-
rium, and hence i ∈ r(A)] ≤ ui(A C) [by 2.a]; hence ui((A C) i) ≤
ui(A C), and i ∈ r(A C) [by 3]. So, if the members of C A decide col-
lectively to accept E, the situation will pass from A C to r(A C), and an
equilibrium B (⊇ A C) will be reached [by 6].

Lastly, we have to show that an efªcient equilibrium will be reached. If
∅ is Pareto superior to A and N is not, then ∅ is efªcient, because, for any
D not identical with ∅ or with N, the members of N D will be worse
off in D than in ∅ [by 2.b]. An analogous argument shows that N is
efªcient if it (but not ∅) is superior to A. If both ∅ and N are Pareto su-
perior to A, either one of them is superior to the other, in which case this
one can be collectively chosen, or neither of them is, in which case the two
are efªcient. On the other hand, if neither A ⊆ C, nor C ⊆ A, the equilib-
rium B which can be collectively chosen from A might be inefªcient, but
if this were so, a new collective decision could jump to another equilib-
rium superior to B; nevertheless, since N is ªnite, the process can not be
repeated indeªnitely, and so, it must stop at an efªcient equilibrium.

Proof of (14) (section 3.3.).
Let A be an equilibrium at t. If i ∈ A (� r(A)), then ui(A-i) ≤ ui(A) [by 3],
and, since ui(A) ≤ u’i(A) and u’i(A-i) ≤ ui(A-i) [by 10], it follows that
u’i(A-i) ≤ u’i(A); so, i ∈ r’(A) (the reaction set of A at t’). Hence, r(A) � A
⊆ r’(A), and there will be an equilibrium at t’ in which A is included
[by 6].
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1The market for scientific lemons, and the marketization of science&

(el mercado de los limones científicos y la mercantilización de la ciencia)

Jesús Zamora Bonilla*
UNED, España

aBSTraCT: Scientific research is based on the division of cognitive labour: every scientist has to trust 
that other colleagues have checked whether the items that are taken as knowledge, and she cannot check 
by herself, are reliable enough. I apply ideas from the field known as ‘information economics’ (the study 
of economic interactions where some agents are better informed than others) to analyse the scientists’ in-
centives to produce items of knowledge of an ‘adequate’ quality, under the assumption that a big part of 
what one observes in her empirical research is not available for the readers of the paper. I also discuss some 
criticisms to this ‘marketization’ of science studies.

KEYWOrDS: Division of cognitive labour; trust; rational choice; economics of information; informa-
tion asymmetry; scientific norms; scientific institutions; commodification.

resumen: La investigación científica se basa en la división del trabajo cognitivo: todo científico ha de con-
fiar en que otros colegas hayan comprobado que los ítems que son considerados como conocimiento y que no 
pueden ser comprobados por él mismo son suficientemente fiables. Aplico aquí ideas del campo conocido como 
«economía de la información» (el estudio de las interacciones económicas en las que algunos agentes están me-
jor informados que otros) para analizar los incentivos de los científicos para producir ítems de conocimiento de 
una calidad «adecuada», bajo el supuesto de que una gran parte lo que observan en su investigación empírica 
no está disponible para los lectores de un artículo. También discuto algunas críticas a la «mercantilización» 
de los estudios sobre la ciencia.

PALABrAS CLAve: división del trabajo cognitivo; confianza; elección racional; economía de la informa-
ción; asimetría de la información; normas científicas; instituciones científicas; mercantilización.

& This article has benefited from Spanish Government research project FFI2017-89639-P, “Mechanisms 
in the sciences: from the biological to the social”.

https://gw.uma.es/webmail/src/compose.php?send_to=jpzb%40fsof.uned.es


Jesús Zamora Bonilla

134 Theoria, 2019, 34/1, 133-145

1. The division of cognitive labour and the problem of trust in science

Science, as most activities in complex societies, is based on the division of labour, in par-
ticular, on the division of cognitive labour.12No individual scientist can check by herself 
most of the knowledge she ‘has’ of her field (not to mention knowledge about neigh-
bouring fields), but needs just to trust what is taken as ‘knowledge’ by her colleagues as 
actually known. Of course, every bit of ‘knowledge’ can turn out being false, and some 
researches may end establishing that some bit of past ‘knowledge’ has to be substituted 
for a new, different piece of it. But usually there is the need of accepting by default what 
the relevant community of experts has adopted as ‘correct information’. Every scientist 
belongs to at least one of these ‘communities of experts’, and this makes her responsi-
ble of doing her part of the task in assuring the rest of the scientists out of those small 
groups, as well as the rest of society, that some specific items of information are ‘reliable 
knowledge’.

The question is, what warrants that every scientist complies with this responsibility? 
Casual conversation with academics of any branch of science gives the impression that they 
tend to think that individual honesty is all that is required, and that, actually, science is trus-
tful mainly thanks to it. Even exposing them to an analysis or reasoning as the one I shall 
offer in section 2, it is received, at times, as a kind of insult... this has been at least my ex-
perience after two decades working on the ‘economics of scientific knowledge’. This fear 
to ‘selfishness’ is so intense, that some specialists in the social analysis of science worry that 
just performing that analysis with the help of rational choice theory (rCT) as a basic inte-
llectual tool (e.g., studying science ‘as if it were a market’) would have the risk of ‘contami-
nating’ the purity of science and contributing to its ‘marketization’; I shall examine some 
of these criticisms in the last part of my paper.2 On the other hand, recurrent complaints 
about the extent of fraud and other misconducts in some branches of science (E.g., Ioan-
nidis 2005; Fanelli 2009), or about the ‘replication’ or ‘reproducibility crisis’ (E.g., Nature 
2016), or about the excess of publications (E.g., Siebert et al. 2015), or about the dangers of 
an excessive privatisation of research (E.g., Laughlin 2008), make it clear that there is the 
feeling that trust in science must be guaranteed by some other procedures than naive resor-
ting to individual rectitude, for this rectitude flourishes more and better in some social, cul-
tural or institutional environments than in others. Lastly, we should mention that ‘science 
studies’ in the last fifty years have established beyond any reasonable doubt that scientific 
knowledge is often, if not always, the result of some kind of ‘negotiation’, or at least some 
kind of ‘social construction’, and, even if we prefer not to take it in a relativistic, or ‘too 
constructionist’ fashion, this entails that the public outcome of scientific research is not so-
mething that can be algorithmically derived from totally objective data, but something that 
is always open to some degree of interpretation, and that different scientists may have rea-
sons to prefer different interpretations and, hence, reasons to consider some possible outco-
mes as ‘better’ or ‘worse’.3

1 See Kitcher (1990) for a classic statement, and Weisberg (2017) for a recent summary.
2 For a general survey of the application of economic theoretic tools to the study of science in its epis-

temic aspects, see Zamora Bonilla (2011a).
3 See Chang (2004) for a clear, not relativist case.
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In summary, ‘proper’ scientific conduct is essential to the credibility of scientific 
knowledge, but why scientists actually behave in such a ‘proper’ way, and how they end 
defining and implementing that way, is something that cannot be taken for granted 
but that needs explanation. My goal in this short paper, however, is not to offer a full 
fledged theory explaining ‘why science works’, but to propose a couple of insights that 
may help us advance in the direction I think is most promissory. I will make use of rCT 
(after all, is it not a nice minimal default assumption that scientists are rational agents?), 
and in particular of one of its most (theoretically and empirically) successful applica-
tions in the social sciences: the tool known as the economics of information (EI) (See 
Birchler and Bütler 2007). Contrarily to the standard microeconomic models applied 
to cases like perfect competition or perfect monopoly, EI assumes that different agents 
may have different information sets (mainly because information is not usually free, 
but more or less costly to acquire and to master), and it explores the consequences this 
asymmetry has under different contexts or institutional arrangement (i.e., ‘markets’). EI 
is particularly important in any attempt to apply rCT outside its classical field of eco-
nomics, because it makes it explicit that analysing a social situation in terms of ‘a mar-
ket’ does not entails that everything in that social context works automatically towards 
an optimal outcome ‘as if lead by an invisible hand’ thanks to the agents’ selfishness (to 
use the famous Adam Smith’s metaphor). rather on the contrary: some ‘markets’ can 
work indeed quite badly, and this can justify some kind of ‘public intervention’, even 
if this consists in a group of agents collectively deciding to modify the institutional ar-
rangement that is causing their problems. So, an economics-of-information analysis of 
science is not necessarily a ‘pro-market’ approach in any problematic sense of the ‘mar-
ket’ metaphor.

The rest of the paper is organised as follows. Section 2 presents a toy model of the 
‘market for scientific papers’, inspired in one of the founding pieces of the EI literature: 
George Akerlof’s ‘The Market for Lemons’ (1970). The model is not assumed to offer a 
detailed, nor even an empirically adequate view of how the production of scientific pa-
pers actually goes on. Instead, as models usually do in social sciences, its goal is to help us 
‘isolate’ (cf., e.g,. Mäki 2009) some ‘essential’ factors that may play an important role in 
the relevant processes, even if in the actual world those factors are to some extent ‘neu-
tralised’ in order to avoid its possible pernicious consequences, or work in conjunction 
with other factors that help disguise the formers’ distinctive effects. Section 3 will take 
advantage of some of the conclusions of the previous one, and will turn to a more general 
discussion about the possible connections between a market-like analysis of the produc-
tion of scientific knowledge, on the one hand, and the ‘marketization’ of science, on the 
other. In order not to make the discussion too lengthy, I shall concentrate in discussing 
one recent and scrupulous criticism of both types of ‘marketization’, Ylva Hasselberg’s 
paper “Demand or discretion? The market model applied to science and its core values 
and institutions” (2012), though I shall also refer of course to some other authors.

2. The market for ‘scientific lemons’.

Akerlof’s ‘Market for Lemons’ presents an idealised model of the market for used cars, in 
which sellers know the real quality of each car, but buyers are not able to distinguish both 
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types of cars before buying them and using them for a time. The price buyers are willing to 
pay for good used cars (‘peaches’) is higher than the one they would pay for bad ones (‘lem-
ons’), but, being not capable of noticing the difference between both types of cars in the lot, 
the clients would be willing to pay a price for every car which is equal to the weighted aver-
age of what they would pay for good and bad ones (the weights being equal to the known 
or estimated proportion of each kind). This price would be not accepted by sellers for good 
cars, for it is lower that these cars’ ‘real’ value, and hence, sellers will have an incentive to 
sell only bad cars, ‘lemons’. Of course, clients, knowing this, will only offer their price for 
bad cars. The asymmetry of information between buyers and sellers (their different degree 
of knowledge about the real quality of each single car) will have created, in this way, what 
in EI literature is called an ‘adverse selection’ problem: the market works in such a way that 
it only ‘selects’ the bad items.

Akerlof’s paper didn’t claim that the market for used cars actually worked in the way 
his model depicted. Even, the concept of ‘used cars’ (or ‘lemons’) is employed in the pa-
per not as literally referring to those specific goods, but as an illustration of any type 
of exchange in which the parts happen to have different information about what is ex-
changed. Akerlof explicitly mentions the labour markets, insurance markets, as well as 
underdeveloped economies and ‘the cost of dishonesty’, as other examples about which 
his theory could offer some useful insight. In a sense, what I shall try to do in this section 
is to include the process of creation of a scientific paper in the set of possible applications 
of Akerlof’s scheme (if not strictly of his model, since in the case I shall examine there are 
no ‘prices’).

The information asymmetry in the ‘market for lemons’ is about the intrinsic qual-
ity of a material good: sellers know the cars better than buyers. Does something similar 
occur in the case of science? I think it is reasonable to claim that, because of the ‘divi-
sion of cognitive labour’ we have mentioned at the beginning, the author of a scientific 
paper unavoidable knows much more than her typical reader about the work that has 
been carried out in order to elaborate the text (let’s consider, e.g., one paper that re-
ports a laboratory experiment or field observation, or that uses these as arguments in fa-
vour of a conjecture, theory, etc.). If the mythical, naïve positivist view of ‘the scientific 
method’ were right, there would be an algorithmic procedure to ‘translate’ the results of 
the experiments/observations into a text, so that the ‘final’ paper would simply become 
a transparent description of ‘the facts’. But every working scientist, as well as every his-
torian, philosopher or sociologist of science worth his salt, knows that in the real world 
things are much more complicated. The paper necessarily offers just a selection, or sum-
mary, or interpretation (or all of it), of the empirical results and the steps that have 
been taken. The claim of the paper (either a ‘description’ of the results, or a conjecture 
supported by them) is one, but in principle it could have been different if a different in-
terpretation or use of the results had been made. Papers that have been co-authored 
(as most of them are in experimental science) show still more clearly that this ‘space of 
possibilities’ exists, because in this case co-authors ‘negotiate’ the specific content and 
claims that will be included in the final text (cf. Knorr-Cetina 1981). And in many 
cases, ‘negotiations’ between authors, referees, and editors can also be understood as 
attempts to make more congenial the content of the paper with standard ideas or 
practices within the discipline, or to disclose a little bit more of what the author has 
kept ‘concealed’ in the article’s first versions (See, e.g., Gosden 2003; García et al. 
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2017).The process of writing of a scientific paper partly consists, hence, in choosing one 
text from a set of possible texts, all of these more or less ‘justifiable’ by the empirical re-
sults obtained by the authors. The relevant information asymmetry here lies in the fact 
that, in principle, the authors know the whole set of possibilities (what they ‘could have 
claimed’ given their results), but the readers only know just one of the possibilities, the one 
that has been chosen by the authors; i.e., the typical reader basically ignores what other 
papers the authors could have written using the same results. I insist: the ‘results’ them-
selves are hidden for the readers, for it is only the specific description/interpretation of 
the results what they get from the published paper. Naturally, one of the basic points of 
science is that these results must be reproducible, but ‘replication’ necessarily consists, 
at most, in producing a new, different set of results, whose description/interpretation will 
be assessed in order to see whether it can be considered as coherent or incoherent with 
the original published report.

Figure 1

rCT can be employed at this point to illuminate the scientist’s (or author’s) decision of 
choosing one particular way of expressing her results. The cloud of points H in fig. 1 rep-
resents the possible articles (or ‘hypotheses’) she might write on the basis of those same re-
sults. Our first question is, what different properties or qualities each option has, so that some 
of them are ‘better’ from the point of view of our scientist? In order to keep the complexity 
of my argument at a minimal level, I will discuss only two of those qualities: the degree in 
which the scientist thinks one possible interpretation will resist future criticisms, and the 
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degree in which she thinks the interpretation is original or innovative. I shall call these two 
properties ‘plausibility’ and ‘novelty’ respectively; they are measured respectively by the hor-
izontal and vertical axes. I will also make the simplifying assumption that every member of 
the relevant scientific community, i.e., all the potential readers of the paper our scientist is 
to write, would agree with her on the values of these two qualities for each possible inter-
pretation if it were the chosen one. A couple of variables that may work as proxies for plau-
sibility and novelty are the posterior and prior probabilities of the claim made in the paper, 
i.e., p(h/eh&B) and p(h/B), where h ∈ H is the claim, eh is the offered description of the 
empirical results if h is chosen, and B is all relevant background knowledge shared by the 
scientific community.

One important feature of the set H is that its ‘frontier’ in the upper right side of the 
graph will very likely have a negative slope. This simply means that, though the author 
may choose interpretations with a higher or lower value of each two epistemic variables, 
at some point it must be the case that improvements in one of the qualities (e.g., finding 
out a more plausible claim) can only be attained at the cost of decreasing the other qual-
ity (i.e., making it less innovative). The author might want to be capable of devising a pa-
per that were better in both regards, but her results do not allow such an utopian accom-
plishment.

A second question is, how these values affect the author’s optimal choice? This will 
depend on the expected decision that readers will make about the paper. Simplifying 
again a lot, when one possible interpretation is made public, readers have two possible 
reactions: either accepting it or rejecting it. If the paper’s claim is rejected, the author 
gets a utility of 0. If it is accepted, it is reasonable to assume that the author’s utility ba-
sically depends on how ‘important’ the claim seems, and this will directly depend on its 
degree of novelty. Hence, a preliminary question for the author is to make a distinction 
between those h’s that will be accepted and those that will not. Assuming (again with a 
great dose of idealisation and simplification) that she shares with all her colleagues the 
disciplinary criteria about when are papers ‘good enough’ to become acceptable, the au-
thor will directly know the answer to this question just by being a member of her dis-
cipline. It seems reasonable to assume that these criteria depend on the two epistemic 
factors we have mentioned: plausibility and novelty; ‘good papers’ are those that have 
a sufficiently high degree of both qualities, with some room for higher degrees of one 
compensating, to some extent, lower degrees of the other. This entails that the epis-
temic indifference curves for the readers will be decreasing and convex,4 and represent-
ing a higher utility level as they are further away from the origin of the graph, as de-
picted in fig. 2. This figure also shows a thicker curve (UL) that is defined by being the 
lowest utility level the discipline has to get from one paper for it to become ‘acceptable’; 
hence, this represents the acceptability threshold: claims worse than that are rejected, 
and claims above the line are accepted.

4 Convexity means that a linear combination of two points x, y in the graph which are equally preferred 
(i.e., a point z lying on the straight line joining x and y) is necessarily preferred to each of them, i.e., 
U(z) > U(x) = U(y).
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Figure 2

Knowing all this, our author’s choice is already determined: the best choice for her is to se-
lect the interpretation that is both over UL and that has the maximum possible novelty, i.e., 
the claim h’ of fig. 2. However, as it is also clear from the figure, it can easily be the case that 
h’ is not the paper that readers would have preferred if they had known all the possibilities, 
for their best choice (in the case depicted in the figure) would have been h*, i.e., the ele-
ment of H which lies in their highest possible utility curve, UM. Stated differently: the exis-
tence of asymmetric information entails that the author’s optimum may not coincide with the 
community’s optimum. Under the idealised and simplified conditions depicted in my argu-
ment, the members of a scientific community will tend to produce papers that are not epistemi-
cally optimal from the point of view of their own epistemic criteria.

As it was the case with Akerlof’s paper, my analysis does not attempt to proof that this 
is an empirically accurate description of the process of writing and accepting scientific pa-
pers. It only identifies a tension that exists between the different interests of scientists de-
pending on whether they are acting in their role of authors or in the role of readers. The 
main insight that can be gained thanks to looking at the creation of scientific knowledge 
from this viewpoint is that some scientific institutions or practices can be seen as attempts 
to resolve this tension (i.e., to persuade authors to select an interpretation of their results 
which is closer to the community’s optimum), or, instead, as factors that can end giving au-
thors more freedom to select papers that are epistemically ‘too bad’. In the positive side we 
can mention institutions like peer review, that tends to downgrade the authors’ claims and 
to demand stronger justification for them, (Gosden 2003) the existence of different journals 
of different average quality, i.e., with different UL thresholds in the sense of fig. 2, etc. In the 
negative side we find some of the problems mentioned in section 1: lack of incentives to 
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replicate findings, excessive pressure for publishing, etc. In particular, a higher probability 
that the results are not externally checked tends to enlarge the set H of possible interpreta-
tions of the empirical results in the direction of the vertical axis, namely, including strong 
claims that are apparently but not really ‘justified’ by the actual results.

3. The marketization of science and the ‘marketization’ of science studies

One can criticise arguments and models like the one I have offered in the past section 
on basically two different types of grounds. In the first place, one can argue that this or 
other similar model is too simple, or too idealised, or not simple enough, or that it fails to 
include some relevant variables or some type of interactions between agents, or that the 
type of ‘market’ or ‘rules’ assumed in the model are very far from how the ‘market for sci-
entific papers’ really words. These criticisms would not dispute that it can be reasonable 
to analyse the decisions of scientists, as well as the outcomes of these decisions, in terms 
of rational choice theory or, more precisely, with game-theoretic tools; they only would 
suggest that a particular market-like analysis of scientific research could certainly be im-
proved in many ways. But in the second place, one can make an overall amendment to 
the idea of studying the process of scientific research in a similar way as theoretical econ-
omists study markets and other social institutions. One reason put at times to justify this 
general criticism is the claim that the ‘new economics of science’ or ‘economics of scien-
tific knowledge’ (as this type of analysis are often known) (Cf., e.g., Ballandonne 2012; 
Fernández Pinto 2016) is simply an ideological henchman of the general political trend 
towards the privatisation of public services in general and of scientific research in partic-
ular, a neoliberal rhetorical strategy to persuade scientists, politicians and the public that 
science can be controlled through economic handles as almost anything else within soci-
ety. Historian of economics Philip Mirowski is one particularly clear voice in criticising 
what he sees as

a fundamental fallacy: that “science” can and should be subject to the very same analytical prac-
tices (what they engagingly call tools) that they have applied to any other commodity or situation 
– in other words, there is nothing particularly special about science (... Instead,) scientific research 
is above all a process that has to remain open to the serendipitous, the unexpected, the incongru-
ous, and the unanticipated. (Mirowski 2011, 391)

There are two serious mistakes in a criticism like this one. First, an economic or game-the-
oretic analysis of the creation of scientific knowledge does not necessarily lead to a ‘neolib-
eral’ economics of science or science policy. rather on the contrary, it may lead (as it has 
been precisely the case in the model I have offered in the past section) to the identification 
of ‘market failures’ whose solution demands some type of public or collective manage-
ment, perhaps because of fundamental uncertainties of the kind suggested by Mirowski; 
or even, it may be totally separate from questions about science policy properly under-
stood (speaking for myself, I can say that my main use of economic tools in ‘science stud-
ies’ has been to discuss some epistemological questions, not political or managerial ones). 
Second, applying the formal apparatus of game-theory to some field does not amount 
to assume that the field has ‘nothing peculiarly special’; it is, instead, the attempt to see 
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whether and how the special aspects of the field can be illuminated by considering them 
from the point of view of game-theory. Of course, this does not entail that the insights 
gained from the use of this formal tool are so powerful and accurate that any other type 
of analysis can be dispensed with. Game-theory, as any other social science paradigm, has 
its own methodological and substantial limitations, and any other different kind of study 
that complements its multiple gaps or remedy its unavoidable shortcomings will naturally 
be welcome.

But the paper I would like to concentrate on, since I think it is one of the clear-
est examples of the type of criticisms mentioned above, is Ylva Hasselberg’s “De-
mand or discretion? The market model applied to science and its core values and in-
stitutions” (2012). Hasselberg laments that substituting ‘the economic logic of the 
market’ for what she calls ‘scientific judgment-driven rationality’, i.e., considering sci-
entists as neoclassical agents, would lead to loose the fundamental characteristic of 
scientists’ judgment, which is not algorithmic or deductive, but based on qualitative, con-
text-dependent reasons, and governed by discretion (what she defines as taking into ac-
count “what is perceived to be good, correct, or even beautiful” p. 37), always according to 
professional, intersubjective values and norms. It is not only the way scientists make deci-
sions what would change were they to be ‘neoclassical agents’, but also their own goals, for 
economic theory depicts individuals as pursuing just their own private benefit or self-inter-
est, instead of ‘collective cultural values’ such as truth, for example. This could lead, accord-
ing to Hasselberg, to the commodification of science:

Commodification means (1) that the relationships that surround a commodity are transformed 
into market relationships and (2) that exchange value or market value will take priority to all other 
kinds of value. Work that does not contribute to market value is meaningless. Knowledge that can-
not be transformed into a marketable product with a market value is also meaningless. (p. 40)

This ‘commodification’ would happen because, if economic rationality takes the place of 
scientific judgment, science would be governed by a type of ‘recognition capitalism’ as the 
one classically depicted by French sociologists like Bourdieu, Callon or Latour (See, e.g., 
Latour 1987). Under such a regime, the production of scientific papers would just respond 
to the demand and supply forces determined by the search for recognition and by the costs 
of the different strategies. In such a market, the scientist

wants to exchange as little knowledge as possible for as much cultural and economic capital [i.e., 
recognition and research resources] as possible (…) Demand replaces discretion as an ulterior mo-
tive for producing knowledge. Knowledge that is not in demand will not be produced. It also 
means that there is no driving force towards procuring as much knowledge as possible (...) The 
scientist on the market does not care for knowledge in itself. values as well as emotions are ex-
ternal to the market model, and if they come into the picture they possibly create disturbances or 
market imperfections. (p. 44)

Furthermore,

texts will tend to lose their use value and retain only their exchange value. The main point is that 
reading becomes instrumental and shallow (…) The knowledge base necessary for intersubjectiv-
ity will be diminished (...) The supply–demand mechanism will tend to downplay discretionary 



Jesús Zamora Bonilla

142 Theoria, 2019, 34/1, 133-145

decision making and shift focus from the text as a means of communicating the result to the text 
as a commodity on a market of publication (...) In the neoclassical model of science, only scientific 
development that leads to a text that can be marketed is desirable, assessable, or even possible to 
discover. Ideas and thoughts, no matter how brilliant they are, are not marketable. (p. 49)

In summary, if science became a market, the ‘traditional’ cycle of production of knowledge, 
that according to Hasselberg was ‘article-recognition-article’ (i.e., recognition as a means to 
the production of knowledge), would be replaced by a ‘capitalist’ cycle of the ‘recognition-
article-recognition’ type (i.e., one in which knowledge is produced just as a means to at-
tain recognition), where knowledge that is valuable for its own epistemic merits would no 
longer be pursued, nor even recognised as valuable.

To these claims, I think we can respond with the following arguments. In the first 
place, we have to make a clear and emphatic distinction between the theoretical instru-
ments of the analysis of science, on the one hand, and the real psychological or institutional 
features of the people and groups involved in real scientific practice. Understanding science 
‘as if it were a market’ needs not change real science more than what understanding the re-
production of ants ‘as if it were a market’ would change the sexual behaviour of ants. The 
case is clearer if our object of study is not contemporary science but some historical episode. 
Would Hasselberg and the other critics of the economics of scientific knowledge really be-
lieve that absolutely no insight can be gained about, say, the history of the Scientific revolu-
tion by viewing its protagonists as engaged in some types of ‘games’ or ‘epistemic markets’? 
Furthermore, even if being exposed to some rational-choice analysis of their own practice 
would lead some real scientists to change to some extent their values and strategies, it is by 
no means clear that this change would necessarily be in the direction towards a ‘commodi-
fication’ of science and towards loosing the good-old-fashion scientific values praised by 
Hasselberg (and, if it is, what if scientists know better?).

In the second place, it is a fundamental miscomprehension of rational choice theoretic 
analysis to assume that it is based on a selfish calculation of egoistic preferences instead as 
on cultural norms or something like that. rationality, in the sense of ‘utility maximisa-
tion’, only means that we make the assumption that the agents behave as if they were try-
ing to maximally satisfy a coherent system of preferences, no matter what these preferences 
are: they can be ‘selfish’, or they can be as ‘communitarian’ or ‘institutional’ as we want.5 
If real scientists have an interest in the pursuit of truth and understanding, our goal as stu-
dents of science would be to determine the real strength of this interest in their overall 
system of preferences and motivations, not to fool ourselves by imagining that they only 
pursue ‘noble’ goals. Neither have we to interpret rational choice theory as assuming that 
the agents’ ‘decision process’ reduces to a mathematical optimisation calculus; the theory 
is in itself agnostic about the psychological mechanisms that lead agents to their decisions, 

5 Cf., Sen (1991). A referee of a previous version of this paper justly complied that I had only considered 
‘rationality’ in the sense of rational choice theory, and that other views of rationality are common in 
the social sciences. This is true, of course, but it is just an unavoidable consequence of my paper’s main 
goal: to present a rational choice model of the production of scientific paper, and to defend its meth-
odology from some criticisms that I consider not appropriate, like Mirowski’s and Hasselberg’s. For 
any reader interested in the more general question of the different senses of rationality in the social sci-
ences, I have discussed it in more detail the topic in Zamora Bonilla (2011b).
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and these mechanisms can be as ‘discretionary’ or ‘judgmental’ as we please; the only as-
sumption rational choice theory makes (and very probably a very simplified and only ap-
proximate one) is that the outcome of every decision will be ‘optimal’ from the point of 
view of the agent’s preferences and values, i.e., that when they discover that they could do 
something that leads to a better result, they do it (though optimality not necessarily arises 
at the collective level if there are ‘collective action problems’, i.e., if the ‘games’ do not lead 
to a socially efficient outcome; it can also be that individuals fail to find the optimal strat-
egy due to rationality limits, but this can also be studied by means of ‘economic’ models) 

(see, e.g., Mallard 2015).
In the third place, it is also a mistake to assume that an economic analysis leaves neces-

sarily outside anything that has to do with ‘social norms’. rather on the contrary, rational 
choice and game-theoretic analysis can serve to illuminate the emergence of some norms, 
and to clarify the virtues and defects of real or possible rules. Furthermore, usually an eco-
nomic analysis cannot even start in a ‘normative vacuum’, for it always presupposes some 
normative frame or another (for example, property rights, government power, etc.). In par-
ticular, economics of information is one branch of economics specifically devoted to ex-
plain the emergence and working of some institutions, and even to design them (see, e.g., 
Gintis 2009).

In the fourth place, economic analysis does not always assume that social institutions 
work ‘as a market’. rather on the contrary, it can also try to explain why in some cases eco-
nomic agents prefer to carry out certain activities out of the market. One classical example 
of this is ronald Coase’s theory of the firm (Coase 1937), since the capitalist company is 
typically an institution that competes within a market but that does not internally work ac-
cording to market rules, but according to bureaucratic organisation and hierarchical values. 
These may not be the same values typical of science, of course, but there is nothing that pre-
vents an economic-type explanation of why scientific research follows very different proce-
dures and norms than the ones we find in the markets for typical economic goods.

Fifth: even if epistemic values like ‘truth’ or ‘knowledge’, on the one hand, and ‘pri-
vate’ values like ‘recognition’ have to be included as different variables in the scientists’ 
utility function, this does not necessarily mean that the latter are totally independent 
from the former. After all, recognition is not ‘mere recognition’, but intrinsically con-
sists in ‘recognition for something’. Even a totally ‘cynical’ researcher, in the sense that 
she didn’t care at all about the epistemic value of her discoveries, would try to get really 
important results if their colleagues attribute a higher level of recognition to this type of 
findings. And a group of persons who were totally indifferent to the value of knowledge 
would probably find many other activities much more appealing and gratifying than bor-
ing scientific research, like people who don’t love physical exercise and the glory of be-
ing champion would hardly become athletes. The toy agents depicted in models like the 
one I have presented in the past section are, in this sense, not so different from the idea 
H asselberg has of real scientists.

Sixth, and last: even if you are afraid of the ‘commodification’ of science, applying 
‘market’ ideas may turn out being a better strategy for you than just mourning for the loss 
of the good old days when science was a romantic enterprise. The reason is that competi-
tive markets are in themselves an extraordinary force of innovation, and tend to dissolve 
the conservative forces that try to keep intact the existing spheres of power. These include 
economic entities like big corporations (that try to obtain excessive returns from their in-
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vestment thanks to patents and patent laws, for example), but also intellectual monopolies, 
like ‘paradigms’, ‘schools’ or any other type of dominant groups within science (Cf. Boldrin 
and Levine 2008). Adherence to ‘community values’ may often be just a rhetorical way to 
restrain innovation and to hamper the development or transmission of new, revolutionary 
ideas. Transforming the institutions of science so that less ‘orthodox’ ideas can flow more 
freely might serve to discover more quickly the ‘anomalies’ of the old paradigms. Probably 
the necessary institutional reforms should not lead to a kind of science as the ‘commodi-
fied’ one castigated by Hasselberg, Mirowski and others, but it’s difficult to imagine how 
could we scrutinize the workings of different alternative scenarios if we are not guided by 
some economic-like ideas about the rational behaviour of scientists under each possible set 
of circumstances.
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Abstract
Popper’s suggestion of taking methodological norms as conventions is examined from the point of view of game
theory. The game of research is interpreted as a game of persuasion, in the sense that every scientists tries to advance
claims, and that her winning the game consists in her colleagues accepting some of those claims as the conclusions
of some arguments. Methodological norms are seen as elements in a contract established amongst researchers, that
says what inferential moves are legitimate or compulsory in that game. Norms are classified in three groups: rules
of internal inference (from claims to claims), entry norms (from events to claims), and exit norms (from claims
to actions). It is argued that the value of a set of norms depends on how efficient they are in leading a scientific
community to accept claims ranking high in a consensuated scale of epistemic value, and in giving each member
of the community a reasonable expectation of winning some games.

1 Vienna, 1934: the Road not taken

‘‘Methodological rules are here regarded as conventions. They might be described as the
rules of the game of empirical science’’. This is one of the main statements in Popper’s Logic
of Scientific Discovery (1959, p. 53). The theory of science developed there is basically a
theory of the scientific method: it analyses what procedures in scientific research are right.
Popper’s basic idea was that this analysis can not be deduced from logic alone—as perhaps
positivists and Cartesians might have tried to do-, for we need also to take into account the
goals of science: the ‘right’ norms of the scientific method are those that are more efficient
in approaching us to those goals. Hence, according to Sir Karl, science can be conceived
as a game defined by certain rules; it might have had different rules (this is why they are
‘conventions’), but this does not entail that the rules are capricious, for what are the ‘proper’
rules has to do with the actual goals of science.
Unfortunately, illuminating as it is, and in spite of Popper’s enormous influence in other
respects, this metaphor of science as a game and scientific method as a set of conventions had
only but an extremely marginal repercussion.2 To remedy in part this situation, in a series
of papers (Zamora Bonilla 1999, 2002a, 2006a; 2006b, 2007, Ferreira and Zamora-Bonilla
2006) I have been arguing for the applicability of game-theory reasoning to understand
some essential aspects of the construction and evolution of scientific knowledge, aspects
that have been strongly disputed within that slippery and misty field between philosophy
of science and science studies.3 The basic idea of those papers was to describe the scientific

1I thank participants in the Tilburg’s workshop on Formal Approaches to Social Epistemology, and in the
London School of Economics ‘‘Choice Group’’, for helpful comments.

2Even philosophers trained in game theory didn’t take the road. The main exceptions are Bicchieri (1988) and
Kitcher (1993). Radnitzky, a disciple of Popper, elaborated an ‘economic’ version of falisficationism, but with no
connections to game theoretical applications (cf. Radnitzky, 1987).

3Any typical introduction to game theory (e.g., Binmore, 1991) is enough to understand the basic elements of
a game-theoretic model.
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2 Science: the rules of the game

‘situations’ from the point of view of scientists themselves, of their epistemic and non-
epistemic interests, and to assume that the ‘final state’ to which their decisions lead must
have the property of being a Nash equilibrium, i.e., a combination of decisions so that the
choice made by each individual is optimal given the choices of the others (the rationale
behind this idea is that, if a situation is not a Nash equilibrium, then at least one agent will
realise she can get a better outcome by changing her choice, hence changing the collective
state). This simple requisite proves to be extremely demanding on the set of ‘solutions’
that researchers can reach when engaged in a scientific disputation, and it also allows to the
‘external’ observer (e.g., a philosopher or sociologist) to consider the separate influences that
the ‘epistemic’ and the ‘social’ forces behind scientists’ decisions have on the final collective
agreement. More importantly, since the participants’ interests are an essential element in
the description of the process leading to an equilibrium and of the equilibrium itself, this
analysis (contrarily to other social approaches) also allows to show in a transparent way
the value that the collective situation has for the participants themselves, showing, in some
cases, how it might be improved through ‘social engineering’. Lastly, the approach is coherent
with the naturalistic notion of epistemology as a branch of science itself, by employing the
typical methodology of model building to understand our object of study, and by using those
simplified models to make predictions that could, in principle, be empirically tested.
The main difference with respect to the original Popperian metaphor of ‘science as a game’
is that Popper conceived the game in terms of a series of activities that, in principle, might
be ‘played’ by a single individual (if she had enough mental and physical resources); it is true
that mutual criticism plays an important role in Popper’s view of science and rationality,
but what is important is that hypotheses get criticised, and it is secondary who criticises
them. The proliferation of hypotheses is also good for science advancement, according to
Popper, but, again, in principle one single scientists might invent many alternative theories
and subject them to sever tests. If there is ‘competition’ in the Popperian game of science,
it is competition between theories, not between scientists. So, in order to apply game theory
to Popper’s insight, it is necessary to consider the role of human agents in the game. This
is important not only because we must take into account scientists’ goals (and not only the
philosopher’s view of what the goals of science must be)4, but also because a fundamental
property of any set of rules that must be taken into account is its implementability: we might
infer from ‘our’ vision of the goals of science that such and such rules were, if followed,
mostly efficient in helping us to get those goals, but it can be the case that the real interests
of the players make them act, when playing the game defined by those rules, in a way
which is different from the favourite outcome, either because real players can decide to break
the rules, or because they follow them in a Machiavellian way (as, e.g., when two football
teams decide not to really compete and fix a draw), or, furthermore, because they prefer to
establish a different set of rules, more fit to their interests. So, it is necessary to study also
what economists call the incentive compatibility of the proposed systems of rules.5
In this paper I want to concentrate on the question of what kind of game (or games)
scientific research consists in; in particular, I want to explain in more detail the types of rules
that constitute those games, for this is a question I have devoted little space in the referred
papers, in which simply some general assumptions about the rules of science were given

4Popper was obviously conscious of this difference, but apparently didn’t consider flesh and bone scientists’
goals as very relevant (cf. Popper, 1972, ch. 5).

5This is study by the branch of game theory known as ‘mechanism design’ or ‘implementation theory’.
See, e.g., Mas-Collel, Whinston and Green (1995), ch. 23.
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(see, esp., Zamora Bonilla 2006a). Consequently, I shall devote little effort here to describe
the scientists’ predicaments in mathematical terms (what I have done in the mentioned
papers), but will ascend instead one step in terms of generality to discuss the fundamental
game-theoretic structure of the rules of science. So, the first question is what are we talking
about when we say ‘rules’ or ‘norms’. Typically, in game theory the ‘rules’ of a game are
simply a description of the structure of the game; this structure consists in:

(1) a list of players, as well as a list of states of nature (events not depending on the players’
choices) with their probabilities;6

(2) a list of the actions or decisions each agent can take in each position of the game;7 the
association of an action for each player’s turn is called the agent’s strategy;

(3) a payoff (or ‘utility’) function, associating a distribution of gains or loses for each pos-
sible combination of strategies (one for each player) and states of nature.

This abstract definition, however, does not fit perfectly with what are usually referred to
as ‘the rules of a game’, for the ‘can’ in the second statement is understood as physical
possibility, or, more exactly, to the full set of real options the player has (and she knows
she has), and not only to the options allowed by the ‘rules’ in the ordinary sense. As it is
obvious, however, players can indeed do what rules say they mustn’t do. So, we need to
analyse the game in such a way that both behaviour according to the norms, and behaviour
contrary to them, become describable within the analysis. A possible way of doing this is by
decomposing games in (at least) two different steps or levels, that are really two different
(but connected) games: in the first place, we can analyse the decision of the players about
‘what game to play’, i.e., what will be the ‘rules of the game’ in the ordinary sense, including
what sanctions will be applied to defeaters; this is what is usually called the ‘constitutional’
level, in the sense of, e.g., the constitutional laws of a country. Secondly, we can analyse
the expected behaviour of the players once the second game is in place. Though only the
second step is what is ordinarily called ‘a game’, it is important to notice that both are
equally susceptible of being described and studied as ‘game-theoretic games’. An important
consequence of the constitutional level of the game of science being describable in these
terms is that the norms of science (or of a particular group or institution within science)
must respond to the interests of those players or coalitions ‘powerful enough’ to determine
what the norms are. This power, however, has usually very strong limits; for example, if less
powerful scientists don’t like the rules imposed by the élite, the former can often ‘emigrate’
to other scientific fields (or leave science); or, if the working of the imposed norms does not
deliver products valuable enough from the point of view of those providing funds to that
branch of science, these may put pressure on the élite to change the rules. Taking this into
account, the rules of a branch of science can be seen as a kind of ‘social contract’ between,
first, insider participants, who ‘negotiate’ amongst themselves what will be considered as
‘appropriate’ behaviour in the game of research, and second, between insiders and relevant
outsiders, those that have some resources scientists need, and can decide to whom will those
resources be given depending on what they are getting in exchange.
So, the question I want to ask in this paper is the following: instead of considering scientific
rules and norms from the point of view of a detached epistemologist who is trying to design

6In the simplest analysis, it can be assumed that all the uncertainty comes from the agent’s decisions, and so
only one state of nature is taken into account (which can be obviated).

7For simplicity, ‘positions’ are described in such a way that only one agent ‘plays’ each ‘time’, though there can
exist simultaneous moves; this is not essential for our current analysis, however.
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an ‘ideal’ science, and instead of taking them just as a brute social fact, we can think
of the rules from the point of view of the people that will have to ‘play’ according to
them, and ask whether we would be interested in having exactly those norms or others
instead, and, not less importantly, what concessions would we be willing to make as regards
our ‘ideal’ norms in order to reach an agreement with other colleagues that would prefer
different rules. Of course, in order to ask these questions, we need some information about
the interests or preferences of scientists. There have been very strong disputations between
‘rationalist’ authors (mainly, philosophers) claiming that the basic goals of science are of
cognitive or epistemic nature, i.e., that scientists pursue fundamentally knowledge about
the world (though different philosophical schools deeply disagree about what knowledge is
and how it must be looked for) on the one hand, and, on the other hand, other authors,
mainly social scientists, asserting that real scientists pursue lots of other goals, mainly ‘social’
goods, as power, prestige, income, or class interests. Though both visions of scientists’ goals
are usually presented as deeply incompatible, I think there is no need of doing it so; the
incompatibility is due more to the contradictory theses about the rationality and validity of
scientific knowledge those authors attempt to derive, than to the fact that the two kinds of
goals are different; for it is obvious that there is absolutely no logical contradiction in one’s
having different goals, values or interests: this is just what continually forces us to having
to make choices, and choices are what economic theory is all about. Hence, what we have
to do is to acknowledge that scientists have both epistemic and non-epistemic interests and
values within their ‘utility functions’ (and that both epistemic and non-epistemic preferences
can have a variety of conflicting elements), and to study how the circumstances in which
scientists have to make a decision determine how much of every one of those goals must
be honoured or sacrificed, i.e., which is the optimum choice for them in each case. Stated
differently: the economic approach to these choices allows us to interpret the ‘conflict’ between
epistemic and non-epistemic values not in terms of a contradiction, but in terms of a trade-
off, i.e., in terms of how much of some goals is one willing to sacrifice in order to get a little
bit more of another goal. So, the right view of the relation between the ‘social interests’
of scientists and the ‘epistemic values’ that philosophers would want be realised in the
production of scientific knowledge, is not that the former are incompatible with the latter,
but, in the worst case, that the former (the ‘social’ interests) are the price society has to
‘pay’ for having a certain amount of good knowledge, and, in the best case, that the former
are an essential part of the social mechanism (in the sense of the ‘market mechanism’8) that
leads researchers to behave in an epistemically sound way. Hence, the relevant connection
between scientists’ epistemic and non-epistemic interest can, hence, be formulated as the
following question: by how much must we rise the level of satisfaction of scientists’ non-
epistemic goals in order to persuade them to improve by a certain amount the epistemic
quality of the knowledge they produce?
We must also take into account that, by their very essence, rules are chosen to be more
or less stable, i.e., they will be valid during a period that will include a lot of different
decisions, and it is difficult for a scientist to forecast exactly how well will those norms
affect the acceptability of the results and ideas defended by her in the future; so, the defence
of a norm must not be based on mere short term interests. In order to give more content
to this question, we need to specify a little bit more what are the kinds of rules that are

8Zamora Bonilla (forthcoming), esp. section 2, offers a review of the proposals to understand science by analogy
to the market.
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pertinent for our discussion. I am not referring simply to the ‘regularities’ that can be
observed in scientific practice, but only to those regularities that have, from the point of
view of scientists, a normative content: they are principles (often implicit) that tell scientists
what kind of ‘behaviour’ is appropriate and what is not, or that serve to determine the
valuableness of a scientific output. In the next section I offer a classification of these types
of norms, based on the comparison of the process of scientific research with a ‘language
game’ (cf. Zamora Bonilla 2006a), but before that, I shall briefly discuss what can be the
content of the scientists’ preferences or interests.
Regarding the ‘social’ component, a sensible assumption9 seems to be that scientists have

the same types of interests than the rest of us: they prefer more income, more power, and
more comfortable jobs; but they also seem to fiercely pursue fame and honours, what is usu-
ally associated to have plenty of the other ‘goods’. The sociologist Pierre Bourdieu famously
joined all these things under the concept of ‘scientific capital’, one of whose main compo-
nents would be ‘credit’ (something mixing the ‘credibility’ one has as a researcher—your
results can be accepted—, and the ‘trustworthiness’ people put on your capabilities when
they assign some resources to you—‘this will be a good investment’—).10 But these ‘social’
interests do not exhaust the components of the ‘utility function’ of scientists: after all, when
they judge a scientific result, they can see whether it is ‘better’ or ‘worse’ than other alterna-
tive solutions to the same scientific problem. Some sociologists, particularly Bruno Latour
and Steve Woolgar, went further than Bourdieu and tried to dispense of these epistemic
criteria, by reducing the scientific judgment to the application of a calculus of credit max-
imisation (a scientific claim is better if and only if accepting it leads to have more credit).11

But this reductionist strategy is pointless: if nothing of epistemic value were produced by
hard scientific research, then most scientists would simply look for less onerous means of
getting wealth, fame and power, and more importantly, most people would plainly reject to
give a penny from their taxes for scientific research.
The question is what these epistemic values exactly are, and what is their relation to the
other goals. Regarding the first question, I think Popper’s answer in The Logic of Scientific
Discovery (viz., that the rules of science must be designed in order to maximise ‘falsifiability’)
gives only a partial answer: if we observe what scientists say and do, it seems that they
are taking some results as real discoveries, not just as ‘still-unfalsified-hypotheses’ ; so, in
practice, they seem to value something like ‘confirmation’. Since it is them (not Popper)
who are going to ‘play science’, my aim is to discuss what methodological norms would they
(not Popper) want to establish. My suggestion is that a good strategy to find out what is the
best representation of the scientists’ epistemic utility function is to look for those conjectures
about this function which are more capable of explaining the most prevalent methodological
criteria of ‘theory’ choice;12 I have defended in some other papers that a modified definition
of another not-very-succesful Popperian concept (‘verisimilitude’) would make a nice job
here.13 Actually, Popper introduced the concept of verisimilitude, or ‘likeness to the whole
truth’, also as an attempt of explaining why the methodological criteria of ‘preferring the

9The presence of this type of interests is grounded on the literature on sociology of science, particularly in
empirical works (e.g., Latour and Woolgar (1979)). On the other hand, I know of hardly any research about what
are the actual epistemic interests or values of scientists; in the next paragraph a strategy for research on this topic
is suggested.
10Bourdieu (1975).
11Cf. Latour and Woolgar (1979).
12I’m using ‘theory’ in the sense of any scientific claim that starts being hypothetical.
13See, for example, Zamora Bonilla (1996), (1999), (2000) and (2002b).
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less falsified theory’ was rational, even if all the available theories were known to be false.
His definition of verisimilitude was that A is at least as verisimilar as B if and only if
all false consequences of A are consequences of B, and all true consequences of B also
follow from A.14 If both A and B have known false consequences (i.e., if they have been
falsified), but everything that falsifies A also falsifies B, and everithing that corroborates B
also corroborates A, then the hypothesis that A is closer to the truth than B would have
been corroborated by A and B being in exactly that relation with the empirical evidence.
However, after David Miller’s and Pavel Tichy’s logical proof that Popper definition was not
applicable to false theories, Sir Karl apparently lost interest in the question. My hypothesis
is, instead, that the ‘actual distance to the truth’ cannot be an epistemic utility, because
utilities must be defined on statements that the agent is able of noticing whether they
are true or false (they must be ‘psychological’ entities, so to say); so, I define instead the
empirical verisimilitude of a theory as the similarity between the description of the world
given by the theory and the description given by the known empirical facts, weighted by the
informativeness of these facts.15 As I shall comment in more detail in the next section, this
definition has the virtue of explaining a much wider set of common methodological criteria
than the other logical definitions of verisimilitude developed after the failure of Popper’s
one.
Lastly, our strategy also allows to understand in a new way the connection between a
descriptive and a normative view of scientific methods; first, there is here a factual assump-
tion: scientists take norms as normative constraints on their decisions, decisions that, how-
ever, will be based on the pursuit of some personal goals under those constraints; investi-
gating what these constraints are, and what effect they have on the outcomes of science,
is a piece of ‘positive’ research. However, it is also possible to investigate the actual norms
of science from a normative point of view: are they acceptable, or desirable, from the goals
that ‘we’ (as philosophers, practicing scientists, or citizens) actually have?

2 A Taxonomy of Scientific Norms

In order to describe science as a game, we have to make some choice about what we think
the game ‘is about’. As I have said, the pursuit of knowledge has been the main answer
offered to this question from philosophy of science, but, if we want to honour the important
competitive nature of research, we can say, instead, that the ‘point’ of the game is to get the
recognition of having made an important discovery. You not only want to gain knowledge, but
you also strive for the world (which may include, for that matter, just a fistful of colleagues)
acknowledging that what you have discovered is real and valuable. Furthermore, all this
recognition can be described from what scientists say, or more frequently, from what they
write: basically, what you want is that others write that what you wrote was right. This does
not mean at all that other things beside talking and writing are unimportant, as we shall
see, but communication plays an essential role in the working of the game.
The problem for the ‘recognition seeking’ scientists is that she does not exert a direct
control on what others say. In principle, it is possible that you have written a marvellous
paper, but no one of your colleagues reads it or quotes it approvingly. So, for the game of

14Popper (1963), ch. 10. For a survey of research on this concept, see Niiniluoto (1998).
15Formally, Sim(A,B)=p(A&B)/p/(AvB), Inf(A)=1/p(A), and hence, Vs(H,E)=Sim(H,E)Inf(E)=

p(H,E)/p(HvE). An alternative, more complex definition is that the verisimilitude of H given E is the
maximum value of Vs for H amongst all the possible subsets of empirical data contained in E .
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recognition to take place at all (i.e., for having a chance of being ‘incentive compatible’),
every scientist must have a reasonable expectation of

(a) her colleagues deciding what results to approve according to some predictable pattern,
and

(b) this patter tending to approve results that have, on the average, a sufficient degree of
epistemic quality.

If you are considering to enter the scientific career and do not expect these two conditions
will be met, then you surely will opt for a different way of earning your living.
So, we can imagine scientists writing their papers (call a scientists’ list of papers her
‘book’), in which they present their own arguments, but also use, mention or criticise the
claims made in other scientists’ books. Scientific norms can be interpreted, then, as norms
telling what can or cannot be written (taking into account what has been done and written
before), and what is appropriate behaviour taking into account what has been written. We
can classify scientific rules, hence, into three basic categories:16

(1) norms of internal inference: these say what claims you must accept (or cannot accept,
or are allowed to accept) given the other things you have written on your book before;
these norms establish, then, what is a sound argument;

(2) entry norms: these say what claims you must accept (or cannot accept, or are allowed
to accept) given what other things have happened out of your book;

(3) exit norms: these say what actions you must carry out (or cannot, or are allowed to
carry out), given what is written on your book or on others’ books.

The main role of the norms of internal inference is that of regulating what hypotheses,
models, theories, and so on, will be accepted by the scientific community. An old philoso-
phers’ dream was to reduce this type of norms to the bare rules of formal logic or mathemat-
ics, so that all scientific inference could be explained as algorithmic and apodictic inference.
But, without denying that science makes abundant use of those types of inferential norms
(in any piece of calculation or logical argumentation), it is clear that many of the conclusions
that scientists derive are not so well grounded from a formal point of view, nor, when they
are more or less uncertain (which is the fate of most of the cases), are they even expressed
(or expressible) in the clean probabilistic terms that would allow the applicability of sta-
tistical calculus. But the absence of algorithmic rules to infer whether a scientific claim
is true or false, or how probable it is, does not mean that scientists lack real criteria to
determine whether the ‘weight of evidence’ is in favour ‘enough’ of a hypothesis, model, or
theory. What happens is that these real criteria are tacit, and learned in a paradigmatic way
(i.e, transmitted by means of examples); they constitute a practice to master, rather than
a canon to be blindly applied (cf. Kitcher, 1993). This does not mean, as well, that these
practices are analysable or can not be the object of conscious choice or explicit discussion
(as a recent and interesting example, see Vul, 2008). So, I suggest to divide inference rules
into two subtypes, that I shall call microinferential and macroinferential norms. Microinfer-
ential norms are those that regulate those steps in an argument that are susceptible of being
criticised as formally invalid; I prefer the term ‘microinferential’ to that of ‘formal’ norms

16Distinguishing the three types of rules is just for analytical convenience; the types refer rather to the functions
that the norms of appropriateness have in the ‘persuasion game’; what we will empirically find out in real scientific
communities are collections of normative criteria combining probably the three types of functions.
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because the main point is not that they are actually formal, but that they are used as if
they could be formalised (in fact, often their mathematical or logical reconstruction, or the
formal proof of there validity, has come years or centuries after they started to be commonly
used), and because they are applicable step by step. Macroinferential norms, instead, apply
to those cases where there is no formally valid argument from the available premises to the
conclusion, basically because the available evidence is heavily varied, and not all of it equally
supporting (nor even equally consistent with) the conclusion; these norms, or argumenta-
tive practices, refer not to small inferential steps, but to the complex justification process
of theories or models, whereas the microinferential rules are applied to warrant the single
propositions that constitute the elements of bigger arguments. Macroinferential norms can
be divided into two kinds. In the first place, we have the norms that say what properties
count as virtues of a scientific claim, and under what conditions can a claim be consider as
better justified than another. In the second place, we must have some rules telling when is a
theory or model so well justified (probably as compared to others), that its non acceptance
becomes forbidden.
So, the working of the inferential rules proceeds in three levels. In the lower level, some
inferential rules allow to construct chains of arguments; they are basically the rules of logic
and mathematics, as well as some general principles of non-deductive inference (general-
isation, analogy, causality, etc.), not necessarily employed in formal terms by practicing
scientists.
In the intermediate level, these chains of argumentation are employed to sustain or crit-
icize the theories, hypotheses, or models advanced by each researcher, i.e., they build each
element in the ‘evidence’, or each ‘fact’, in favour or against those hypotheses. The macroin-
ferential norms that govern what constitutes the ‘virtues’ of a scientific claim direct this
process by determining what constitutes relevant, positive, or negative ‘evidence’, and, as a
conclusion, what is the epistemic value of a theory, hypothesis or model. For example, the
norm that favours simple theories over more complex ones, or the norm that says that suc-
cessful predictions are a stronger argument in favour of a theory than the derivation of a
previously known empirical result, are norms of this type; but note that what counts as
‘simple’, and the weight of predictions against explanations of known facts, varies a lot from
field to field and time to time.
In the third level, once a certain amount of ‘evidence’ has been assembled, other norms
must tell whether it is sufficient to allow a choice amongst the proposed hypotheses, or to
discard some ones, or to force the acceptance of only one of them; or, contrarily, if it is still
necessary to collect more evidence before a decision is taken. Stated differently, the rules
of the third level determine when is a theory or model so good that its acceptance becomes
compulsory within a scientific community.
What can the game theoretic approach tell us about the rules that scientists would prefer
for the second and third levels?17 We must note that the definition of ‘epistemic quality’ is
something so central in the scientific game, and so relevant to the possibility of transporting
results from one field to other field, that it is reasonable to assume that it will be very
stable. Researchers learn what is what defines the epistemic value of a theory much earlier
than they become capable of proposing theories that can be subjected to their colleagues’
judgment. So, these norms are ‘constitutional’, in the sense explained above: they must be

17I assume that, at the first level, they simply prefer ordinary logical and mathematical rules, plus simple rules
of induction.
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chosen without taking into account to what cases they are going to be applied, or allowing
as little interferences as possible from the desire of favouring specific theories. They must
also be very stable in the sense that they are almost undisputed, for, more than other rules,
they say what is the game scientist are playing, what is what they are ‘producing’. Taking
this into acount, the simplest assumption is that scientists will prefer to estabish those rules
for defining the epistemic quality of the theories, that are coherent with the scientists’ own
‘epistemic utility function’. Hence, if this is utility can be represented by the concept of
empirical verisimilitude we saw by the end of section 1, then there is a reason to expect that
those norms for theory comparison that derive from the formal properties of that function
are the norms that we will observe in actual scientists, which seems to be the case. Some of
these norms are:

– between confirmed theories, those with more content are preferable;
– between theories explaining the same data, those with a higher probability are prefer-
able;
– the more implausible a prediction of a theory is, the higher the increment in the value
of the theory if the prediction is confirmed;
– being more empirically successul is not a sufficient condition for being preferable, if the
theory has very low probability;
– if it is expected that new data are going to be found, only the existing data that confirm
the hypotheses are taken into account to assess their epistemic value.18

The three first rules are consistent with Bayesianism; the first and second would be
approved by Popper, but not the second one; the fourth is consistent with Kuhn’s description
of the judgment of rival paradigms (even radical empirical successes or anomalies don’t force
the defender of a paradigm to accept the rival one, if the principles of the other theory look
incoherent), whereas the last rule has a Lakatosian flavour (at the beginning of a research
program’s development, only confirmations, and not falsitications, are taken into account).
Regarding the norms of the third level (those commanding to accept a theory when it is
‘good enough’), the game theoretic approach leads us to consider the acceptance of a theory
as the outcome of a competitive game: each scientists competes for being the ‘winner’,
i.e., that having propose de accepted theory (or that having made the discovery). What
the members of the scientific community have to decide in this case at the ‘constitutional’
level is a certain degree of verisimilitude such that the theories that passes that level will be
accepted (some especial rules can be established for those cases when more than one passes).
So, what these rule define is what is a discovery. The relevant question is, hence, if you were
a scientist, what definition would you prefer? The strategy to answer this question consists
in determining the expected utility a researcher would get for every possible definition (i.e.,
for every possible degree of verisimilitude that were taken as the ‘discovery threshold’); this
demands to know the probability of finding a successful theory surpassing that threshold (i.e,
how ‘difficult’ is to solve a problem in the field), but we can assume that this probability is
intuitively known by practicing scientists. The optimal definition of ‘discovery’ would simply
be the one that maximises this expected utility. Given certain formal assumptions, it can be
proved that the preferred level of epistemic quality would correspond at least to that level
such that the probability a researcher has of making the discovery is inversely proportional
to the average number of competitors.

18See the papers quoted in note 13 for proofs and more examples.
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It must be stressed that the fact that the norms in the second and third steps are conven-
tional and subjected to choice by the scientific community, does not necessarily support a
relativistic interpretation of scientific knowledge. For relativism amounts to the claim that
all alternative sets of norms would have been equally valuable, whereas what the ‘economic’
approach advocated in this paper shows is, instead, that between alternative sets of norms
scientists will have a preference, and then, we can expect that the existing norms will be
those that guarantee in the best possible way the fulfilments of the actual goals of scientists
(without forgetting all the complexity that the contractual nature of the decision can imply,
as was argued in the past section).19 Or, if they do not, then we can expect movements
within the scientific community to change the norms. What relativist philosophers should
do, instead of showing the mere possibility of alternative methodological or epistemic crite-
ria, is simply to think about what criteria they would like science to work with, and show us
why (or, at least, why they think that all possible criteria are equally effective or ineffective
in satisficing the goals of scientists, whatever these goals might be).20

Before leaving the first group of norms (of internal inference), I want to stress the fact that
the game theoretic approach allows us to approach the so called ‘problem of induction’ in a
very different way from how it is considered in other philosophical theories. In the typical
exposition of the problem by Hume or Popper, it consisted in that no amount of confirmatory
evidence can ‘proof’ (in the sense of logical proof) a general hypothesis; another formulation
would say that, even assuming that a finite empirical evidence can give a positive degree of
confirmation to a general hypothesis, the choice of a particular threshold of epistemic value
such that theories surpassing it can be ‘accepted’ is completely arbitrary and has no rational
foundation. According to the game theoretic approach, however, the first problem is ‘solved’
by taking as an empirical datum the fact that scientists prefer to play a game in which there
are rules that allow to accept a theory on a finite corpus of data, instead of playing a game
in which there are no ‘discoveries’ (but only ‘unfalsified hypotheses’); so, what counts is
not that inductive inference can logically prove scientific hypotheses, but that there is a set
of inferential norms that are accepted by scientists and lead to the compulsory acceptance
of some hypotheses. To the second problem, what we can say is that the choice of this
threshold is seen as conventional, but not arbitrary, for it is the outcome of a rational choice
that takes into account the preferences of the scientists; so, the ‘solution’ to the problem
of induction comes from considering the utility scientists derive from playing an inductivist
game instead of other possible games. Of course, what one must do in order to epistemically
assess the rules allowing to do just that, is to consider what is the average epistemic value
of the hypotheses that turn out to be the ‘winners’ in such a game.21

19I understand relativism, so, as the thesis that no rational argument to prefer some rules in certain context can
be given; the fact that in different contexts there are different rules does not support, per se, relativism, for there
can be reasons why the rules that exist in each context are more appropriate to it.
20It can also be proved, regarding the norms for theory acceptance, that scientists with an interest both in fame

and in the epistemic quality of the theories per se, will choose a quality threshold higher than scientists with only
an interest in fame, and that these will choose a quality threshold higher than scientists with only an interest in
epistemic quality. Cf. Ferreira and Zamora-Bonilla (2006). So, competition tends to increase the epistemic standards
of science.
21Another situation that can be analysed with the help of game theory is when the inferential rules allow each

scientists to accept one amongst several incompatible statements (if these have enough quality). It is possible that
how interesting it is to accept one of these proposition depends, amongst other things, on how many colleagues
accept each one. In this case, we can assume that the community will be in a Nash equilibrium, though it is possible
to show that more than one equilibrium can exist. Cf. Zamora Bonilla (2007), 659–666.
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I pass now to discuss the other two groups of inferential norms. Rules of internal inference
allow scientists to pass from some statements written in their ‘books’ to others, but there
must exist some regulation of the processes by which some propositions enter into the game
‘by the first time’. This is the role of the entry norms. We can divide these into two kinds:
norms telling that one must, or is allowed to, write a sentence in her book because the sen-
tence is written in another scientist’s book; I shall call these authority norms. The second
kind consists in those rules telling what ‘non-linguistic’ events license or force the introduc-
tion of a ‘datum’ into a scientific argumentation, and I shall call them evidence gathering
norms. The first group of entry rules refer to ‘entries’ that are so just from the point of view
of a single researcher, of course, but this does not mean that these rules are co-extensive
to the ones discussed in the previous paragraphs; an obvious connection between authority
norms and internal inference ones is that the former must be coherent with the latter: you
can be obliged to accept the claim of another scientist only if this claim was also for her a
commitment entailed by her arguments; but the reverse is not necessary at all: that someone
is obliged by the rules of argumentation to conclude her argument with some proposition,
does not force other scientists to accept also the same proposition, if they have not accepted
the same premises (as a matter of fact, most of the claims made by real scientists in their
papers are not accepted by their colleagues). Actually, it is possible to capture the difference
between both types of rules by considering that internal inference norms are applicable in
the context of the discussion between several researchers about what is the right solution
to a problem, whereas authority rules apply when a solution has been determined, so that
its acceptance becomes compulsory for all the other members of the community, i.e., even
those not participating in the discussion; authority norms regulate, then, the communication
channels going from the ‘original’ discovery to the average researcher, and, very importantly,
to students (e.g., textbooks).
More important from an epistemic point of view are evidence gathering norms, for they
are the ones that connect scientific claims with the real world. These norms are essential
also from a game theoretic point of view, for, since the prize for a researcher is recognition,
and this is often a competitive prize, in the sense that the recognition given to a scientists
lowers the chances of other colleagues being recognized, then it might seem that the dom-
inant strategy for every single researcher would be to systematically deny that a colleague
has made a discovery; this might they do it not only by asking always for ‘more’ evidence (a
strategy macroinferential norms attempt to stop), but by refusing to accept any confirma-
tory evidence, i.e., by not accepting the empirical premises necessary for the confirmatory
arguments to function. So, scientist need, in their pursuit of recognition, that some clear
cases exist where none of those taking part in a scientific discussion can discuss that certain
data are so an so, or, at least, that the possible reasons to discuss this are clearly specified.
This is again a deeply Popperian story: empirical data are not ‘data’ because some intrin-
sic epistemological reasons (or not directly because of that), but because of a convention,
a convention about when some arguments ‘from world—or observation—to language’ are
legitimate moves in the game of persuasion. The first relevant question about these norms
is, hence, which ones would you prefer if you were a scientist? How many observations of a
phenomenon license an inductive generalisation (parallel to the question discussed above, on
how many arguments in favour of a theory license its acceptance), what experimental proto-
cols are appropriate (i.e., ‘warrant’ the reading of their results as an objective fact), or what
statistical level of significance is to be chosen, all these kinds of questions are subjected to
the agreement of each scientific community, and reasons to agree on certain answers instead
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of others will be based on the same combination of epistemic and professional interests we
have mentioned above. For example, there has been a lot of discussion about the limits
of replicability in scientific experimentation, and on if this entailed that all empirical data
are a mere ‘construction’ (cf., e.g., Collins, 1985); the answer suggested from the point of
view of this paper is that real scientists would not demand something as strong as perfect
replicability as a necessary basis for accepting an empirical claim: even if it were feasible,
it would be as costly as unexciting; they surely prefer to agree on accepting an empirical
claim if there are some variety of different experimental protocols that independently con-
firm that claim, what allows to give recognition to more researchers for more original work.
This, however, leads to a greater probability of fraud, since a researcher, expecting that
others will not replicate exactly her own experimental design, could simply opt for invent-
ing her results. The game theoretic solution to this problem is to institute some rules that
make the discovery of fraud more likely and the associated penalty discouraging enough,
but the community can tolerate a certain frequency of misbehaviour, if the expected gain in
epistemic and professional terms is high enough (cf. Zamora Bonilla (2006), 346-49). These
rules can be different for different situations; for example, it is not the same case when one
is trying to confirm an existing theory (and forges the data in order to make them agree
with the theory), or when one is claiming a revolutionary discovery; incentives to reproduce
the results, and hence to certify whether fraud has existed or not, will be different in each
case, and the ‘prizes’ given to those in charge of the reproduction, as well as the ‘penalties’
to the ‘convicted’, will have to vary accordingly. I would suggest that the growing branch of
game theory known as ‘mechanism design’ could be fruitfully applied to this kind of prob-
lems, investigating the properties of these type of rules, and establishing something like an
‘economics of trust’ in the empirical foundations of research.22

Discussion on ‘prizes’ and ‘penalties’ leads us finally to exit norms, those that command
or license actions on the basis of the contents of each researcher’s ‘books’. Since every action
entails that certain amount of limited resources are devoted to some goals instead of others,
these rules can be described as mechanisms for the resource allocation. Everything that is
valuable for scientists and can be distributed amongst alternative aims counts as a resource:
funds, positions, space for publication, time in meetings, grants, prizes, equipment, assis-
tants, and so on. The role of the exit norms is to state what are the appropriate criteria for
distributing these resources, including those that determine who can be taken as a member
of the discipline.23 The relevant question, again, is what rules of resource allocation would
you prefer as a practicing scientist? For example, would you prefer those rules commanding
to engage in self-critical research (à la Popper), or wouldn’t be better to let criticism to
the ‘rivals’? Would you prefer ‘winner-takes-all’ norms, giving a disproportionate amount of
resources to the ‘big stars’, or some kind of ‘insurance rules’, that guarantee a decent chance
of success for those not having the good luck of starting their careers in a top department?
Would you prefer norms making it very difficult to publish, or more ‘liberal’ ones? Would
you prefer peer review allocation mechanisms, or some other type?
My last observation is the following: along this section I have tended to adopt the per-
spective of the practicing scientist, on the assumption that the rules of each discipline are

22Zamora Bonilla (2006b) applies this idea to the case of the choice of an interpretation for one’s experimental
or observational results: in this case, the situation is a game between the author of a scientific paper, who wants to
make that interpretation that makes the discovery to be most important, and the readers, who want the conclusion
to be as well empirically supported as possible, since this is what warrants its applicability.
23I thank to a referee of this paper the suggestion to include the latter type of norm.
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negotiated basically amongst its members, but it is also useful to consider the problem from
a more general point of view, on the lines of the ‘social contract’ argument outlined in
section 1. In the first place, we can also ask what of these norms would a ‘common citizen’
prefer, where she given the knowledge of the consequences each possible systems of norms
will have: it is possible that they are not the same norms as those that are the likely outcome
of scientists’ internal negotiation. This possibility suggests very interesting lines for future
discussion: what are more—morally, epistemically...—‘justifiable’, the norms preferred for
scientists, or the ones preferred by citizens? What social mechanisms could be implemented
by the citizens in order to make scientists behave in a way more consistent with the former’s
preferred criteria? Or what mutual influence can be exerted by each relevant group, both
within science and within society at large, in the construction of a particular normative
agreement? Regarding all this questions (which by no means are novel ones), I think that
the capacity of game theory to analyse these mechanisms and negotiation processes is an
epistemic resource that science studies can simply not dispense with.
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CHAPTER 4

The Republic of Science and Its Constitution: 

Some Reflections on Scientific Methods 

as Institutions

Jesús Zamora Bonilla

INTRODUCTION

One of the main virtues of Ian C. Jarvie’s book The Republic of Science: 

The Emergence of Popper’s Social View of Science, 1935–1945 (2001) is that 

it convincingly demonstrates that Popper’s greatest insight in the philoso-

phy of science was to understand scientific rules as social institutions. 

Exploring the road from Popper’s Logik der Forschung (1934) to The Open 

Society and Its Enemies (1945), and contrasting Popper’s view of science 

with his view of social institutions in general, and with the views about 

these topics of other contemporary authors (mainly Hayek and Polanyi), 

Jarvie clearly shows the radical novelty of Sir Karl’s approach to the prob-

lem of scientific method, as well as why the intrinsic social nature of meth-

odological rules was difficult to discern by most readers of Popper. Another 

important result of Jarvie’s hermeneutics is that, instead of the traditional 

interpretation of the young Popper’s intellectual evolution, as if The Open 
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Society and The Poverty of Historicism (1944) resulted from an application 

of his falsificationist methodology to the case of the social sciences and polit-

ical philosophy in general, Jarvie offers a different and more illuminating 

perspective: the works of the 1940s would rather be a natural develop-

ment and generalization of the view of science as a social institution, that 

is, an exercise in whether society could better be understood on the repub-

lican pattern of science advanced in the Logik. I will not say too much in 

this chapter about this second prevailing element of Jarvie’s book but 

concentrate instead on the first issue: the essentially conventional and 

hence social nature of scientific method and the reading of Popper’s falsi-

ficationism as an attempted sketch of a constitution of the Republic of 

Science, as Jarvie magisterially tries to reconstruct, mainly in the first and 

second chapters of his book.

Sharing Jarvie’s interpretation of the Popperian idea of scientific 

method, I want to discuss more specifically two concrete aspects of (in 

Jarvie’s terms) Popper’s proto-constitution of science, one which is closer 

to traditional debates about methodology and the other one referring to 

what view of social institutions would be more helpful for a project like the 

one Jarvie attributes to Sir Karl. The first question is about what should be 

the supreme rules of the scientific method. I will express some doubts 

about the idea that being permanently open to criticism has to be taken as 

such supreme rule, not because it is not extremely important and useful, 

but because I think that it is more instrumental than substantive, and has 

to be justified by its presumed efficacy in leading us to other goals whose 

expression should count as higher-level norms in the constitution of sci-

ence (which will be the focus of the next section).

The other question has to do with Popper’s view of society and of social 

sciences, which I will claim excessively determined and limited his vision 

about what kind of understanding we might reach about the idea of the 

scientific method as a social institution. Three quarters of a century have 

passed since Popper elaborated on those ideas, and both the political situ-

ation and the social sciences themselves have evolved in a direction that 

would justify the following conclusion: had Popper devised his social 

understanding of methodological norms around the end of the century, 

he could have chosen a very different and more appropriate set of concep-

tual tools to work it out. I will deal about this possibility below.
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METHODOLOGICAL RULES AS CONVENTIONS

In spite of the title of his most important book in philosophy of science, 

Popper’s fundamental claim about the issue is that the rules of scientific 

research are not a matter of logic, in the sense that they cannot be derived 

from logical axioms, nor are they something like applied logic. According 

to Popper, the logic of scientific discovery is a logic, at most, in the sense 

in which we can talk about “the logic of chess”:

Methodological rules are here regarded as conventions. They might be 

described as the rules of the game of empirical science. They differ from the 

rules of pure logic rather as do the rules of chess, which few would regard as 

part of pure logic: seeing that the rules of pure logic govern transformations 

of linguistic formulae, the result of an inquiry into the rules of chess could 

perhaps be entitled ‘The Logic of Chess’, but hardly ‘Logic’ pure and sim-

ple. (Similarly, the result of an inquiry into the rules of the game of sci-

ence—that is, of scientific discovery—may be entitled ‘The Logic of 

Scientific Discovery’.) (Popper 2002, p. 32)

Conventions can be justified, argued in favour or against, but they can-

not be proved as logical or mathematical theorems, nor can they be dem-

onstrated or confirmed as some (other than Popperians) think the laws of 

empirical science can. There is a conventional element in the choice of the 

rules of any practice: one might decide not to play the game according to 

those rules, though in that case probably she will not be playing that game 

but a different one. Popper, hence, responds to the different forms of 

conventionalism (i.e., philosophical understandings of science according 

to which the truth of scientific claims is “conventional”), not by proving 

that conventionalism is self-consistent but by admitting that science con-

tains an indispensable conventional component built into it; this compo-

nent, however, is not the truth (or the accepting-as-true) of the theories 

and laws but the choice of the rules according to which scientists carry out 

the process. Nevertheless, if we want this choice not to be purely arbitrary, 

it is necessary that we engage in a rational discussion about the reasons 

why it could be better to play that game according to those rules instead 

of others, or instead of a very different game. And these reasons are neces-

sarily related to whether the proposed rules will actually lead us to satisfy 

the goals of the game. So, before studying what the rules of science should 

be, we need to have an idea of why we want to do science rather than some 

different kind of activity. Just a few paragraphs after the text just quoted, 
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Popper clearly formulates the goal he has in mind: “the rules are con-

structed with the aim of ensuring the applicability of our criterion of 

demarcation” (Ibid., p. 33).

Popper’s criterion of demarcation is falsifiability: “it must be possible 

for an empirical scientific system to be refuted by experience” (Ibid., p. 19; 

italics in the original). Or, a little bit more explicitly:

In other words: I shall not require of a scientific system that it shall be 

capable of being singled out, once and for all, in a positive sense; but I shall 

require that its logical form shall be such that it can be singled out, by means 

of empirical tests, in a negative sense: it must be possible for an empirical sci-

entific system to be refuted by experience. (Ibid., p. 18; italics in the original)

Hence, the rules of science, according to Popper, must be designed in 

order that all scientific systems (theories? models? hypotheses? theoretical 

frameworks?) are not only falsifiable through empirical testing but also as 

much falsifiable as possible (as it is clear from rule R5 below, and from 

Popper’s insistence on degrees of testability throughout the book, espe-

cially Chap. 6). Before starting to discuss to what extent this is a sufficient 

goal on which to set a system of methodological rules, let’s see what norms 

Popper had in mind. One discouraging aspect of The Logic of Scientific 

Discovery from a contemporary point of view is that, once its main goal of 

offering a defence of the norms of science has been stated, the book does 

not proceed to systematically formulate such rules but enters into some 

discussions characteristic of the philosophical concerns of the time. The 

lack of systematic analysis led Jarvie to gather the rules that Popper ran-

domly formulated throughout the book. I will present here just the most 

important ones, starting by what Popper and Jarvie call the “supreme 

rule”:

(RS) The other rules of scientific procedure must be designed in such a way 

that they do not protect any statement in science against falsification.

(R1) The game of science is, in principle, without end. He who decides 

one day that scientific statements do not call for any further test, and that 

they can be regarded as finally verified, retires from the game.

(R2) Once a hypothesis has been proposed and tested, and has proved its 

mettle, it may not be allowed to drop out without “good reason.”

(R3) We are not to abandon the search for universal laws and for a coher-

ent theoretical system, nor ever give up our attempts to explain causally any 

kind of event we can describe.
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(R4) (Don’t) use undefined concepts as if they were implicitly defined.

(R5) Only those (auxiliary hypotheses) are acceptable whose introduc-

tion does not diminish the degree of falsifiability or testability of the system 

in question, but, on the contrary, increases it.

(R7) Inter-subjectively testable experiments are either to be accepted, or 

to be rejected in the light of counter-experiments.

(R9) After having produced some criticism of a rival theory, we should 

always make a serious attempt to apply this criticism to our own theory.

(R10) We should not accept stray basic statements –i.e., logically discon-

nected ones- but … we should accept basic statements in the course of test-

ing theories; or raising searching questions about these theories, to be 

answered by the acceptance of basic statements.

(R11) Those theories should be given preference which can be most 

severely tested … (i.e., favour) theories with the highest possible empirical 

content.

(Jarvie 2001, pp. 31 ff. Of a total of fifteen, the above are taken verbatim 

from The Logic of Scientific Discovery.)

The complete list of these rules is what Jarvie calls Popper’s proto- 

constitution of science. I shall devote the rest of this section to discuss 

several important problems that can be recognized in this constitution, its 

evident lack of systemization not being one of them. A problematic ques-

tion in Popper’s list is whether he proposes these norms as just a suggestion 

and “invitation to play science” according to these rules or if he thinks that 

it is the “essence” of science to be played in exactly this way, so that those 

that are not following these norms are just not doing science, properly 

speaking. Another way of putting this question would be to ask if, for 

Popper, someone not following these norms would be a bad scientist or no 

scientist at all. Having here a set of norms (rather than a single one), and 

taking into account that many of them could in principle be disobeyed to 

a higher or lower extent (something to which I will come back later), it is 

conceivable that the norms were followed more or less, so that one could 

be a better or worse practitioner of Popperian science. The Logic of Scientific 

Discovery, with its insistence on the problem of demarcation, is written in 

such a way that a categorical reading of the methodological norms seems 

closer to Popper’s intentions: if you don’t strictly follow the falsificationist 

rules, you are simply not doing science, but metaphysics. But this seems 

too strict: one can prefer sometimes a theory with a little lower degree of 

testability, say, and still be a scientist, even a falsificationist scientist, as one 

can be a professional athlete and skip some few training days occasionally.
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Perhaps it is better and more coherent with Popper’s thought to inter-

pret this “methodological constitution” as an (Weberian) ideal type or as a 

kind of (Kantian) regulative idea. This, however, does not totally solve the 

problem of whether these norms constitute a definition of science or have 

just to be taken as suggestions to carry out research in a certain way. As we 

have seen above, that methodological norms are conventions (and not 

truths) invites us to take more seriously the latter option. But this option 

would obviously lead to a more fundamental question: why should I follow 

those norms instead of other possible ones (perhaps slightly different, or 

perhaps more disparate)? Popper’s immediate answer is, of course, that 

you should follow these norms in order to attain the goal of keeping your 

theories (or systems) as testable as possible. And this leads us to ask the 

following questions: first, would following Popper’s rules, such as they are 

formulated, actually lead us to maximize the degree of testability of our 

theories? Wouldn’t it be possible to attain this goal by some different 

means? And second, why should be testability the most important goal 

and perhaps the only goal of scientific practice? After all, testability sounds 

like something that is most naturally a means to attain other valuable 

things, something that has an instrumental value, not something that is 

valuable in itself. Popper often speaks in The Logic of Scientific Discovery of 

“the progress of science,” “the progress of knowledge,” or just “progress” 

as the prize attained by his recipes. Hence, why is the maximization of 

testability (and just testability) the only means to further the progress of 

science? What if the goals of science (and of scientists) are more diverse 

and complex and are accompanied by more labyrinthine ways of approach-

ing them than through an obtuse fixation with testability?

Regarding the first question, a simple way in which Popperian rules 

could be inefficient enough is if the maximization of testability within a 

particular segment of the complex network of statements involved in any 

realistic research process could sometimes entail a significant reduction of 

testability in other segments. Perhaps in order to keep a theory highly test-

able we should sometimes accept other theoretical hypotheses, either 

more general or profound (having to do with general presuppositions of 

the field) or more technical ones (like those about the use of measurement 

devices or statistical assumptions). I doubt that the Popperian system 

could offer a global measure of testability (if developing a workable local 

measure were not utopian enough) with a clear recommendation. Perhaps 

Popper would insist that his norms are recommendations for the individ-

ual scientist, which has the obligation of maximizing the testability of her 
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portion of research. But even in this case, it is an open question whether a 

high number of individual researchers proceeding in this way would lead 

science to globally maximize its degree of testability (and progress), or if 

there could exist some complex, negative feedback mechanisms that would 

better be served in a Mandevillian way (when some scientists behaved less 

honestly). Imagine that individual scientists could choose between devel-

oping their preferred theories following in the strictest possible way the 

falsificationist rules and following a more verificationist way, protecting 

those theories from falsification. Is there a guarantee that the first strategy 

would necessarily lead to a higher degree of global progress than the sec-

ond one (which, by the way, is reminiscent of the Lakatosian methodology 

of research programmes)? Perhaps in the case of science, private vices also 

transform at times into public virtues.

Regarding the second question, it is well known why Popper said that 

he refused to mention truth as the goal of science, as he attempted to do 

some decades later thanks to Alfred Tarski’s rehabilitation of the notion of 

truth without abandoning the idea that a more abstract notion of progress 

is what distinguishes science from other activities. One may wonder how 

Popper’s book would have look liked if he had opted for explicitly assert-

ing that progress towards (knowledge of) the truth is the ultimate goal of 

science. Probably, his views on methodology would not have changed 

substantially, for the concept of verisimilitude, or approximation to the 

truth, was later defined by him in such a way that a falsificationist method-

ology would naturally derive from or be coherent with it, in the following 

sense: theory X is at least as close to the truth as theory Y (according to 

Popper’s qualitative definition) if and only if every true statement follow-

ing from Y also follows from X, and every false statement following from 

X also follows from Y; hence, under the hypothesis that X is at least as veri-

similar as Y, it follows that all verified predictions of Y will be correct pre-

dictions of X and all verified mistakes of X will also be mistakes of Y. (I am 

using the term “verified” just in the sense that these predictions have been 

tested and accepted on empirical grounds.) Stated differently, the hypoth-

esis that X is at least as close to the truth as Y allows to make the second- 

order prediction that X’s tested predictions would always be at least as good 

as those of Y. Hence, the provisional corroboration of this second-order 

prediction (that all empirical successes of Y have been to this date matched 

by X, and all empirical failures of X known to this date are also failures of Y) 

would count as a corroboration of the second-order conjecture that asserts 

that X is closer to the truth than Y. In Popper’s own words:
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I do not suggest that the explicit introduction of the idea of verisimilitude 

will lead to any changes in the theory of method. On the contrary, I think 

that my theory of testability or corroboration by empirical tests is the proper 

methodological counterpart to this new metalogical idea. The only improve-

ment is one of clarification. Thus I have often said that we prefer the theory 

t2 which has passed certain severe tests to the theory t1 which has failed these 

tests, because a false theory is certainly worse than one which, for all we 

know, may be true.

To this we can now add that even after t2 has been refuted in its turn, we 

can still say that it is better than t1, for although both have been shown to be 

false, the fact that t2 has withstood tests which t1 did not pass may be a good 

indication that the falsity-content of t1 exceeds that of t2 while its truth- 

content does not. Thus we may still give preference to t2, even after its falsi-

fication, because we have reason to think that it agrees better with the facts 

than did t1. (Popper 1963, p. 235)

As it is well known, Popper’s dream of supporting his falsificationist 

method with a formal theory of approximation to the truth received a fatal 

blow when it was proved that no false theory could be logically related to 

any other theory in exactly the way Popper’s definition of verisimilitude 

demanded for the former being more verisimilar than the latter, and hence, 

the idea that we can give preference to a falsified theory over another 

because of that reason became logically untenable (more on the debates 

regarding verisimilitude, see Niiniluto 1998). Perhaps we could explicate 

the notion of a theory being closer to the truth than another in different 

terms than Popper’s definition of verisimilitude. According to alternative 

definitions of truthlikeness, would the methodological norms selecting 

more truth-like theories be the norms Popper defended in his 

proto-constitution?

Instead of starting by proposing a philosophical argument about what 

the goal of science should be and logically deriving from that goal the 

methodological norms that could better serve to its attainment, we might 

perhaps follow a more empiricist or abductive procedure, examining in the 

first place what methodological norms scientists actually follow and con-

jecturing afterwards which goal or goals could they be trying to pursue 

such that the norms actually followed in scientific practice are efficient 

procedures for the attainment of those goals. I leave the details about this 

possibility for the next section; I will only mention now with respect to 

this question that we might find that scientists actually follow under some 

circumstances verificationist rules, and that this can be explained not 
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because they are irrational or dogmatic but just because this is the best 

science game they can play, taking into account both their goals and the 

limited resources at their disposal.

The latter discussion can also be connected with a different problem. 

Science is (mostly) not done by algorithms, but by humans, and every 

person has usually more than one goal in everything she does. Even if the 

maximization of testability and the pursuit of truth (of deep, useful and 

interesting truths) were the only substantial goals of science as an institu-

tion, the people that carry out the activities in which science consists may 

and usually will have other goals and values as well. These range from 

diverse preferences about the epistemic qualities of the theories, models, 

empirical procedures, and styles of thought to more practical things, like 

good work conditions, access to facilities, and, most importantly in the 

case of many scientists, prestige and intellectual influence. Perhaps the 

institutional arrangement that would maximize the testability of theories 

is to publish everything in a strictly anonymous way, for this would prob-

ably avoid serious biases due to the publish or perish tendency of current 

science. But, under such institutional arrangement, it would be likely that 

not enough people would pursue a science career. Many scientists’ thirst 

of glory would be hardly satisfied if science worked in such a way that no 

result could ever be declared definitively established beyond all reasonable 

doubt: for a seeker of scientific glory, provisional truth and fallibility are 

very often something we have to pay lip service to, and firm verification of 

a theory or law is an institutional goal more valuable than having passed 

till now all tests but who knows what will happen tomorrow. If scientists’ 

motivations are close to this description, then establishing methodological 

rules that at least have a little verificationist flavour could be seen as a nec-

essary price for having a powerful science system, an unavoidable element 

in any realistic constitution of the republic of science.

THE CONSTITUTIONAL POLITICAL ECONOMY OF SCIENTIFIC 
INSTITUTIONS

In the preceding section I have basically considered the content of Popper’s 

methodological proto-constitution of science, shedding some light on the 

question whether testability (and the maximization of degrees of testabil-

ity) can be taken as the sole regulatory ideal for the normative architecture 

of the scientific method. In a nutshell, if testability is not seen as the only 
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constitutive goal of science (nor as the only goal of scientists), then it is 

conceivable that, under some circumstances, a trade-off between the max-

imization of several different goals can arise, and so it may be rational to 

be satisfied with a little less testability in exchange for a higher level of 

satisfaction of the other aims. I plan to deal now with a different question, 

which does not refer directly to the content of the norms of science, but 

to what are the best theoretical tools to illuminate the process of choice or 

the emergence of those norms. Popper, in general, was deeply suspicious 

of the state of a big part of the social sciences of his time, both because of 

the lack of testability of many of the most popular theories and because of 

the ease with which many of those theories were put into ideological use. 

It is a pity that Popper hardly ever bothered to take into consideration the 

work of people like Robert Merton and his followers which might have 

offered an enlightening way of discussing the normative and institutional 

structure of science. Instead, Sir Karl seemed to have more clearly in view 

other approaches to the topic, like those of Karl Mannheim’s sociology of 

knowledge (with its Marxist inspiration). We shall never know if Popper’s 

ideas about a constitution of science would have been more explicitly 

developed or would have changed to some significant degree had he 

devoted more time to contrast his view on the topic with that of Merton’s 

“ethos of science” (Merton 1942).

As Jarvie explains in the third chapter of The Republic of Science (2001), 

Popper’s view of society, institutions, and social science is deeply influ-

enced by the work of liberal thinkers and economists, especially his friend, 

and later colleague at the London School of Economics, Friedrich Hayek. 

As it has been argued, the influence was surely bidirectional (Caldwell 

2006), but most probably it was Hayek’s ideas on the structure and devel-

opment of society that basically influenced Popper’s view about histori-

cism and the open society around the end of the 1930s and 1940s, while 

Popper’s general methodology strongly influenced Hayek’s epistemologi-

cal views in the 1950s. In spite of Popper’s subsequent deep influence on 

several generations of economists who tried to elaborate their theories 

according to falsificationist guidance (Richard Lipsey 1963), often mixed 

with Milton Friedman’s views on positive economics, Popper’s ideas about 

the fundamental nature and method of the social sciences didn’t seem to 

have gone very further than what he sketched about “situational analysis” 

in The Poverty of Historicism (1944), and, in this sense, he shared Hayek’s 

Austrian reservations about the possibility of developing a mathematical 

science of society. This might have been more justifiable during the 1940s 
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when even the most well-known formalized branches of economics of the 

time (Hicks’ or Tinbergen’s macroeconomic models) were far less com-

plex and diversified than what they turned into a decade later thanks to the 

work of people like Samuelson, Arrow, and Nash. In particular, the rise of 

game theory could have been taken as an opportunity to put more flesh on 

Popper’s scheme of situational analysis, for it is clear (at least for some 

authors) that situational logic could be seen as a minimal description of 

the very idea of analysing social interactions by means of game-theoretic 

tools (see Hands 1992 for a positive view about this question and Morgan 

2012 for a slightly more sceptical one). One possible reason of Popper’s 

reluctance to advance a more formal development of his situational analy-

sis may have been his deep scepticism about the existence of laws within 

the social sciences. But the more or less successful application of game- 

theoretic thinking to nearly all fields of social science in the last decades 

has not been driven by the hope of finding deep universal laws but rather 

by the interest in constructing a battery of alternative, useful, piecemeal 

models of specific types of situations, something that parallels Popper’s 

(and Hayek’s) praise of “piecemeal social engineering” over conceited 

attempts to manage a whole national economy, for example. Actually, a 

whole branch of applied game theory, known as mechanism design, could 

be considered as the most accomplished, state-of-the-art version of a 

piecemeal social engineering.

In particular, I have defended in other papers (Zamora Bonilla 2002 

and 2008) that one specific branch of economics, constitutional political 

economy, could be particularly useful to apply the Popperian idea of a con-

stitution of science. Constitutional political economy was inaugurated by 

Buchanan and Tullock’s book on The Calculus of Consent (1962), and its 

fundamental idea is that we can apply rational choice microeconomic, 

game-theoretic thinking, to the cases in which a group of people are not 

just making some choices under a situation defined by the applicability of 

some specific norms but to those cases in which the members of the group 

choose the norms themselves. Buchanan and his collaborators and follow-

ers have applied this type of work mainly to study the choice of voting 

procedures, or of other political representation systems, and how their pre-

dicted impact on economic performance and distribution affect these types 

of choices. But this methodology can be applied to the choice of any kind 

of norms whatsoever. Why not, then, to the norms of scientific research?

I think an important (though unconscious) obstacle for Popper and his 

disciples to consider seriously this possibility was a certain distrust of the 
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scientific community itself, particularly after the big debate of the 1960s 

around Thomas Kuhn’s work on scientific revolutions and “normal sci-

ence.” If normal scientists were to choose the actual rules of scientific 

practice, they would probably prefer norms that made life easier for them, 

so to say, instead of norms enforcing the boldest and most austere search 

of highly testable theories and their possible falsifiers. Perhaps this possi-

bility is neither too unrealistic nor too undesirable when we take into 

account that science, after all, must be practised by people organized in 

communities and institutions and not only by heroic geniuses. It is impor-

tant to take into account that the choice of norms is very different from 

choices made under norms. One essential aspect of the former is that, if 

not only because norms are expected to be in force during a very long 

period and are going to affect individuals under circumstances whose 

specificities are difficult to foresee, norms tend to be chosen under a “veil 

of ignorance” (to use the Rawlsian metaphor): the choice of norms tends 

to be more impartial, and less subject to strategic manoeuvres, than deci-

sions more directly related to specific circumstances, and the more general 

the norm, the less space for manoeuvring, in general (except in circum-

stances where an individual or a subset of the group occupies or expect to 

occupy a powerful role in the field during a long time). Hence, a constitu-

tional choice of the most general norms of science, made by a community 

composed of normal scientists, would perhaps be not very different from 

the choice that a group of heroic or revolutionary scientists would make.

Another important aspect of the choice of scientific norms that consti-

tutional political economy would force the analyst to justify is what the 

communities in charge of making the choice of the norms actually are: 

What is the relevant constituency? Is it the scientific community writ large? 

Would different scientific specialities or subcommunities have different 

methodological constitutions, depending on the availability of data, tech-

niques, and so on? Or should the most general constitution of science be 

decided by the informed choice of any citizen, for, after all, the outputs of 

scientific research are going to directly or indirectly affect their lives, espe-

cially because of the funding of science? Why should the philosopher have 

a prominent role in the choice of these norms? If they should, would it be 

reasonable that the constitution of science was written and voted by an 

assembly of philosophers representing all the relevant methodological 

schools? Some of these questions are obviously wiser than others, but the 

very possibility of launching them opens interesting perspectives from 

which to consider problems not only within methodology of science but 
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also about the social, economic, and political relevance of methodological 

questions, something that, unfortunately, has been absent in most of the 

core literature on philosophy of science during the last century.

Many of the more severe problems that science has been suffering dur-

ing the last decades could be profitably approached from this constitu-

tional point of view, for example, the replication crisis denounced in many 

sciences, the hardening of academic careers, the choice of open or propri-

etary systems of publication, and the contested role of universities in an 

increasingly privately funding research systems. These are very likely prob-

lems that have to do with a dysfunction of norms that perhaps had been 

working in an acceptable way till a few decades ago but that now should 

be modified if we agreed on who are the agents directly responsible for 

choosing the right norms. If we do not do it this way, then the invisible 

tentacles of a Hayekian mangle of self-organizing, emergent institutions 

will certainly make the choice of norms instead of us, and these norms will 

likely not necessarily be in our best interests.
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Chapter 28
What Games Do Scientists Play? Rationality
and Objectivity in a Game-Theoretic Approach
to the Social Construction of Scientific
Knowledge

Jesús Zamora-Bonilla

28.1 Introduction

In a series of papers (Zamora Bonilla 1999, 2002a, 2006a, b, c; Ferreira and Zamora
Bonilla 2006). I have been defending an economic, game-theoretic approach to the
understanding of the social construction of scientific knowledge; such an approach
would complement the traditional efforts in using insights and techniques from other
social sciences (esp. sociology and anthropology) to the idiosyncratic epistemic as-
pects of science, but would also have two fundamental virtues from a ‘rationalist’
point of view: in the first place, the game-theoretic, rational-choice approach al-
lows to model in an explicit way the factors determining the scientists’ decisions, as
well as the interdependences between them, without dressing all this in a mystifying
rhetoric which tends to obscure the analysis more than to illuminate it (many will
say that the economic jargon can be no less mystifying and obscurantist than the
Foucauldian one so often employed in post-modern studies of science, but the dif-
ficulty of rational-choice analysis is of the same kind as that of mathematics and
logic: it serves, when used properly, the goal of making the inferential links of
our reasoning explicit and subject to criticism); secondly, instead of launching a
non-contestable accusation of lack of objectivity and rationality to the products and
methods of scientific research, economic models allow to clearly see what are the
specific shortcomings of certain ways research can be carried out (i.e., they permit
us to identify specific inefficiencies), and point towards those changes in the mod-
elled situations that would effectively improve the results that scientists are getting.
Stated in other words, a game theoretic analysis of the social construction of scien-
tific knowledge allows us not to renounce to the thesis that science is a pretty good
method of finding out objective and significant truths about the world, nor to the
claim that science is the product of typically human and social forces, nor to the goal
of discovering the possible shortcomings of science and, more importantly, of dis-
covering also some ways of overcoming them. I think the focus on the necessary
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formalisms I had to use in the papers quoted at the beginning may have precluded
these virtues being well appreciated enough, so I would like to take this opportunity
to state them in a clearer way.

28.2 The Elements of a Game-Theoretic Model of Science

Understanding the construction of scientific knowledge with the help of game theory
demands to adopt a cognitive style which is not frequent in science studies (though
it is employed more often in some areas of philosophy of science, in particular in
the more formal ones, like, e.g., Bayesianism). I am referring to the design of ab-
stract models. A formal model is an encapsulated argument, with which we just
try to prove that certain interesting conclusions follow (or do not follow) from cer-
tain reasonable premises. This argumentative style strongly contrasts with the more
usual practice of case studies, one that has flooded the literature in philosophy and
sociology of science for the last three decades. I have of course nothing to oppose to
that practice, and I recognise that a detailed view of how science is and has actually
been done is a precondition for a proper understanding of scientific knowledge, but
the case-study technology is essentially inductive, not too appropriate to illuminate
the regular mechanisms that make science to be the way it is, and the claims we
reach with it can hardly be generalised, as the diversity of conflicting views that
have actually been defended by means of case studies shows. However, I do not
propose to consider the game-theoretic approach to the social construction of scien-
tific knowledge as an alternative to case studies, but as a complement of it; the idea
is merely to take the case based literature as a corpus of descriptive, empirical facts
about science, using rational choice considerations as a tool for discovering theoret-
ical mechanisms (i.e., abstract models) that help us explain (partially, at least) why
science is the way those empirical descriptions say it is.

The basic principles that such an approach offers for our attempt to discover
this type of explanations are the following. In the first place, it points to scientists’
actions as the basic elements of what has to be explained, i.e., why do scientists do
what they do, and in the way they do it; this does not mean that other aspects of
scientific constructs (e.g., the structure of theories, the connections between mod-
els and observations) fall out of the scope of a game-theoretic explanations, for we
can ask, say, why do scientists choose theories with a certain structure, or value mod-
els according to some connections with empirical facts. Secondly, a rational choice
approach forces to explicitly consider the goals scientists are pursuing through their
actions, as well as the information, capabilities and social mechanisms that allow
them to reach those goals to the extent they do it. Lastly, what a game theoretic
approach more characteristically adds to this is the idea that, as long as the actions
of other colleagues (or other relevant actors) influence the possible gains a scien-
tist can expect from her own decisions, the social situations that we will expect to
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observe will be what is traditionally known as a Nash equilibrium, i.e., a situation
in which the strategy each agent is choosing is a best response to the decisions the
other agents are making.

Just to illustrate the way in which a game theoretic approach can be applied to
traditional problems in philosophy of science, here are some examples of the kind
of questions we can pose:

Scientific standards: many philosophers have longly discussed the virtues a scien-
tific claim must have in order to become acceptable (e.g., ‘degree of confirmation’,
‘corroboration’, ‘verisimilitude’, ‘simplicity’, ‘predictive capacity’, and so on), but,
since these properties come in degrees, we can reasonably ask how do scientists
actually determine the minimum level of those virtues a claim must have so that its
acceptance by the community becomes ‘compulsory’; or, stated otherwise, when
will a ‘competing’ scientists be ‘forced’ to recognise that the claim proposed by a
rival is ‘right’. A game theoretic analysis will show that the fact that every possible
standard (or ‘quality level’) determines the chances a researcher has of ‘winning’
the race for a discovery, is a sufficient reason for scientists to have a preference for
some particular standard over the other alternatives (cf. Zamora Bonilla 2002a).

‘Theory’ choice: Not all scientific claims within a field are ‘compulsory’ (in the
sense that, if you do not accept them, you will not be given your degree in chem-
istry, say; there are also claims it is compulsory not to accept them, in this sense),
but many are a matter of choice to some level. The famous ‘underdetermination of
theories’ thesis is just a formal justification of that practice, though its name is mis-
leading in that it does not only apply to real theories, but to any type of scientific
claim, from experimental reports to megaparadigms. The problem is that saying that
logic is not sufficient to determine the choice of a theory does not help us to know
what do these choices depend actually on: are these factors ‘social interests’, ‘cog-
nitive biases’, or just a matter of ‘mob psychology’? The game theoretic approach
allows to say that, as long as the profitability for a researcher of accepting a claim
depends on who else in her community is also accepting it, then the only stable sit-
uations will be those that constitute an equilibrium, in the sense that everybody is
making her best choice given the ones made by the rest. In general, there will only
be a few equilibria in each case, and sudden changes from a situation to other are
possible (‘scientific revolutions’?), but it is also possible to proof that, as long as the
profitability of accepting a claim depends even very partially on how good the claim
is according to the epistemic standards, then it can be expected that ‘better’ claims
will have a tendency to become more ‘popular’ as their epistemic quality improves
(cf. Zamora Bonilla 1999, 2006a, sec. 3).

The ‘construction’ of an empirical fact: It is almost a platitude from science studies
that the way in which empirical ‘discoveries’ are presented is the result of a ‘negoti-
ation’. This entails, at least, that an empirical finding can be presented in more than
one way. But this does not entail in any sense that all those ways are equally good
for every agent engaged in the ‘negotiation’; rather on the contrary, if they were
equally good, there will be no negotiation at all (which is usually costly), for the
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mere flip of a coin will be enough to select an interpretation or other. Game theoret-
ical modelling of the situation allows to see how the interests and preferences of the
different ‘negotiators’ induce a distinction between those interpretations that cannot
be the outcome of the negotiation, and those that can; it also shows some ways in
which the outcome can be judged as efficient or not, and, furthermore, it allows to
devise institutions that may improve those outcomes (cf. Zamora Bonilla 2006c).

28.3 The Epistemic Quality of Scientific Products

What makes a scientific theory, or model, or hypothesis, a good one from the scien-
tific point of view? The economic approach to the social construction of scientific
knowledge has just two insights to offer as a way to the answer of this question;
they are not very deep insights (as a matter of fact, they are nearly trivial), but they
are also controversial when examined from several philosophical or sociological
approaches to the matter, and furthermore, there is even a certain amount of ten-
sion between both ideas. The first insight consists in the claim that, since in the
game theoretic analysis we are assuming that scientists do rationally pursue their
goals (whatever these happen to be), we are then forced to assume that they will
also have a non negligible capacity for understanding what ‘sound reasoning’ is. In
other words: if they are wise enough to know how to navigate the ocean of their
social relationships in pursuit of resources, publications, and honours, they must
not be necessarily inept when trying to discover the laws governing a physical phe-
nomenon. The second, more important insight, is that the definition of the epistemic
quality of scientific products is basically not a question for the philosopher of sci-
ence (nor, for that case, for the sociologist or the economist of science), but for
scientists themselves, or, dare we to say, for citizens in general; i.e. de epistemicibus
gustibus non est disputandum. Real scientists will have some ‘epistemic utility func-
tion’, probably not everyone the same function, and the first role of the analyst of
science is, rather than that of proposing what this utility function should be, that of
discovering which one it is. The point is not to deny that many interesting things
can be analysed from a philosophical point of view about the epistemic virtues of
scientific items: what our approach precludes is just adopting a patronising atti-
tude towards these questions. After all, scientists are the society’s best experts in
the production and use of knowledge, and so, if some people know what knowledge
consists in and how to discriminate ‘good’ pieces of knowledge from not so good
ones, these are scientists. Perhaps they are not particularly good in making this prac-
tical knowledge explicit (actually, when scientists say what good science consists in,
they tend to do it worse than philosophers). We should concentrate, hence, on the
way that scientists’ behaviour ‘reveals’ what their actual criteria of ‘good scientific
practice’ are. But, how to do that? As a matter of fact, all the theories that have been
proposed by philosophers in order to explain the nature of scientific knowledge, its
virtues and its progress, and so that some methodological rules of ‘good science’ can
be derived from those theories, have been ‘refuted’ by showing that, in real scientific
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practice, researchers often do not behave as if they were pursuing those epistemic
goals and the methodologies derivable from them; for example, scientists are usu-
ally not ‘falsificationist’, nor ‘confirmationist’, but they also are not ‘anarchist’, nor
strict followers of the Lakatosian methodology of research programmes. A big part
of the debates of the last 50 years between the different schools in philosophy of
science has consisted in showing through historical or contemporary examples that
scientists don’t do what other rival philosophical theories assume they should be
doing. My suggestion is that, in these debates, almost all parts were right when they
were criticising the theses of the rivals (more or less like in politics), but partially
wrong when they were proposing a philosophical explanation of scientific practice.
So, the outcome of the debate must be seen as a rich corpus of empirical evidence
about how science is practiced, in which we should try to find out some regularities
about what scientists actually consider as good practices.

The fact that scientists behave in many different, often conflicting ways, is not an
argument against this goal: in every society there can be conflicting practices and
conflicting norms, both because people have different interests, values, and pref-
erences, and because they face different situations, incentives, and constraints. In
the case of science, it is not necessary to discover many norms that all scientists
in all times and places have considered appropriate; it would also be interesting to
show that, when certain specific conditions are given, then such and such norms of
‘good practice’ tend to be accepted. Our main goal as students of science should be,
once the historical evidence is organised in such a way, that of trying to answer the
following question: what hypothetical utility function explains in the best possible
way the acceptance of precisely these ideas of ‘good practice’ by part of real scien-
tits? Every economic model starts by making some reasonable assumptions about
the agents’ preferences, and game-theoretic models of science are not unlike the
rest. My hypothesis (obviously a very simplified one, for it is applied to very sim-
ple models, and also not too original) is that a typical scientist’s utility function has
two main components: a ‘social’ one, and an ‘epistemic’ one. The social component
can contain many different variables (income, control over resources, class interests,
political or human values, and so on), but the most important one is ‘recognition’:
scientists strive for being recognised by their colleagues as good, or even ‘excellent’
practitioners of their disciplines; this creates an incentive to agree, within a scientific
community, on how a ‘good practice’ is defined, i.e., to agree on the ‘rules of the
game’, for, if such an agreement is lacking, ‘recognition’ becomes simply impos-
sible. The question (for scientists, nor for philosophers) is: what criteria to use in
order to determine those rules? I think that the more general, more basic rules, i.e.,
those that allow to say that it is really a type of ‘science’ the game a community of
researchers are playing, and not literature, or music, or football, or car mechanics, or
politics, must be rather similar in all scientific communities (though they may have
very strong differences in the details), and must not suffer very significant changes
with the passing of time; so, by accepting these rules, scientists can not take into
account their own social goals (or at least, their private social goals; things like ‘so-
cial justice’ will be different, and perhaps also ‘class interests’, but I doubt it), for
it is impossible to know how the adoption of some methodological rules instead of
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others will affect their individual chances of getting recognition and things like that.
Stated differently, the more basic a scientific norm is, the more it will be chosen by
scientists ‘behind a veil of ignorance’, to use this well known Rawlsian metaphor.
Here it is, then, where the epistemic elements of the scientists’ utility function enter,
in determining the choice of what an appropriate criterion of ‘good science’ is.

A hypothetical epistemic utility function, that tries to explain the prevalence of
certain very basic and general criteria of preference over ‘theories’ (criteria that,
as we have seen above, are in apparent mutual conflict), is the one I offered in
my own research on verisimilitude, where this notion was explained not as ‘objec-
tive closeness to the full truth’, but as ‘perceived closeness to what we empirically
know about the truth, weighted by the perceived amount of information this em-
pirical knowledge contains’. In formulae: Vs(H,E) D [p(H&E)/p(HvE)][1/p(E)] D
p(H,E)/p(HvE), where H is a model or theory, E is the relevant empirical evidence,
and p is a Bayesian, subjective probability function, which allows for different sci-
entists attaching different degrees of verisimilitude to the same theories; this does
not condemn scientists to relativism, for the shared form of their epistemic utility
function guarantees that they will agree on certain conditions under which a theory
is necessarily better than another (e.g., if H entails H 0, and both entail E , then H 0
will be judged to be better than H ), and these conditions will give us the ‘criteria’ of
epistemic preference we were looking for. A more sophisticated measure assumes
that E is structured as a set of known empirical regularities, and verisimilitude is de-
fined then as the maximum perceived closeness to one subset of those regularities.
(Cf. Zamora Bonilla 1996, 2000 and 2002b).

28.4 Epistemic Efficiency and Scientific Institutions

One thing is to define what the quality of a scientific item consists in, and a very
different thing is to determine how good that item is according to that definition of
quality. The point made in the previous section amounts to saying that scientists will
know better than the rest of us the answers to those questions (though they will not
tell us those answers: we shall have to get them by studying scientists’ behaviour),
but, even if they agree on what a good theory, model, hypothesis, experiment, etc.,
is, this does not guarantee by itself that the actual outputs of society’s investment in
scientific research are of a ‘high epistemic quality’. This depends on a number of
variables, the effort and talent of individual scientists not being the least, but an es-
sential factor is also the efficiency of the scientific institutions. I will not refer here to
their economic efficiency, though I admit this is a topic of fundamental importance,
but will restrict myself to discuss the epistemic efficiency: do scientific institutions
work in such a way that ‘high quality’ outputs tend to be produced? In order to il-
lustrate how the game-theoretic approach can offer some answers to this question, I
will briefly examine in turn the three examples given at the end of Section 28.2.
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Scientific standards: The process of collectively choosing a model, hypothesis, etc.,
as the right solution of a scientific problem demands, as we have seen, that the rel-
evant community has agreed on certain standards specifying the minimum level of
epistemic quality the solution must have. Will scientists choose a ‘low’ standard, or
a ‘high’ one? Of course, this question only makes sense in comparison with some
independent criterion of ‘lowness’ or ‘highness’, and the most helpful one is just
that of individual scientists’ epistemic preferences: imagine that an ‘individual’ re-
searcher (in the sense that she is not competing with other colleagues for the solution
of her problem, but wants just to find out the solution for its own cognitive sake) has
to decide when will she be satisfied with the number and variety of tests a solution
has passed in order to be accepted by her; so, her choice in this ‘isolated’ situation
will give us a certain epistemic benchmark (I would suggest to science students, and
particularly to those more sympathetic to relativism, to ask themselves what stan-
dard would they choose in a similar situation : : : perhaps it is not very different from
the scientists’ standard, but, even if it is, it would be nice to have some arguments
about why both standards are not the same). The interesting thing about the mod-
els presented in Zamora Bonilla (2002a) and Ferreira and Zamora Bonilla (2006) is
that they show that the collective choice in the case of a competitive search for the
solution generates a standard of quality that is higher than the one that most individ-
ual scientists would have chosen if they only cared about epistemic considerations,
not about recognition! That is, the search of solutions in a competitive environment
ends in having solutions epistemically better (according to scientists’ own criteria
of epistemic goodness) that those that would have been chosen in the absence of a
competitive pressure. By the way, perhaps they are ‘too’ good, in the sense that we,
citizens, would be content with a little bit worse solutions, if this allowed to have
solutions to more problems. But the point of my argument is just showing that, from
an epistemic point of view, there is no point in saying that the pursuit of recognition
leads to scientific claims that are not ‘good enough’ on the average.

Theory choice: As we saw in Section 28.3, if the acceptance of a scientific claim
by an individual scientists depends on which ones of her colleagues also accept the
same claim, it can be the case that more than one ‘social situation’ (i.e., a description
of who accepts and who rejects the claim) is possible. For example, it can be the case
that the hypothesis H being accepted by a 20% of the community is an equilibrium
(i.e., everybody is happy with her choice, given the choices of the colleagues) and
that a 70% is also an equilibrium; which one of both equilibria is the actual one will
depend on historical causes. This seems to constitute, by itself, a reason in favour of
certain degree of relativism: the scientific consensus is what it is, but with the same
amount of information and the same social relations it could have been a different
one (it is, however, a limited relativism, for there are more states that are not an
equilibrium, than states that are possible equilibria). But the situation is still worse:
for imagine that H 0 is a hypothesis that all the members of the community agree
that is better than H . It can be proof that, in a case like this, for every equilibrium
of the worse hypothesis there will be an equilibrium of the better one which is more
inclusive than the former; so, it can be the case that the equilibria for H 0 are 30%
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and 80% respectively. So, H might be accepted by a 70% of the community, and H 0
by a 30%, in spite of everybody agreeing that H 0 is better. Contrarily to the analysis
of the past example, this is a case where the game theoretic analysis can show that
the interaction between researchers can lead to an epistemic inefficiency. The good
news are that it can also be proved that, the better becomes a hypothesis (e.g., for
having been confirmed by new data), it does not only happen that its equilibria go
upwards, but smaller of them are disappearing, till in the end only one equilibrium,
close to unanimity, remains. So, the growth of empirical knowledge can solve by
itself those epistemic inefficiencies.

The ‘construction’ of an empirical fact: Suppose you have performed an experi-
ment, and are planning to report its result in a paper. It is now a platitude within
science studies that you will have at least some possible choices, for ‘facts do not
speak for themselves’, but need to be ‘interpreted’. For example, you can report
the result as a ‘very important’, unexpected finding, which forces your community
to look for a novel explanation, or you can present it as something uncontrover-
sial. The problem you face is that, the more ‘radically’ you interpret your result,
the less ‘credible’ it will be, i.e., the less ‘well confirmed’ by the experimental data
you present will be from the point of view of your colleagues. As we saw above, the
mere existence of many alternatives does not show that ‘all of them are equal’: it can
certainly be the case that some of them are ‘better’ than others in specific senses; for
example, some can be better from the epistemic point of view, whereas others (or,
if scientists are fortunate enough, the same ones) are better from the point of view
of the social elements of the researchers’ preferences; it can also be the case that
some options are clearly better for some researchers, whereas other claims are bet-
ter from the point of view of other colleagues. This plurality of valuations has not to
be confused with some kind of ‘fundamental indifference’: game-theoretic models
analyse precisely those situations in which people have different interests, and de-
termine what choice they will make in those cases; and, by comparing the outcome
determined by these choices with the value that other outcomes would have had for
the agents themselves, the models allow to evaluate the efficiency of the interaction.
It is also possible for the analyst to select the values or preferences she would like to
be enhanced in that interaction (think of her as a science policy maker, for example,
or just as a mere epistemologist), and then to think about ways of changing the way
the agents interact, so that the chance of getting a ‘better’ result is bigger. In the case
I’m discussing now, what can be proved is that, as long as the ‘readers’ of the paper
the experimentalist is writing value her claim according to a positive function both
of the result’s ‘novelty’ and of its ‘credibility’, but the author of the paper simply
wants that the most possible novel claim is accepted, and as long as there is a nega-
tive correlation between novelty and credibility, then authors will have an incentive
to interpret the results of their experiments in the least possible credible way that
is compatible with the results’ acceptance. This means that, if authors were given
a full liberty to describe their experiment in the way they preferred (do not forget
we are assuming that they are choosing only between descriptions which are legiti-
mate according to the methodological rules of the community), all the ‘gains’ to the
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scientific community from the interaction between authors and readers would go to
the authors, and these gains will be in the form of ‘social’, not ‘epistemic’ values.
It is reasonable to expect that communities will have designed some institutional
ways of framing that interaction in such a way that epistemic gains are higher, e.g.,
by standardising the forms of interpreting experimental results, or by making peer
review processes more severe.

28.5 Conclusion

Is science ‘rational’? Is scientific knowledge ‘objective’? The game theoretic ap-
proach suggests that these questions can be better rephrased in the following way:
Are scientific methods and scientific institutions efficiently ‘designed’ (or have they
appropriately evolved) to provide us the best possible knowledge of the world, ac-
cording to scientists’ epistemic values? And, do you find the epistemic goals of
scientists appropriate? If the answer to the last question is ‘yes’, then a positive an-
swer to the first question must be enough for satisfying (to a reasonable extent) our
doubts about the rationality and objectivity of science; if the question to the first
answer where negative, then we might employ the game theoretic approach to find
where is that scientific institutions are failing, and how they can be improved. On
the other hand, if your answer to the second question is not, i.e., if you think that
scientist should pursue a different set of epistemic goals, then what you owe us is
a specification of what these other goals should be, and game theoretical models of
science can help you to discover how science should be organised in order to pro-
mote the epistemic values that you prefer. My own judgment is that, if I am right in
my hypothesis that something similar to the verisimilitude function I summarised
in Section 28.3 rightly describes the epistemic values of real scientists, then most
branches of science are leading us to have progressively more and more theories and
models that describe, predict and understand better and better an increasing number
of empirical facts about the world, and this is the maximum I personally can ask
from the epistemic point of view.
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Abstract Co-authorship of papers is very common in most areas of science, and it
has increased as the complexity of research has strengthened the need for scientific
collaboration. But the fact that papers have more than an author tends to complicate
the attribution of merit to individual scientists. I argue that collaboration does not
necessarily entail co-authorship, but that in many cases the latter is an option that
individual authors might not choose, at least in principle: each author might publish in
a separate way her own contribution to the collaborative project in which she has taken
part, or papers could explicitly state what the contribution of each individual author
has been. I ask, hence, why it is that scientists prefer to ‘pool’ their contributions
instead of keeping them separate, if what they pursue in their professional careers
(besides epistemic goals) is individual recognition. My answer is based on the view of
the scientific paper as a piece of argumentation, following an inferentialist approach
to scientific knowledge. A few empirical predictions from the model presented here
are suggested in the conclusions.

Keywords Co-authorship · Scientific collaboration · Reputation · Social
epistemology · Inferentialism · Institutions · intellectual property · Argumentation

1 Introduction

Co-authorship of scientific papers has been extensively studied from the sociological
and the bibliometric points of view, as well as from research policy studies and research
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ethics;1 it has received, however, considerably less attention from philosophers of
science and epistemologists, perhaps under the common (though not often expressed)
assumption that these disciplines are more concerned with the content, quality, validity
and nature of the items of scientific knowledge, than with something apparently so
accidental as to whether the proof of a theorem or the performance of an experiment
is carried out by one single person or by a group. Curiously, this general lack of
attention in philosophy of science to the phenomenon of co-authorship co-exists,
nevertheless, with a progressive recognition by many philosophers and epistemologists
that scientific knowledge, and knowledge in general, can be seen as a kind of social fact
(independently of whether they think that this entails that science is ‘not objective’,
or that it is objective in spite of being social, or that it is objective thanks to their
being social). This recent ‘socialisation’ trend in the epistemology of science2 may
have led, however, to the (certainly right) conclusion that a scientific paper does not
become ‘more’ social by having been created by a group of people rather than by a
single individual, and hence, the study of the social aspects of scientific knowledge
have concentrated on other, more ‘community-wide’ types of social relations, rather
than on the specific face-to-face interactions that are constitutive of co-authorship.

Some of the few exceptions of this trend are the papers by Wray (2002, 2006);
Thagard (2006); Fallis (2006) and perhaps Rolin (2010) (who does not explicitly refer
to co-authorship, but studies ‘research groups’ as engaged in the production of singular
claims, and hence we can interpret each of these groups as the team of researchers
writing a single paper).3 These papers, however, don’t even consider the question of
why scientists write articles together; certainly, they deal with some closely related
questions: why scientists engage in collaborative research (Wray 2006; Thagard 2006;
Fallis 2006), and how they combine their individual points of view once they have
decided to present in a unified way the results of their research (Rolin 2010); but it
is conceivable that, even if those research processes are collaborative, each scientist
would nevertheless publish individually her own conclusions or her own portion of
the research, even as separate parts of a single paper. Why, instead of this, do the
multiple authors of a scientific paper prefer that the conclusions they derive from their
research process are taken by their other colleagues as a ‘corporate claim’? After all,
as Wray rightly (2006) signals, and as many scientists and science managers have
largely complained about, co-authorship tends (besides all its possible advantages)
to blur the epistemic responsibility of the individual authors, and it is this individual
responsibility what constitutes the basis of merit allocation in science. This is a serious
problem per se, even if co-authorship were always accomplished in a non-problematic
way from the ethical point of view (which, as the proliferation of disciplinary norms
about the topic testifies, is far from being always so). So, why not to use in scientific

1 See, e.g., Beaver (2001), Biagioli (1999), Birnholtz (2006), Chompalov et al. (2002), Glaenzel and
Schubert (2004), Wuchty et al. (2007).
2 For a recent survey of social epistemology, see Goldman and Whitcomb (2010). Some other prominent
examples in the application of social thinking to philosophy of science are Steve Fuller, David Hull, Philip
Kitcher, Helen Longino, Joseph Rouse or Miriam Solomon.
3 Wagenknecht (2010) also presents an interesting empirical study of the relation of epistemic trust and
joint commitment among collaborators.
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publications something like the system of ‘movie credits’, indicating at the end of
the paper who did exactly what (even if some things were necessarily done by more
than one person)? I’ll try to offer in the rest of the paper an explanation of why
co-authorship (in the sense of collective commitment to the claims of a paper, instead
of separate assignments of epistemic responsibility to each different co-author) can
be a rational strategy for scientists. I will do that by framing the problem within the
inferentialist approach to scientific knowledge I have been elaborating in a series of
other papers (Sect. 2). In Sect. 3 I shall relate the problem, as described in Sect. 2, with
the economic study of the demarcation of property rights and the limits of corporate
economic agents. Section 4 will describe several types of scientific co-authorship, and
will identify the one to which my argument (elaborated mainly in Sect. 5) refers in the
clearest way. Section 6 will offer some concluding philosophical comments.

2 Inferentialism as a theory of knowledge

Inferentialism, being a theory closely related to conceptual role semantics, has been
mainly developed within philosophy of language and philosophy of logic, its most
systematic exposition being Brandom (1994). Its most relevant claim, for the purposes
of this paper, is that for a mental state, a series of noises, a number of marks, or a
configuration of magnetic fields to count as a propositional claim, it is necessary that
an agent takes responsibility for the inferential links to which the claim belongs; i.e.,
one must be able of providing premises from which the claim follows, as reasons for
the acceptance of the claim, and she also must be able of inferring what other facts
follow from the claim and should be accepted if the former was. To have a belief would
consist, hence, in being committed to subject the content of your belief to ‘the game of
giving and asking for reasons’ (in Sellars’ terms), a game whose rules are inferential
norms, i.e., norms telling what things follow from other things or are incompatible
with them. I have employed in the last sentence the ambiguous word ‘things’ to point
to the fact that, according to Brandom, inferential norms do not only connect claims-
to-claims, but the ‘game of reasoning’ may include also non-verbal inputs and outputs:
under appropriate circumstances perception can justify the undertaking of doxastic
commitments (i.e., facts that one accepts), and claims can justify the attribution of
practical commitments (i.e., actions one has to do or has to avoid). I have argued
elsewhere4 that this essential connection of claims to perception and action justify
the attempt to transform inferentialism into a general theory of rationality, i.e., one
including both knowledge and practical action within its scope. According to this
approach, the possession of knowledge would consist in the undertaking of claims
that can be justified with the help of the inferential norms accepted by the members
of the relevant epistemic community; one agent’s belief counts as knowledge for a
community just in the case that she or other relevant members are able of tracking
a justificatory chain of inferential links which starts from claims that are already
accepted by the community and ends in that belief, and hence, to treat a claim as
knowledge consists in taking it as something that can be legitimately (i.e., following

4 Zamora Bonilla (2011).
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acceptable norms of justification) transmitted as a commitment to the other members
of the community (i.e, there is a legitimate way of making others being committed
to the claim), whereas a ‘mere belief’ would consist in a commitment an individual
has, but such that she cannot find a legitimate way of transmitting it to others as a
commitment. The crucial element in this process is, of course, the system of inferential
rules accepted by the community members: epistemology would consist in the task
of finding out what inferential rules are better for the goals the agents (goals that
will essentially include epistemic ones, but probably also other motivations), and it is
surely an activity in which the agents themselves can be actively engaged every time
they find that following a particular set of rules leads them to having commitments
that are problematic for them in some way or another, for example, if they clash with
other incompatible commitments they have, or if they command them to perform some
actions they have some other legitimate reasons not to want to perform.5

Regarding the production of scientific knowledge, inferentialism leads to what
I have called the ‘persuasion model’ (Zamora Bonilla 2006, 2007), which combines the
ideas I have just sketched with well known facts in the sociology of science. According
to this model, researchers pursue, amongst other things, recognition for having made
important discoveries, i.e., a scientist wants that her colleagues explicitly employ in
their own researches the results advanced by the her,6 for recognition comes mainly
through citations, and the relevance of a discovery is normally associated to how useful
it is in helping to make other discoveries. Note that my claim is not that scientists
pursue recognition ‘instead’ of truth, but that, in practice, both goals constitute for
them a single end, for it is not ‘mere’ recognition what researchers pursue, but the
recognition of having contributed to the furthering of the epistemic goals incorporated
in the justification rules they have to employ in order to persuade their colleagues of
the validity and relevance of their discoveries. A comparison may be useful here: we
can model the behaviour of professional athletes by assuming that they pursue the
goal of being recognised as good athletes; they don’t choose to, say, jump as high as
they can where nobody sees them, but, instead, they choose to do it in a public and
socially regimented way, that warrants both fair competition and public recording, and
it can be argued that the records obtained under this regimentation will be better, on
average, than the ones obtained in a purely amateur and private way. As the norms of
athletics are designed to promote the attainment of the highest possible records through
public competition, the norms of science can similarly be conceived as ‘designed’
(or evolved, or a combination of both things) in order to promote the attainment of
results of the highest possible epistemic quality through the fairest possible distribution
of scientific merit amongst researchers.

5 One common complaint about this view of knowledge is that it does not explicitly refer to the idea of
truth or objectivity; actually, it does it implicitly, as far as being committed to true claims, and to inferential
norms that are truth-preserving and truth-tracking, is an epistemic goal for the agents themselves, though
it is up to them (i.e., up to each particular community defined by some shared system of inferential norms)
the task of finding out which ones those norms are, and what is their connection with epistemic and other
types of goals, as well as what is the relative importance of the former as compared to that of the later.
See Zamora Bonilla (2010) for a justification of the role of rationality and objectivity in the inferentialist
approach to scientific knowledge.
6 See Hull (1988) for a convincing argument about this point.
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According to the inferentialist approach, the most important part of the ‘social
regimentation’ of scientific competition is the system of norms that determine what is
considered as a valid scientific argument, i.e., what are good reasons for the acceptance
of a particular claim. My suggestion is to model the scientific paper as an argument, in
which the author attempts to establish a conclusion, that will be her main claim, and that
is supported by premises, some of which are results of the author’s own observations,
experiments, etc., and some are taken from other pre-existing papers, i.e., some of
your premises will be the conclusions of other authors’ papers. The inferential norms
accepted in your research community will tell what relations between claims make
it legitimate to take some claims as supporting another, they will also tell when a
claim has received so much support that its acceptance as a premise is permitted, and
even when it is compulsory to accept it.7 In order to reach a high score in this game, a
scientist will be forced to find out the best arguments she can in favour of the claims for
which she wants to be recognised, and the norms governing what a ‘good argument’
is will lead her to select some claims of other scientists as premises, increasing in this
way the recognition got by these researchers.8

One central feature of this model is that claims are recognised according to author-
ship; i.e., one is rewarded for those claims9 of which she is the legitimate author,
and hence it is important that the colleagues, as well as science managers, are able of
attributing in an efficient and fair way what claims and how much merit correspond to
each individual researcher. Why, then, to make the application of scoring rules more
difficult by sharing the authorship (i.e,. the scientific ‘property’) of a claim amongst a
group of authors, instead of clearly stating what part of the merit corresponds to each
author, what has been the contribution of each one to the construction of the argument?
As we shall see in the remaining sections, though this seems to pose a delicate question
for my inferentialist model, in the end it will show to be a nice case for illuminating
the nature of scientific arguments and scientific knowledge. Note that this is not only
a problem from the point of view of inferentialism, but for all theories about the moti-
vations of scientists in which individual recognition is a relevant goal, no matter how
minor it is regarding other goals, because, in principle, nothing of epistemic nature
would be lost if scientists just opted systematically for stating in an explicit way the
contribution of each individual author in cases of collective research (as it is actually
done in some cases). Lastly, we can argue that the mere existence in many scien-
tific disciplines of explicit codes of conduct regarding the handling of co-authorship

7 See Zamora Bonilla (2002).
8 The argumentative character of the scientific paper, and my talk about ‘premises’ and ‘conclusions’, must
not be confused with the stronger claim (which I do not endorse) that all scientific papers have something
like a ‘deductive’ structure: deductive arguments are just one type of admissible arguments in science. What
is important in the model defended here is the possibility of distinguishing within each paper the claims
for which the authors want to be recognised, and the claims they employ as supporting the former. Take
also into account that the fortune of a claim will hardly depend only on the support it receives from its
author’s own works, but also from arguments and discussions provided by other scientists (e.g., Cavendish’s
measure of the gravitation constant added support to the principles of Newton’s mechanics; Minkowski’s
geometrical study of space-time added support to Einstein’s special relativity, etc.).
9 It is not essential that all scientist’s contributions have the linguistic form of a proposition; they can also be
experimental or abstract technics, classifications, and even questions, or, of course, arguments themselves.
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is sufficient to conclude that the distribution of scientific merit in those cases is not
only an internal problem of a particular philosophical or sociological paradigm, but a
serious matter of concern for flesh and bone scientists as well.

3 An economic diversion: the nature of the firm

Let me leave aside for a moment our talk about scientists, papers and arguments, and
bring up an apparently unconnected topic: Ronald Coase’s (1937) economic theory
about the nature of the firm and the allocation of property rights. This theory also starts
up from what is a seemingly paradox; in principle, nothing could seem more essential
to the capitalist system than private firms and the free market, but the truth is that the
private enterprise actually constitutes a complete suspension of the market mechanism,
for, while firms compete against each other in buying and selling their products to other
firms, consumers or institutions, and this competitive process is the free market, no
doubt the market rules cease to be valid within the firm, which is internally governed
not by ‘the free encounter of demand and supply’, but by sheer authority relationships
between managers and employees, bosses and workers. The boss doesn’t go to the
assembly line and asks for how much cents are each worker willing to fix the next
screw, and then buys the next item of screw-fixing to the worker who accepts a lower
price. What the workers have really sold is their time and competence, that will be
used by the managers (within the limits of the contract and the laws) according to what
the latter decide to order at every moment. But, as Coase argued, if it were true that
free market competition guarantees that the best possible product is sold at the lowest
possible price, it would be irrational to produce something by means of a system of
authority relations, instead of leaving every part of the process to the free market.
After all, corporations buy some things in the market, use them and transform them
into others within their own physical and institutional limits, and sell these products in
the market again; and the crucial fact is that every one of the processes that take place
within the firm, could be bought instead, i.e., could be ‘externalised’ (for example,
instead of having employees devoted to making tyres, a car manufacturer can buy
the tyres to other firms). The question is, if the free market is so efficient, why do
firms not buy in the market everything they need? Why do they not externalise their
whole production process? Which is equivalent, obviously, to ask the following: why
do firms exist at all, instead of the capitalist economy being simply an aggregate of
‘atomic’ market exchanges?

Ronald Coase, in his 1937 epoch making paper “The Nature of the Firm”, pointed to
transaction costs as a reasonable explanation of this paradox. Though market exchange
tends, thanks to competition, to minimise the costs of production of goods and services,
the process of getting producers and users in touch, the dissemination of information
about the items, and even the process of deciding what to purchase and to whom, are
costly in themselves; the concept of ‘transaction cost’ covers all these heterogeneous
types of costs not associated with production itself. And, as it happens, when taking
into account not only the cost of producing a good by an external agent, but also
the costs of finding out the best offer, negotiating the purchase, and so on, the firm
can discover that carrying out by itself the production of that good is cheaper than
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buying it. This theory, with all its developments in the decades following the publi-
cation of Coase’s paper, not only explains the existence of firms, but also their limits,
i.e, their size. For when transaction costs for some goods or services decrease, it will
be better for a firm to externalise their production, and hence become ‘smaller’ (i.e,
needing less workforce, or contributing with less added value). In a later paper (Coase
1960), Ronald Coase provided a similar analysis for the explanation of the limits of
property rights in general: in the absence of transaction costs, how are property rights
allocated would be irrelevant, in the sense that the agents would always exchange
those rights in such a way that the one who can make the most profitable economic
use of one right ends buying it; but when the exchange of rights is costly in itself, then
some distributions of rights become economically more efficient than others.

What has this story about private firms to do with our argument about co-authorship?
I suggest that, though there is not an exact analogy between the two cases, there are two
important similarities. In the first place, in both cases we have a distribution mechanism
(the free market, and the priority rule for scientific recognition, respectively) that seem
to work apparently well, but that are ‘blurred’ by some institutional arrangements
(private firms, and co-authorship) that intuitively seem to go against the working of
those mechanisms. In the second place, as I’ll try to show in the remaining sections,
the case of co-authorship can be convincingly explained by reference to the benefits
brought about by a wise distribution of (intellectual) property rights.

4 Reasons to write together

Let’s examine some of the reasons a group of researchers may have to present the
conclusions of their research as a collective claim, instead of as an aggregate of indi-
vidual, separable contributions. Of course, they might just be lying, in the sense that
one or more of the co-authors have not contributed in any relevant way to the paper’s
content, but are included for other illegitimate reasons: exchange of favours, academic
promotion of a friend, or just sheer abuse of power. These types of co-authorship are
rightly condemned by all scientific codes of conduct, but their commission is easily
explained when there is a high probability of the misconduct passing unnoticed. A
particular form of cheating would consist in a mere exchange of papers: you write
one paper by your own, I do the same with another paper, but we signed both papers
as if they had been the result of collaborative research between us. This is obviously
another example of scientific misbehaviour, but I doubt it is as frequent as the former
cases are,10 not because it is more likely to be detected, but because it is probably
not as profitable for authors at it might seem at first sight. If the merit an individual
gets from co-authoring two papers with another individual were equal to the merit
from single-authoring one paper, then they wouldn’t gain anything from cheating in
this way; and if we take into account the chances of being discovered and punished,
then this strategy becomes clearly inefficient. It would only be ‘rational’ if getting two
co-authored papers gave substantially more recognition to an individual than having

10 Of course, because of the nature of these actions, we don’t have enough empirical data to assess actual
frequencies.
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one single-author paper, and so, the fact that this kind of behaviour is not too common
seems to point to the conclusion that scientific merit decreases more than linearly with
the number of co-authors, i.e., single authoring one paper gives more recognition than
co-authoring n papers with n − 1 colleagues.11

Legitimate co-authorship corresponds, obviously, to the cases in which there is
real collaboration between the co-authors. But we can divide this possibility into two
different cases. First, a group of collaborating scientists may write a single collective
paper simply because there is no clear enough way of separating the contributions of
each researcher to the argument supporting the paper’s conclusions. Since ideas are
discussed amongst all the members of the group, continuously examining them and
proposing new ones on the face of the arising problems, often it can certainly be the case
that all the elements of the paper contain a significant contribution from every individ-
ual member of the team. After all, even a single authored paper that in its final version
is the paradigm of clarity and precision can be the result of a messy process of trial and
error and of dozens of muddy drafts, a process the author may be unable of reconstruct-
ing after the work is done. I assume that many co-authored papers will fall into this cat-
egory, in particular those that are written by teams (usually couples) that work together
for many years and that produce a large amount of collective research (one can think,
for example, in pairs like the one formed by psychologists Amos Tversky and Daniel
Kahneman). Co-authorship in such cases is really unavoidable, even psychologically
enriching to authors, and there would be nothing left to explain about its rationality.

Second, there is the possibility that a group of researchers collaborate and write a
coherent article, but that in principle they could ‘factor out’ the contributions made by
each member. This is particularly the case when collaboration is mainly justified by the
technical and cognitive division of labour amongst people with different competences
or from different areas, but also amongst colleagues in the same field that simply con-
centrate on a different part of the paper though they discuss together the general argu-
ment at the beginning, and its final versions at the end of the process. What does it justify
in this case that the paper is signed by several co-authors, instead of each one claiming
merit only for the part to which she has mostly contributed? After all, what some of
them are doing is using the conclusions reached by the others as premises in a (sub-)
argument. Assuming that the goal of the authors of those intermediate conclusions is to
get cited, why not write a separate paper for each of those conclusions, one that will be
cited by the colleagues that are writing the rest of the argument? Stated in the language
of Sect. 3, why are not the fragments of the argument ‘externalised’ as far as possible,
giving to each of those fragments the possibility of being autonomously recognised?
This case, which I will call ‘optional co-authorship’, is the one that we had to explain.

5 Owning scientific claims

There is a relatively obvious (but, as I shall show, partial) answer to our last question:
perhaps the ‘fragments’ or ‘sub-arguments’ of a complete paper are not individually

11 Another reason deterring scientists from this form of fraud might be that at least one of the fake
co-authors thinks that her own paper deserves more merit that those of the others.
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publishable, i.e., perhaps they are not relevant enough to deserve publication according
to the views of journal editors, and so the authors have no other option but to join their
own sub-arguments into a bigger, and more relevant paper. It is important to note that it
is a matter of mere relevance, not of epistemic validity, for we are assuming that the
complete paper would be acceptable for publication, and so we can suppose that all its
part are scientifically sound. But this answer is only partial because it takes as given
the ‘threshold of relevance’ journal editors have established, and this threshold is just
a convention that might have been different. After all, there is no natural line that
can serve to ‘cut arguments at their joints’, no place where we can absolutely assert
that an argument begins or ends, since its premises must also receive support from
previous premises, and from its conclusions further conclusions might be derived.
The question is that, considered from a global point of view, any research field can
be seen as one single ‘long argument’, one that is massively entangled, certainly, with
premises entering from countless places and nodes ramifying almost without end. The
‘state of knowledge’ within a discipline at a particular moment would just consist
in the state of validation of every single link and node in this gargantuan network.
Each scientific paper contributes to this network with just a few nodes and links, but,
obviously, always with more than just one new node or link. The question is, what
determines whether a particular fragment of the discipline’s ‘one long argument’ is
relevant enough to gain the right of being published as one ‘autonomous’ piece of
argumentation?

My guess is that this basically depends on two things. In the first place, the technol-
ogy that is used to communicate the arguments, and the costs (particularly the cognitive
ones) associated to it, can entail that some argument ‘sizes’ become more appropriate
than others for communication, storage and use of scientific information. In the second
place, and more importantly, scientists pursue being recognised for making important
discoveries, and the most approximate measure of that importance is the number of
times the discovery is employed in further research by other scientists; so, the main
goal of a researcher in building up an argument is not only that each step she adds is
well grounded, but that at least one of those steps becomes a premise in other papers
written by colleagues, the more papers the better. So, whereas from the logical point
of view an ‘intermediate’ conclusion is, considered as a step in an argument, equally a
‘conclusion’ than the other steps, the author or authors of a paper will not consider its
possible ‘fragments’ (i.e., sub-arguments leading to ‘intermediate’ conclusions) as the
particular piece by which they want to be recognised, even if each of these ‘fragments’
could be given the structure of a ‘complete’ argument (i.e., of a ‘separate’, but shorter
paper). The authors are pursuing a specific conclusion, the one they hope will be more
useful for other scientists. It is true that, in principle, each ‘fragment’ of a single paper
might be published independently, and cited at least in the other ‘fragments’ of the
same research, but the conclusions of these ‘fragments’ would very likely not give
their authors as much recognition as the ‘big’ discovery itself.

Let’s consider this situation through an extremely simplified example. Suppose that
you and I are collaborating in a research, in which we are trying to find out a good
answer to an important scientific problem. We provide a compelling argument showing
that Q is that answer. Our argument can be decomposed in two sub-arguments, one
showing that P is the case, and another showing that P entails Q. Besides some informal
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chatter in the bar, during which we have exchanged some ideas, you have basically
proved P by your own, and I have done the same with P→Q. In principle, we might
publish our discoveries independently, even appropriately citing the other’s result in
the references of our own papers, but this would be silly if Q is the claim that our
colleagues are waiting to be proved in order to use it in their own works.

It might be argued that, if what our colleagues want is the ‘big important problem’
to be solved, they shouldn’t care if there is a single paper in which Q is established,
or if they have to use separately the premises P and P→Q, for, after all, Q follows
from that. If they need Q, and you and I have independently proved and published
P and P→Q, our colleagues will cite both papers, won’t they? The truth is that not
necessarily. For it could be the case that other scientist proves a different couple of
premises, R and R→Q, and the colleagues needing Q might choose either to cite our
papers or the other one. So, we decide to publish together our combined argument
proving Q in order to collectively own the ‘intellectual property’ (i.e., the priority
right) of the claim Q, a claim whose ownership we would not get if we had published
in a separate way our discoveries of P and P → Q.

The decision to engage in optional co-authorship depends, hence, on the weighting
of costs and benefits expected by recognition-seeking researchers from two different
strategies: becoming the sole author of a ‘smaller’ discovery that may be cited by the
colleagues you are collaborating with (and also by an unknown number of others),
or waiting for receiving partial recognition from being the co-author of a ‘bigger’
discovery (which, besides, is uncertain because you cannot know for sure that your
co-authors will be successful in their ‘fragments’). The clearer it is for a group of
researchers that this second option will result in a higher degree of recognition to all
of them than the former, the more likely it will be that they become co-authors.

The connection of this mechanism and our inferentialist model or scientific research
is clear: in the first place, the pursuit of legitimate recognition through chains of
acceptable arguments is an important element of the decision process I have outlined.
In the second place, and from my point of view more importantly, this decision process
involves the consideration of scientific papers mainly as arguments, and the relevant
claims of the papers as essentially being conclusions for which a justification has to be
offered. And thirdly, it is mainly the expectation of recognition through the use other
scientists will make of the conclusions of a paper, what mainly determines the value
of each possible decision about the structure, length and content, and of course about
the status of authorship, of the published arguments.

6 Concluding remarks

Co-authorship, when it is optional, gets its rationality from what we might call ‘the
magic of logic’. With this expression I refer to the (trival) fact that, in logic, the whole
is more than the sum of its parts. Co-authors of a scientific paper contribute each with
some premises or inferential steps to the argument the paper consists in, but what they
collectively get in exchange is the ownership of the paper’s conclusion. In the toy
example given above, being one of the discoverers of Q (the real ‘big’ discovery) is
more valuable than being the only discoverer of either P or P→Q. But this may lead us
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to ask the following: if the ‘magic of logic’ is so powerful, why not to enlarge the set
of conclusions our paper offers? If someone else shows that from Q other important
things follow (say, S), why not to enrol her in our team and publish a paper that proves
Q&S? And why the authors of the premises we used to establish P (say, N and N →
P) do not insist in becoming also part of the team? In all these cases, there is a tension
between the importance of what can be proved, the size of the group involved, the time
to wait till the discoveries are done, and the uncertainty of future discoveries. The first
of these factors invites scientists to become co-authors, but the other factors make that
decision costly and uncertain. Another important factor is that, usually, the results of
the collaborating group are kept more or less secret till they are collectively published;
if we have discovered Q and hope that this will help to make lots of new discoveries,
we might try to ‘seize’ as bigger a fraction of the merit of those new discoveries, by
simply not publishing Q yet, but letting the people that may use it enter our team.
This would be a similar strategy to the one used by private firms in many industries.
Fortunately, in the case of science is even more difficult than in industry to know in
advance what the future discoveries will be and who has a real chance of making
them. So, in the tension between becoming the member of a really big team that will
make (with some probability) really big important discoveries, or just becoming the
member of a smaller team (even perhaps a one-person team) that makes with more
certainty a not so important discovery that can be published it in a much shorter time,
it is reasonable that most scientists prefer the second strategy.

This last reflection can suggest some ways of empirically testing the model proposed
here. Those factors that tend to create uncertainty about the future use of a discovery
X will lead researchers to decide not to wait for finding out co-authors of possible
papers in which X is used to make another discovery Y, and so, will tend to make
co-authorship less frequent; so, in those contexts where the uncertainty about the use
of discoveries is greater, co-authorship will be rarer. Some of these factors can be:

– the time taken for ideas to spread and circulate,
– the heterogeneity of scientific standards,
– the typical length of the arguments that are considered relevant and independently

publishable.

I have no doubt that the empirical testing of these suggested connections would throw
more light on the social and intellectual aspects of co-authorship, even if these modest
‘predictions’ became falsified, though casual knowledge of the main areas of academic
research make these hypothetical claims more than plausible.

Lastly, it could be argued that my model does not particularly support the infer-
entialist view of knowledge sketched in Sect. 2, but I think what is important is the
assumption that scientific works are essentially arguments. Of course, one does not
need to be a full-blown philosophical inferentialist in order to accept the latter claim,
but it is difficult to defend the argumentative nature of scientific works without being
committed to the thesis that acceptable patterns of inference are a crucial element in
the constitution of a scientific discipline, nor to that these patterns have considerable
normative force for the discipline’s members, and it is this part of inferentialism the
one I think is essential in studying these topics.
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ABSTRACT 

Using the approach known as ‘Economics of Scientific Knowledge’, this paper 

defends the view of scientific norms as the result of a ‘social contract’, i.e., as an 

equilibrium in the (second order) game of selecting the norms under which to 

proceed to play the (first order) game of scientific research and publication. A 

categorisation of the relevant types of scientific norms is offered, as well as a 

discussion about the incentives of the researchers in choosing some or other 

alternative rules. 
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1.  Introduction 

 

Science is an essentially collaborative enterprise: it is not only that most 

research projects have unavoidably to be conducted in teams, but that 

all research is necessarily based on results and techniques developed by 

other researchers. Though it is true that criticising previous ideas is very 

important for furthering our knowledge of the world, we must not forget 

that for every idea one scientists criticises during her research, she needs 

to use in a non-critical (she has to ‘take for granted’) way hundreds of 

other ideas. Of course these ‘presuppositions’ have nothing that 

intrinsically prevents us from submitting them to thorough criticism on 

their turn, but in science (as in life) we cannot put between brackets 

everything at the same time. So, scientist have to trust many of the 

results provided by other colleagues, and this trust is, of course, an 

(epistemic) variety of cooperation. Having said that, we cannot forget, 
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however, that scientific research is also a field of intense and perpetual 

competition: research is organised around problems, and scientists 

struggle for being the first in solving these. There is nothing particularly 

strange in cooperation and competition coexisting within a social 

institution like science: most, if not all, aspects of social life consist in 

some mix of these two things, from markets to sports, from religion to 

politics, from arts to personal relations. In general, the social mechanism 

that guarantees a peaceful coexistence of competition and cooperation is 

simply norms. Social norms state what is compulsory or forbidden to do 

in some circumstances, which means what ways of competing are 

legitimate and which are not, what ways of cooperating are mandatory 

and which ones are excluded (yes, many forms of cooperation are –even 

justly– forbidden; think, for example, of antitrust law). 

But norms are themselves a space for cooperation and competition: 

establishing some norms within a social realm demands at least the 

collective agreement (if not the active involvement) of most of the 

people to which the norms will be applied, and this agreement is of 

course a form of cooperation; but different individuals or groups may 

have different preferences about what are the best possible norms, and 

the discussions and negotiations leading to the final agreement will also 

be a chance for strategic competition. Game theory is the natural formal 

instrument to examine this type of collective interactions, in which the 

final point, the agreement, results from the combination of different and 

conflicting interests in an ‘equilibrium’ (technically, a Nash 

equilibrium), i.e., a situation in which no one can improve what she is 

obtaining from it if the others don’t change what they are doing, a 

situation in which there is no space for unilateral improvement. Applied 

to the case of the establishment of social norms, game theory obviously 

suggest to take a contractarian approach to the nature of these, and this 

is the spirit of my previous works on the nature and virtues of scientific 

norms (see, e.g., Zamora Bonilla, 2002, 2007, 2012, 2013). Taking into 

account the nature of this journal issue, I will devote this paper not to 

the analysis of specific norms, nor to their epistemic properties, but to 

the idea of scientific norms as a kind of ‘social contract’ (sect. 3), and to 

the reasons that lead individual scientist to respect those norms to the 

extent they do (sect. 4). Before that, I will make a short introduction to 

the ‘economics of scientific knowledge’ (sect. 2), to which the approach 

presented here will most naturally belong. 
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2. The Economics if Scientific Knowledge 

 

The term ‘economics of scientific knowledge’ (ESK) was coined as a 

reaction to the field known from the seventies as ‘sociology of scientific 

knowledge’. The latter had been defined by the members of the so called 

‘Strong Programme’ in contraposition to the classical notion of a 

‘sociology of science’, having in mind a distinction between the 

sociological explanation of the institutional, political and cultural 

aspects of science, on the one hand, and a sociological explanation of the 

cognitive aspects of science, on the other hand. ‘Sociology of science’ 

would be devoted to the ‘external’ (non epistemic) aspects of science, 

whereas ‘sociology of scientific knowledge’ would study the ‘internal’ 

content of science, i.e., why certain theories, facts or paradigms are 

accepted or rejected. Sociologists in the ‘Strong Programme’ derived 

some radically relativist conclusions from this starting point, in 

opposition to most traditional views about scientific knowledge. An 

open question was, hence, whether the application of analytical 

instruments drawn from the economist’s toolkit to the understanding of 

the process of knowledge generation, i.e., the view of scientists as agents 

within an economic model, would support the relativist claims of radical 

sociologists or, on the contrary, would serve to ‘save’ the intuitive 

character of scientific knowledge as a paradigm of ‘objectivity’. As we 

shall see, most contributions to ESK fall under the second of these 

options. 

Obviously, in retrospect we can realize that many antecedent works 

can be identified under the ESK label, though the main production of 

papers and books on the topic has been made in the last two decades. 

One possible way of classifying all these works is according to the type of 

economic models or metaphors they attempt to apply to the study of the 

creation of scientific knowledge. From this point of view, we can 

distinguish, first, formal (or ‘mathematical’) from non-formal (or 

‘institutional’) approaches.  

One of the most important contributions in the first group is Philip 

Kitcher’s paper entitled “The Division of Cognitive Labour” (1990), in 

which he develops a set of models based on the assumption of 

interacting rational self-interested scientists.  According to Kitcher 

(1993, p. 303), the aim of his models is “to identify the properties of 

epistemically well-designed social systems, that is, to specify the 
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conditions under which a group of individuals, operating according to 

various rules for modifying their individual practices, succeed, through 

their interactions, in generating a progressive sequence of consensus 

practices”. Other interesting mathematical models of scientific activity 

that have been developed during the last decades refer to the ‘game’ 

between researchers and journal editors, or the way in which researchers 

try to change the subjective probabilities of their colleagues), or about 

the decision whether to replicate another resarcher’s experiments, or on 

the decision of accepting a more ‘popular’ theory or defending a more 

‘heterodox’ one, on the basis of the different information about both 

theories each individual scientist has. The last two cases show the 

possible existence of more than one equilibrium in the ‘cognitive state’ 

of the scientific community, what can lead to phenomena of path-

dependence, inefficiency, and sudden ‘revolutions’. Some more recent 

contributions have analysed the properties of the priority rule, the 

choice of methodological rules, and the negotiation about the 

interpretation of empirical findings. In the last times, due surely to the 

availability of more powerful software, it has become relatively common 

the use of simulation models to study Kitcherian ‘division of epistemic 

labour’ problems, especially in cases of great complexity. Many of these 

papers are grounded on the simulation models of Reiner Hegselmann 

and Ulrich Krause, which in turn are inspired by the work of Keith 

Lehrer and Carl Wagner on ‘rational’ belief aggregation.2 

 

 

3. The Scientific Method as a Social Contract  

 

Though there is obviously a big amount of literature on the social 

structure of science, and on the application of economic or game-

theoretic categories to its study, I think that the academic analysis of 

the social structure of science and of the relations between science and 

society from a contractarian point of view is still a project for the future, 

and this paper attempts to be an invitation for the development of such 

a project. I shall try to apply the contractarian view to a particular 

aspect of the ‘governance of science’ which has often been considered as 

totally alien to the introduction of ‘sociological’ or ‘political’ 

                                                 

2 See Zamora Bonilla (2012) for a comprehensive study and bibliography on the 

economic approach to the social structure of scientific knowledge production. 
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considerations: i.e., that set of procedures usually referred to under the 

rubric of ‘scientific methodology’.  

Our starting point would be to assume that scientists are players in a 

competitive game whose goal is the attainment of a particular kind of 

social and epistemic reward: being acknowledged as the author of an 

important discovery. The basic idea is to consider that this game is 

played according to a system of rules or norms that are not absolutely 

imposed by a transcendental logic or something of the like, nor by 

another external authority, but that can be negotiated by the very same 

players of the game (i.e., the researchers). The question is, hence, the 

following: if you were a scientists playing that game, i.e., pursuing 

recognition for discoveries, ‘against’ other scientists attempting to do 

exactly the same, what scientific norms would you like the game were 

played by? 

Firstly, let’s see what kinds of norms can be expected to arise in a 

negotiation among ‘recognition-seeking’ researchers. It seems that three 

types of them are needed, at least: 

1) Inferential norms: these tell that, if a researcher has accepted 

certain propositions, and if another proposition stands in certain 

specified relation with the former ones, then that researcher will be 

forced to accept also the later proposition. For example, norms of this 

type will establish when can we take a hypothesis as ‘well supported 

enough’ to make its acceptance compulsory. These rules are useful for a 

‘recognition-seeking’ researcher because they indicate what statements 

you have to persuade your colleagues about, before attaining the public 

acceptance of your hypothesis. 

2) Observational norms: in order to prevent the strategic denial to 

accept any statement that can ‘trigger’ the undesired acceptance of a 

rival’s theory through the rules of the first type, it is necessary that the 

commitment about some kinds of propositions is compulsory for reasons 

different from the previous acceptance of other statements. Typically, 

observations and experiments (or specific parts of them) are the natural 

locus of this type of norms, though probably nor the only one. 

3) Distributional norms: these norms govern the allocation of the 

power to control the resources needed for making research and 

communicating its results. Obviously, this power is interesting for 

scientists not only because it increases the probability of getting their 

theories accepted, but also because many other ‘private benefits’ accrue 
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to them together with that power (I admit that these rules are less 

appropriately called ‘methodological’). 

Secondly, it is perhaps more important to notice some properties that 

any ‘reasonable’ system of rules must have. These properties are 

grounded on the very nature of the negotiation process through which 

the rules are established: 

1) Norms are usually chosen ‘under the veil of ignorance’ (to use a 

Rawlsian expression). It is certainly possible that accepting a norm may 

be interesting for you on a particular occasion because that norm 

‘supports’ the theory you are proposing; but committing to a norm today 

forces you to be committed to it also in the future, and perhaps the same 

rule makes it that the facts discovered tomorrow support some of your 

rivals’ theories more than yours. In general, it is very difficult for you to 

predict exactly what theories or hypotheses will you be proposing in the 

future, and what will its connection be with the accepted facts. So, as 

long as methodological rules operate as real (and more or less durable) 

commitments, it is not necessarily a wise strategy to ‘vote’ for the rules 

that happen to favour your ‘current’ theory. 

2) As long as the decision of belonging to a scientific community or 

exiting and constituting a different one is open for researchers, it makes 

no sense to talk about ‘imposing’ a rule. A norm is a norm within a 

scientific discipline because it is better for everyone of its members to adopt 

it as long as it is adopted by the other members. So, a rule will only be 

established if it promotes reasonably well the prospects for recognition 

of most of the members of the discipline (for, if there is another rule they 

think it were more beneficial for them, they could simply impose it). 

This does not entail that everyone will have exactly the same 

probability of success, for scientists less talented and poorly equipped 

will be content with a lesser probability of success than their more 

fortunate colleagues. 

3) The two previous properties entail that scientific norms will tend 

to be impartial, because they must offer a fair opportunity to rival 

approaches and theories. If a particular approach is seen as ‘promising’ 

by the members of a scientific discipline, and some existing norms tend 

to diminish the chances of success of those following that approach, 

researchers will be interested in negotiating a change in the norms and 

will begin to explore the new ideas according to the new rules. On the 

other hand, it is also true that norms may have some ‘inertia’, and this 

can slow down the negotiation process. 
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4) In many cases, the real effects of a norm on the prospects of 

getting public recognition will be so uncertain, that scientists will tend 

to be indifferent between several alternative rules as long as only 

recognition is considered. Let consider, for example, a norm indicating 

that ‘ceteris paribus, the theories with a higher predictive success have to 

be preferred’, and contrast it with alternative norms, as ‘ceteris paribus, 

the theories with a lower predictive success have to be preferred’, or 

‘ceteris paribus, the theories which have been formulated in Latin verses 

have to be preferred’. Imagine now that you could negotiate with your 

colleagues which of these three rules to adopt. It is by no means clear 

which one of the three maximises the probability of your winning a game 

of research; perhaps you are much better at Latin than the rest, but in 

this case it is just this differential ability what will make your 

competitors abstain from accepting a norm so clearly benefiting you. In 

any case, it is difficult, if not impossible, to ground your decision about 

which norm to accept on an estimation of your probability of success. 

What other criteria will you employ, then? It seems to be a benevolent 

assumption that, ceteris paribus, researchers will prefer methodological 

norms which are consistent with the maximisation of the epistemic value 

of the theories which happen to win in the game of persuasion. After all, 

why would they have chosen a scientific career as a means of getting 

public recognition, instead of other kinds of activities, as pop music, 

sports, or politics, if they did not worry at all about the attainment of 

‘knowledge’? 

A last important point in connection with this is that, although the 

contractarian approach to scientific norms leaves some space to the 

influence of epistemic factors in the choice of the rules (and hence in the 

justification of scientific knowledge), we cannot interpret this result as a 

return of the classical view of epistemologists as deciding a priori how 

the pursuit of knowledge has to be. Because it is essential to recall that, 

even if epistemic values enter into the negotiation of scientific norms, 

this values are those of the researchers who are taking part in it, not those 

of the philosopher or the ‘science student’ who are observing the process 

from outside. This is again something that our approach shares with 

that of many scientific naturalists, though I want to point towards an 

aspect more specific of the contractarian view: the assumption that an 

explicit or implicit agreement between the members of a scientific 

discipline is the only legitimate way of ‘aggregating’ the epistemic 

preferences of all these individual scientists. Nevertheless, it is true that 
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other agents outside the research field or even outside science may have 

an interest in negotiating the norms according to which the game of 

research is played, and the study of this interaction can also be an 

interesting point of contact between the approach defended here and 

other approaches in the field of social epistemology. 

 

 

4. Do Researchers Obey the Norms? And Why? 

 

The past section has been devoted to show why recognition-seeking 

researchers are interested in establishing a set of methodological norms 

and what are the fundamental types and properties of these norms. But 

it is legitimate to ask still a further question, which is whether a scientist 

basically motivated by the attainment of public recognition will have an 

interest in obeying the rules he has approved. We must take into account 

that, both in the case of science and in other norm-regulated activities, 

individuals benefit from the fact that other people comply with the rules, 

but it can be very costly for oneself to behave accordingly. For example, 

my paying taxes is not advantageous for me (rather on the contrary!), 

but my life is much better because people pay taxes regularly. This is 

obviously the reason why such an impressive amount of resources are 

spent just in making people comply with the norms.  

Curiously enough, we do not observe something like an 

institutionalised ‘science police’ or ‘science tribunals’: scientific research 

seems to be ‘self-policing’, or at least more ‘self-policing’ than other 

kinds of practices. It is true that a large amount of case studies in 

history and sociology of science have been devoted to showing that 

scientists are far from being mechanical and systematic in their 

application of methodological norms, and that they tend to use the 

existing rules ‘strategically’ or ‘rhetorically’ (Pera and Shea 1991). But I 

do not think that this may serve to prove that scientific research is not 

regulated by those norms. In the first place, the vision of scientific 

method suggested here is not that of a logico-mathematical algorithm: 

actual methodological rules are usually ambiguous in their application 

to concrete cases, and they are frequently contradictory in their 

practical suggestions. So, it is natural that each scientist tries to 

interpret each norm in the way which is most favourable to his own 

theory. In the second place, usually not all methodological rules are 

violated simultaneously by a researcher; rather on the contrary, she 
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must employ some rules in order to justify why she has broken others; 

otherwise, her colleagues will simply not take into account what the 

former scientist is asserting. In the third place, and more importantly, a 

‘rhetorical’ use of a norm only makes sense if one expects that others are 

going to be persuaded by such a move: if everybody employed ‘just 

rhetorically’ the norms every time, no one would have a reason to do it. 

Appealing successfully to rhetorical strategies shows that your audience 

act according to some predictable patterns (at least within certain limits), 

and these regular patterns of decision making are just the real 

methodological norms we are referring to. 

The main reason why these patterns are chosen and followed is 

probably because of the nature of the reward pursued by scientists, i.e., 

recognition. Since what you want is that others express a public 

approbation of your own work, you do not obtain anything directly 

from your own decision about what facts or theories to accept; it only 

matters to you what facts or theories are accepted by your colleagues. So, 

the only question relevant for you is whether your colleagues obey the 

rules or not: if they do it, you will be rewarded for doing ‘good research’ 

(‘good’ according to the accepted norms), and you will get nothing 

otherwise; if they do not obey the rules, you will get nothing no matter 

what you do, because they are not going to accept your own theory 

however much effort you might put in defending it. So, the game of 

persuasion has two possible equilibria in general: either no one obeys the 

rules of the game (and this means that no research is done, save perhaps 

by isolated people), or everybody does (though, in this case, further 

problems arise when deciding which norms to institute). Under the 

contractarian vision of scientific method I am defending here, the first of 

these two equilibria would represent something like the ‘state of nature’, 

or, to express it in popular Kuhnian terms, perhaps the state of scientific 

disciplines in their ‘pre-paradigmatic period’. The emergence of a 

‘paradigm’, as well as its subsequent changes, can then be seen as the 

outcomes of collective negotiations on a ‘methodological contract’.3 

Unfortunately, the argument of the preceding paragraph does not 

entirely solve the problem stated in this section, for it only works 

properly with inferential and observational norms, i.e., the rules 

governing what propositions have to be accepted. Distributional norms, 

instead, open the possibility of enjoying other types of benefits (income, 

                                                 

3 See Zamora Bonilla (2007) for a more systematic game theoretic analysis. 
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travels, power, relief from boring activities, and so on), and people who 

have control over this kind of resources will surely be tempted to use 

them to their own advantage. It seems that, ‘under the veil of 

ignorance’, scientists will prefer that an institutional mechanism is 

established guaranteeing that a closer relation exists between the level of 

recognition one has reached and the resources and advantages that one 

can enjoy. Anyway, the design of such a self-enforcing, self-policing 

mechanism (if actual institutions are not satisfactory) is a difficult 

problem which offers a promising avenue of research for students of the 

economics of science. 

In conclusion, if we desired something like a ‘moral’ from this section, 

we could affirm that the norms for accepting facts, theories and laws 

prevailing in a scientific discipline are very probably ‘right’, in the sense 

that everybody trying to enter into the discipline to make a ‘critical 

examination’ of the knowledge produced by its members would conclude 

that those norms are acceptable, given all the available the information. 

On the contrary, the actual norms of distribution of resources within 

science will probably be more subject to criticism, in the sense that the 

interests of many people outside science may be strongly affected by the 

establishing (and enforcing) of some system of norms instead of another. 
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Abstract

Many attempts to study or to modify the democratic governance of science start

from the assumption that the relationships between science and society take, at

least implicitly, the form of a “social contract.” In the first part of this chapter, we

critically examine this idea and put some limits to it. The second part of the

chapter is devoted to apply the idea of a “social contract” to an important

scientific “institution” in particular: the institution of scientific method.

Introduction

The idea that science is, or should be, regulated by a kind of “social contract” is

critically examined. The notion has been more commonly flagged in political

proclaims than used in explanatory or descriptive analysis of how science really

works or might work. Nevertheless, we defend its value as an analytical tool in the

study of science as an institution, both a social and epistemic one. For the main

features of this institution can be understood as resulting from an equilibrium in the

more or less conflicting interests of different agents (competing or cooperating

researchers, industries, citizens, consumers, governments, and so on).
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On the Governance of Science and the Idea of a “Social Contract”

There are many diverse approaches to the study of the relations between science

and the society in which scientific knowledge is created and applied. However, very

often some of these approaches assume a linear causal-explanatory framework to

make sense of the relationship between science and society, and particularly

between science, society, and technology, the latter understood as a more or less

direct outcome of “applied science.” Sometimes the causal-explanatory direction

goes from science to society, and other times go the other way around. This

underlying explanatory framework allows to understand why the so-called

science-technology-society (STS) studies are often viewed as an alternative, even

a opposing alternative, to more “traditional” approaches within philosophy of

science, which, in general, have concentrated on the “internal” aspects of science,

and only marginally about the connection between these aspects (the structure of

theories and models, the logical connections between hypotheses and empirical

evidence, the dynamics of scientific progress, and so on) with the “outer” society.

One particular subject in which most of the dominant paradigms in the philosophy

of science (positivism, naturalism, rationalism, realism, empiricism, constructiv-

ism, etc.) have failed to capture some essential elements of the entanglement of

science and “the social” is their lack of attention to the (relevant) relationships

between the individuals that make science, and between these individuals and the

other members of society: either these paradigms start with a global view of society

and study its influence on the scientific procedures or outputs (e.g., how a capitalist

society favors some types of scientific theories and practices), or it is the scientific

communities and their outputs what are taken as a whole and their effects on the rest

of society are investigated (e.g., how some scientific discoveries influence an

epoch’s mentality).

On the contrary, we think that pointing toward the processes of negotiation
between the individuals involved in scientific activities (broadly understood) allows

to denounce the fallacious character of traditional dichotomies between the “inter-

nal” and the “external,” the “epistemic” and the “social.” The science that is

produced within our societies and that gives form to them can be understood in

terms of what we suggest to call a “multifactor collective negotiation.” In the first

place, there are negotiations among scientists within a specific discipline or com-

munity, negotiations that serve to establish or to change the norms according to

which scientific research is carried out, i.e., the norms telling what procedures are

appropriate, legitimate, etc., within scientific research. In the second place, there are

negotiations between different scientific communities or disciplines that serve to

establish the relations of mutual dependence and deference, and also to some extent

the distribution of resources within science. In the third place, there are negotiations

between scientists, or scientific communities, and other social actors (governmental

offices, parliaments, industries, commercial firms, associations of consumers,

political parties, etc.), which are decisive in order to establish the resources that

the whole of society is devoting to an area of research, including not only economic
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resources (money, labor, facilities, and so on), but any other kind of social resources

or “social capital,” including the “credibility” that a certain field of science or group

of scientists is going to have in a particular social context. So, what we suggest is

that, in order to understand the functioning of science within our societies, it is

promising to consider the outputs of the social relations (both internal to science

processes, and those between science and society at large) as the result of a kind of

“social contract,” not necessarily in the sense of an explicit and formal agreement,

but as the emergent result of a practical process of continuous negotiation (see

▶The Classic Social Contract Tradition;▶The Modern Social Contract Tradition;

▶The Idea of a Contractarian Business Ethics).

It is commonplace that science itself is not autonomous of external governance

structures (particularly regarding financial aspects, or ethical concerns), so it makes

sense to try to study where both the internal process and the “external” issues

actually meet. The “internal” questions are about how the science is built and

developed by its direct agents, the scientific researchers, but other related issues

are how the external, the society in general and particularly, the funding systems

(who, what and how much is paying for science and scientific activities), are also

structuring to some extent the scientific products and activities, as well as their

paths of development. This is particularly true in a time like ours, when a new kind

of science is arising, one that is expanding and refurbishing its traditional methods

of research, diffusion, transmission, and justification [7]. Sometime those links are

referred to as “the social contract of science,” but usually this expression is just used

as a convenient metaphor, without analyzing the “negotiating” aspects of the

supposed “contract,” which is the aspect we propose to explore.

The famous Vannevar Bush’s report Science, the endless frontier [2] is rightly
considered as one of the first defenses of something like a “social contract for

science,” though the truth is that it does not explicitly contain this expression. The

report contained, however, the conceptual basis to formulate what, under the

example of the science-military collaboration of the Manhattan project, would

later become known as “big science”: the massive involvement of public adminis-

tration in the gigantic investments demanded for high-technology, large-scale

scientific projects [3]. But, as Judith Ramaley [10] says, “Government laboratories

and private industry would translate this work (basic research) into something

practical. Bush saw the conversion of basic research into practical use as a linear

process. In his model, research was kept relatively separate from teaching. The

university was still viewed as an ivory tower whose function was to look out upon

society and elevate its taste and values through the generation of basic research.”

So, for Bush, “basic research is performed without thought of practical ends... it

results in general knowledge and an understanding of nature and its laws” and

“scientists may work in an atmosphere (universities and research institutes) which

is relatively free from the adverse pressure of convention, prejudice or commercial

necessity” [10]. Bush’s report was consequential, not because it explicitly formu-

lated a “social contract for science,” but because it puts the finger on the complex

relationship between science and government or politics, trying to strengthen
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the autonomy of science and the production of “basic research” in a time when

politics seemed to be trying to absorb the control of all the scientific process (or so

some seemed to fear). In order to justify the autonomy of basic research, Bush

assumed what were later to be known as the “linear model” of science development,

according to which the resources that the whole society devotes to fundamental

research are better freely left in the hands of scientists themselves, who will more or

less spontaneously produce thanks to those resources an output of knowledge that,

equally spontaneously, will lead to technical innovations in the hands of private

firms, one vision that, as it is well known, was later profoundly challenged. Some of

the approaches most critical with Bush’s proposals (e.g., Silvio Functowicz on

“post-normal science,” [5]) were, nevertheless, basically as “linear” as his, but in

the opposite sense: they tried to show that “external” social processes not only

determine the funding aspects of research, but also the content and the epistemic

assessment of scientific items of knowledge. Even some processes of “social

innovation” are considered in these approaches as the substitute of the “old social

contract of science.” In this new “contract,” the independence of researchers

(particularly of those in basic science) would be replaced for a direct and more or

less complex dependence from governments, parliaments, or representatives of the

consumers and users of the products of science. Other authors, like David H. Guston

or Carl Mitcham [6], have clearly shown, instead, that there has never been

something like an explicit social contract in the “old” mode of science production,

nor there is something like a “new” contract now, for the relationships between

science and society are more complex than what the notion of a “contract” would

reflect. This is in line with the diagnostic about contractarian approaches.

Nevertheless, the idea of the “new social contract of science” has tended to be

more frequently employed in political-institutional contexts, like the 1999 “World

Conference for Science” organized in Budapest by UNESCO, rather than in

academic research. And, as it usually happens in these cases, such types of use of

the concept usually lack the intellectual depth and definiteness necessary to articu-

late a, so to say, “scientific” vision of science, and tend to be mere expressions of

goodwill, permeated very often by an essentialist view both of science and of

society. Obviously we must lean on science in order to solve many of the big

problems faced by the humankind, and we must warrant democratic control of

scientific activities when they threat to hinder human development, but one thing is

to say this, and a different thing is to articulate a “social contract” that establishes

the rights and commitments of each signing part.

Since the old times of logical positivism, and of its distinction between the

context of discovery and the context of justification, we have learned a lot about the

practices of scientists, both at the more epistemic level, and at the more social or

socio-institutional levels. One of the important things that social studies of science

have shown is that at both levels there is a permanent need of mutual control

between the agents involved, something that in recent times has tended to be called

“governance” (cf. [4]). It is possible, hence, to make a distinction between

“governance in science” (the negotiations and agreements that take place within

the scientific communities), and “governance of science” (the processes that try
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to warrant that scientific activities are in the benefit of citizens); as we shall show, this

distinction is useful to understand the notion of a “social contract of science.”

Actually, contemporary discussions on “a new social contract for science” tend to

point in some way or another toward the idea of a kind of “democratic governance of

science,” particularly since, has many have suspected, the old Bushian “contract” has

tended to be more influenciable in the last decades from the power of the market and

of for-profit companies, in which the democratic control in the interests of citizens is

much more difficult to implement, due in part to the failure of governments of

keeping the increase in public research funding at the pace of the growth of other

expenditures. Of course, other problems in which the role of science has been

relevant (nuclear power, climate change, pandemia. . .) have also add suspicions to

the presumed role of the governments as guarantor of the citizens’ interests in the

“contract with science,” and to the presumed “impartiality” of scientists, either when

setting research agendas, or when acting as experts for public or private institutions.

Under these circumstances, the notion of a generic “social contract” becomes particu-

larly suspect, even when we take for granted its essential counterfactual character.

For the idea was based in a linear view of the development and application of

scientific and technological knowledge, in which application was seen as the way

in which researchers “paid back” for the funds that citizens had put on their hands

through general taxes. But the fact is that most “knowledge transfer” does not take

place through the traditional avenues of R&D, but through what now tends to be

called “open innovation” or “social innovation.” As the NESTA 2010 report states:

While R&D is an important source of innovation, it is focused on only a subset of

innovative activity. There is a growing recognition that innovation encompasses a wider

range of activities and broader metrics are required to reflect this, including investment in

intangible assets ([8], p. 7)

Another important fact that has to be taken into account when we talk about any

“contract” is the asymmetry of information between the people subscribing it, or

affected by it. This has been the inspiring idea of the new area of economic science

known as “economics of information.” Traditional economic theories were based

on the assumption of “perfect knowledge,” i.e., it was assumed that the economic

agents (e.g., demanders and suppliers of an economic good) had all the information

that was relevant and needed for the problem situation they were facing, and

perhaps more importantly, these theories assumed that the distribution of that

information was symmetric, in the sense of equally shared by all the agents.

Information economics started its development in the 1970s mainly as an attempt

to understand the influence that the nonfulfillment of this latter assumption had on

the equilibrium the agents’ interactions led to (e.g., George Akerlof’s 1970 paper on

“The market for lemons,” Michael Spence’s 1973 paper on “Job market signalling”;

for a useful introduction to the economics of information, see Macho and Pérez,

[9]): typically, sellers know much more than buyers about the real quality of the

goods or services they sell, and this asymmetry can cause the market mechanisms

work very inefficiently, though they also create the opportunity for specific

institutions (like “contracts”) to evolve that can harmonize the interests of sellers
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and buyers. Information economics has tried to take advantage of the sophisticated

mathematical tools of game theory which allow them to model the effects in the

interaction between actors characterized by differences in the information they

possess. One of the essential instruments with which this has been done is known

as the principal-agent model. The basic version of this model represents an indi-

vidual or a group, the “principals,” who is or are unable to perform a certain task as

efficiently as other individuals or groups, the “agents,” so that the former “hires” the

latter to carry out the job; the agents, however, are assumed to be not directly

interested in the fulfillment of the task, i.e., they may put too little effort on it, or at

least, less effort than what the principal would consider appropriate. The “principal-

agent problem,” consists, then, in determining a contract, or an incentive scheme,

that both parts are interested in signing, and that warrants to the principal that the

agent will perform her task in a satisfactory way. This line of research has led to the

development of a successful branch of game theory, known as “mechanism design,”

which can be considered the reverse of classical game theory: whereas in the latter

the problem was to predict the choices made by the players of a game whose rules

were given, the former can be seen as the attempt to design a game (i.e., a set of

formal rules) that leads players to choose the outcome that “we” (which usually

personalizes the principal) desire. For example, governments and parliaments estab-

lish several models of “science laws,” including ways of organizing and managing

the resources given to scientists, but usually those laws fall short of their goals

because they cannot enter into most of the intricacies of the self-organizing processes

that constitute the research activity. In order to create a “well-designed” social

contract for the governance of science, it would be necessary, hence, to study the

structures of the negotiation processes internal to science, so that the satisfaction of

demands and goals of the political body might to be achieved through steps that are

coherent with what the internal goals of science dictate. The “social contract of

science” should be, hence, the product of an until now nonexistent discipline, that we

might call “political microeconomics of science.” This is exactly in the line of the

proposals of one of the authors we have quoted:

The scheme for the automatic management of scientific integrity under the social contract

for science has been overthrown and replaced by a more formal system of incentives and

monitoring, as the principal-agent framework would suggest” ([6], p. 12).

Following some of Guston ideas we can try to articulate the external and internal

processes in scientific system as a dual process from the point of view of the

“frontier,” or as Guston says, “boundary organizations” between both, like external

ethics committees, sociopolitical committees, new peer review processes, etc. As an

example of the study of the emergence and functioning of institutions, we also think

that it is interesting to point to the fact that a purely rationalistic model (e.g., one

based on rational choice models populated by Bayesian agents) would not be useful

to capture the fundamental aspects of the behavior of the people who are subjected

to normative contexts, and that has in general cognitive limitations, the institutions

are designed in part to remedy; models of bounded rationality should, hence,

necessarily be employed in the analysis of the social contract of science (e.g., [1]).
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The Scientific Method as a Social Contract

As we have stated, the academic analysis of the social structure of science and of

the relations between science and society from a contractarian point of view is

still a project for the future, and this chapter attempts to be an invitation for the

development of such a project. By way of example, in the rest of the chapter we

shall try to apply the contractarian intuition to a particular aspect of the “gover-

nance of science” which has often been considered as totally alien to the intro-

duction of “sociological” or “political” considerations; we are referring to that set

of procedures usually referred to under the rubric of “scientific methodology.”

Our starting point would be to assume that scientists are players in a competitive

game whose goal is the attainment of a particular kind of social and epistemic

reward: being acknowledged as the author of an important discovery. The basic

idea is to consider that this game is played according to a system of rules or norms

that are not absolutely imposed by a transcendental logic or something of the like,

but that can be negotiated by the very same players of the game (i.e., the

researchers). The question is, hence, the following: if you were a scientists

playing that game, i.e., pursuing recognition for discoveries, “against” other

scientists attempting exactly the same, what scientific norms would you like
the game were played by? (for more details on our proposal, see Zamora

Bonilla [11–13]).

Firstly, let us see what kinds of norms can be expected to arise in a negotiation

among “recognition-seeking” researchers. It seems that three types of them are

needed, at least:

1. Inferential norms: these tell that, if a researcher has accepted certain proposi-

tions, and if another proposition stands in certain specified relation with the

former ones, then that researcher will be forced to accept also the later propo-

sition. For example, norms of this type will establish when is a hypothesis “well

supported enough” to make its acceptance compulsory. These rules are useful

for a “recognition-seeking” researcher because they indicate what statements

you have to persuade your colleagues about, before attaining the public accep-

tance of your hypothesis.

2. Observational norms: in order to prevent the strategic denial to accept any
statement that can “trigger” the undesired acceptance of a rival’s theory through

the rules of the first type, it is necessary that the commitment about some kinds

of propositions is compulsory for reasons different from the previous acceptance

of other statements. Typically, observations and experiments (or specific parts of

them) are the natural locus of this type of norms, though probably nor the only

one.

3. Distributional norms: these norms govern the allocation of the power to control

the resources needed for making research and communicating their results.

Obviously, this power is interesting for scientists not only for the ability they

confer to increase the probability of getting their theories accepted, but also

because many other “private benefits” accrue to them together with that power

(We admit that these rules are less appropriately called “methodological”).
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Secondly, it is perhaps more important to notice some properties that any

“reasonable” system of rules must have. These properties are grounded on the

very nature of the negotiation process through which the rules are established:

1. Norms are usually chosen “under the veil of ignorance” (to use a Rawlsian

expression). It is certainly possible that accepting a norm may be interesting for

you on a particular occasion because that norm “supports” the theory you are

proposing; but committing to a norm today forces you to be committed to it also

in the future, and perhaps the same rule makes it that the facts discovered

tomorrow support some of your rivals’ theories more than yours. In general, it

is very difficult for you to predict exactly what theories or hypotheses will you be

proposing in the future, and what will its connection be with the accepted facts.

So, as long as methodological rules operate as real (and more or less durable)

commitments, it is not necessarily a wise strategy to “vote” for the rules that

happen to favor your “current” theory.

2. As long as the decision of belonging to a scientific community or exiting and

constituting a different one is open for researchers, it makes no sense to talk

about “imposing” a rule. A norm is a norm within a scientific discipline
because it is interesting for all its members to adopt it. So, a rule will only

be established if it promotes reasonably well the prospects for recognition of

every researcher. This does not entail that everyone will have exactly the same

probability of success, for scientists less talented and poorly equipped will be

content with a lesser probability than their more fortunate colleagues.

3. The two previous properties entail that scientific norms will tend to be impartial,
because they must offer a fair opportunity to rival approaches and theories. If

a particular approach is seen as “promising” by the members of a scientific

discipline, and some existing norms tend to diminish the chances of success of

those following that approach, researchers will be interested in negotiating

a change in the norms and will begin to explore the new ideas according to the

new rules. On the other hand, it also is true that norms may have some “inertia,”

and this can slow down the negotiation process.

4. In many cases, the real effects of a norm on the prospects of getting public

recognition will be so uncertain, that scientists will tend to be indifferent

between several alternative rules as long as only recognition is considered.
Think, for example, in a norm indicating that “ceteris paribus, the theories

with a higher predictive success have to be preferred,” and contrast it with

alternative norms, as “ceteris paribus, the theories with a lower predictive

success have to be preferred,” or “ceteris paribus, the theories which have

been formulated in Latin verses have to be preferred.” Imagine now that you

could negotiate with your colleagues which of these three rules to adopt. It is by

no means clear which one of the three maximizes the probability of yourwinning
a game of research; perhaps you are much better at Latin than the rest, but in this

case it is just this differential ability what will make your competitors abstain

from accepting a norm so clearly benefiting you. In any case, it is difficult, if not

impossible, to ground your decision about which norm to accept on an estima-

tion of your probability of success. What other criteria will you employ, then?
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It seems to be a benevolent assumption that, ceteris paribus, researchers will

prefer methodological norms which are consistent with the maximization of the

epistemic value of the theories which happen to win in the game of persuasion.

After all, why would they have chosen a scientific career as a means of getting

public recognition, instead of other kinds of activities, as pop music, sports, or

politics, if they did not worry at all about the attainment of “knowledge”?

A last important point in connection with this is that, although the contractarian

approach to scientific norms leaves some space to the influence of epistemic factors in

the choice of the rules (and hence in the justification of scientific knowledge), we

cannot interpret this result as a return of the classical view of epistemologists as

deciding a priori how the pursuit of knowledge has to be. Because it is essential to

recall that, even if epistemic values enter into the negotiation of scientific norms,

these values are those of the researchers who are taking part in it, not those of the

philosopher or the “science student” who are observing the process from outside. This

is again something that our approach shares with that of many scientific naturalists,

though we want to point toward an aspect more specific of the contractarian view: the

assumption that an explicit or implicit agreement between the members of a scientific

discipline is the only legitimate way of “aggregating” the epistemic preferences of all

these individual scientists. Nevertheless, it is true that other agents outside the

research field or even outside science may have an interest in negotiating the norms

according to which the game of research is played, and the study of this interaction

can also be an interesting point of contact between the approach defended here and

other approaches in the field of social epistemology.

Curiously enough, we do not observe that it exists something like an institutional-

ized “science police” or “science tribunals”: scientific research seems to be “self-

policing,” at least in a higher degree that other kinds of practices. It is true that a large

amount of case studies in history and sociology of science have been devoted to

showing that scientists are far from being mechanical and systematic in their applica-

tion of methodological norms, and that they tend to use the existing rules “strategi-

cally” or “rhetorically.” But we do not think that this may serve to prove that scientific

research is not regulated by those norms. In the first place, the vision of scientific

method suggested in the preceding sections is not that of a logico-mathematical

algorithm: actual methodological rules are usually ambiguous in their application to

concrete cases, and they are frequently contradictory in their practical suggestions. So,

it is natural that each scientist tries to interpret each norm in the way which is most

favorable for his own theory. In the second place, usually not all methodological rules

are violated simultaneously by a researcher; rather on the contrary, he must employ

some rules in order to justifywhy he has broken others; otherwise, his colleagues will
simply not take into account what the former scientist is asserting. In the third place,

and more importantly, a “rhetorical” use of a norm only makes sense if one expects

that others are going to be persuaded by such a move: if everybody employed “just

rhetorically” the norms every time, no one would have a reason to do it. Appealing

successfully to rhetorical strategies shows that your audience act according to some

predictable patterns (at least within certain limits), and these regular patterns of
decision making are just the realmethodological norms we are referring to.
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The main reason why these patterns are chosen and followed is probably because
of the nature of the reward pursued by scientists, i.e., recognition. Since what you

want is that others express a public approbation of your own work, you do not

obtain anything directly from your own decision about what facts or theories to

accept; it only matters to you what facts or theories are accepted by your colleagues.
So, the only question relevant for you is whether your colleagues obey the rules or

not: if they do it, you will be rewarded for doing “good research” (“good” according

to the accepted norms), and you will get nothing otherwise; if they do not obey the

rules, you will get nothing no matter what you do, because they are not going to

accept your own theory however much effort you might put in defending it. So, the

game of persuasion has two possible equilibria in general: either no one obeys the

rules of the game (and this means that no research is done, save perhaps by isolated

people), or everybody does (though, in this case, further problems arise when

deciding which norms to institute). Under the contractarian vision of scientific

method we are defending here, the first of these two equilibria would represent

something like the “state of nature,” or, to express it in popular Kuhnian terms,

perhaps the state of scientific disciplines in their “pre-paradigmatic period.” The

emergence of a “paradigm,” as well as its subsequent changes, can then be seen as

the outcomes of collective negotiations on a “methodological contract.”

Conclusion

Unfortunately, the argument of the preceding paragraph does not entirely solve

the problem stated in this section, for it only works properly with inferential and

observational norms, i.e., the rules governing what propositions have to be

accepted. Distributional norms, instead, open the possibility of enjoying other

types of benefits (income, travels, power, relief from boring activities, and so

on), and people who have control over this kind of resources will surely be

tempted to use them to their own advantage. It seems that, “under the veil of

ignorance,” scientists will prefer that an institutional mechanism is established

that guarantees that a closer relation exists between the level of recognition one

has reached and the resources and advantages that one can enjoy. Anyway, the

design of such a self-enforcing, self-policing mechanism (if actual institutions

are not satisfactory) is a difficult problem which offers a promising avenue of

research for students of the economics of science.
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Optimal Judgment Aggregation

Jesús Zamora Bonilla†‡

The constitution of a collective judgment is analyzed from a contractarian point of
view. The optimal collective judgment is defined as the one that maximizes the sum of
the utility each member gets from the collective adoption of that judgment. It is argued
that judgment aggregation is a different process from the aggregation of information
and public deliberation. This entails that the adoption of a collective judgment should
not make any rational member of the group change her individual opinion, and so
the collective judgment can not have any kind of epistemic superiority over the indi-
vidual ones.

1. Introduction. Judgment Aggregation: A Constitutional View. After cen-
turies of debate, there is no agreement about whether ‘knowledge’ must
be essentially conceived as a cognitive state of individual minds, or must
be attributed to some collective entity, that is, whether it’s me, or we, who
‘really’ knows. A promising analytical approach to this problem has
emerged in recent years, which concentrates in a more simple question:
what formal connections exist between ‘knowledge’ as a social entity, and
‘knowledge’ as a property of those individuals conforming the social?
Authors within this judgment aggregation approach have mainly employed
social choice theory (see, e.g., Sen 1970) as a mathematical tool to analyse
how individual judgments determine, according to well specified rules of
aggregation, the claims endorsed by the collective, and also to what extent
the rationality that individuals may display in their own epistemic states
is transferred to the group’s opinions.1 The most consequential result that

†To contact the author, please write to: Universidad Nacional de Educación a Dis-
tancia, Dpto. de Lógica, Historia y F. de la ciencia, Humanidades, Paseo de Senda
del rey 7, 28040 Madrid, Spain; e-mail: jpzb@fsof.uned.es.

‡The author acknowledges Spanish Government’s research projects HUM2005–01686/
FISO and HUM2005-25447-E, as well as the grant PR2006-0108 which allowed a three
months stay at the Helsinki Collegium for Advanced Studies, in which a big part of
this paper was written.

1. A related problem, i.e., whether some aggregation rules are capable of producing
rational collective judgments out of not-so-rational individual opinions, has not been
attacked within this approach until now, but would deserve discussion.
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TABLE 1. EDITORIAL DECISION FOR A MATHEMATICS JOURNAL.

Agents

Statements

(A) The premises of
a mathematical
proof are true

(B) The steps in the
proof are valid

(A&B) The proof is
sound (and so the

result is a theorem)

1 V F F
2 F V F
3 V V V
Majority decision V V F

has emerged from this approach is the ‘doctrinal paradox’, or ‘discursive
dilemma’, first described by Lewis Kornhauser and Lawrence Sager
(1986), and generalized in a number of ‘impossibility theorems’ by other
authors, mainly Philip Pettit, Christian List, and Franz Dietrich.2 Ac-
cording to these results, when the members of a group disagree about
certain statements, and they form a ‘collective opinion’ by means of some
democratic aggregation procedure, it is possible for the group to reach
conclusions that are mutually contradictory, even if each member has an
internally coherent set of opinions.

Table 1 illustrates this possibility: the editorial board of a mathematical
journal is formed by three members; they have to decide whether to accept
a paper which contains the presumed proof of an important theorem, but
they are discussing whether the proof is valid or not. This happens if and
only if every premise of the theorem is true (A), and every deductive step
is valid (B). Each member is willing to accept the paper if and only if
A&B is true, but they have to answer the author with some reasons jus-
tifying the board’s decision. The problem they face is that, though a
majority of the board accepts claim A, and a (different) majority accepts
B, the majority still rejects A&B, and so, the message they are going to
send to the author would be something like: “we don’t consider valid
your proof, because we think that it is based on true premises, and all
the logical steps are valid.”

Independently on one’s position in the debate about the social nature
of knowledge, this result constitutes a serious problem, both from a the-
oretical and from a pragmatical point of view, for there is no doubt that
many instances of what we take as ‘knowledge’ in our complex modern
societies—based on public deliberation and on the division of intellectual
labour—is the result of ‘aggregating’ thousands of epistemic inputs pro-
vided by separate but interrelated individuals. A particularly important
case is that of scientific knowledge itself, which basically consists in some
kind of negotiated consensus among the specialists, but a consensus that

2. List and Pettit (2002); Dietrich (2006).



JUDGMENT AGGREGATION 815

always conceals a number of more or less significant disagreements. It is
surprising that the discursive dilemma has escaped the attention of rel-
ativistic philosophers, for it might apparently provide new arguments to
show the lack of objectivity of accepted scientific claims; however, those
tempted to follow this road should also be aware of some results about
the probability of ‘good’ epistemic outputs arising from the aggregation
of individual opinions (e.g., List 2005; Goldman 2004). My aim is precisely
to show that, in spite of the mentioned ‘impossibility theorems’, certain
mechanisms can guaranteeing the optimality of the procedure according
to which individual claims are aggregated (mechanisms in which some of
the assumptions made in those theorems are obviously relaxed).

I will not employ in this paper social choice theory, but constitutional
political economy, which studies the collective choice of norms by rational
agents.3 This approach is based on the assumption that social interactions
presuppose that the members of a group can jointly establish specific rules
to govern that interaction; if this is the case, we can also assume that the
chosen rules will be efficient (in the sense that no other conceivable set
of rules would have been better for some members, and at least as good
for the rest), and furthermore, that if these norms are to be in force during
a long time, and have to be acceptable for people with highly conflicting
interests, then they will tend to be impartial (in the sense that they would
correspond to a choice made ‘under a veil of ignorance’). This last hy-
pothesis can be made operational by assuming that the chosen rules max-
imize the average expected utility of the group’s members.

The first question from a contractarian view is: why do we worry at
all about having something like a ‘collective opinion’, as something dif-
ferent from the mere enumeration of our individual judgments? In most
cases this will be due not to some intrinsic interest of the group members,
but to the demands of external people. For example, complaining cus-
tomers do not care about the particular opinions of the company’s workers
or counsellors; citizens demand that a single and coherent law is passed
by the Parliament; engineers want scientists to tell them the laws governing
some physical system, and so on. Thus, many groups feel an external
pressure to provide unified reasoned claims. Interestingly, Philip Pettit and
his collaborators have been engaged in the literature on judgment aggre-
gation surely in part because the ‘discursive dilemma’ constitutes a threat
to the deliberative republicanism advocated by him (cf. Pettit 2001a,
2001b). According to this view, a necessary condition for democracy is
that political or administrative agencies are ‘rationally contestable,’ that
is, it must be possible for other agents to engage in a reasoned deliberation

3. Brennan and Buchanan (1985). Interestingly enough, List and Pettit (2006) refer to
the aggregation mechanisms as ‘constitutions’.
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with the former. Hence, it is not only that we often want that collective
agencies ‘speak with a single voice’, but also that the claims endorsed by
this ‘voice’ are logically articulated, so that rational discussion is possible.

But there is still a very important aspect of the process of judgment
aggregation that needs to be taken into account, and that is usually ne-
glected in the literature: a reasonable assumption to make is that the
aggregation process takes place only after every individual has taken into
account the judgments of the others; that is, we can assume that a previous
process of public deliberation has taken place, during which each agent
presents her reasons in favour or against each debated statement, and
perhaps revise her own judgment accordingly. (Christian List has sug-
gested that this can be modelled as if each individual carried out a process
of judgment aggregation within her own mind). Public aggregation, in-
stead, starts when deliberation has finished, that is, when no one of the
reasons publicly discussed makes anybody else change her opinion, or,
stated differently, when an equilibrium is attained in the deliberation pro-
cess. This apparently innocent assumption, together with the hypotheses
that the agents are rational, has a dramatic consequence for the philo-
sophical discussion on judgment aggregation: there is no reason to suppose
that the collectively adopted judgment is ‘epistemically superior’ in any sense
to the individual judgements.

This means that a judgment aggregation problem is not equivalent to
an analogous problem of aggregation of information. In the latter case,
we can take the opinion of every individual as a kind of statistical estimator
of the truth of the relevant propositions, and, by knowing each individual’s
reliability, it would be possible to make an inference to the theory that
is most likely true. But we are assuming that, were there some compelling,
public argument showing that the collective judgment is more likely true
than the opinion of an individual, then this individual would have a reason
to change her mind, but we have supposed that every rational change of
individual opinions has already been made. Hence, the collective judgment
should not force any member of the group to change her individual opinion
in any way. From an epistemic point of view, this means that we must
not think of the collective judgement as a ‘better’ opinion than the in-
dividual ones. The problem of judgment aggregation, then, is not that of
‘finding the truth amongst a bundle of contradictory opinions’, but rather,
that of how to live and act in a group in which there are irreducible cognitive
disagreements. It is important not to forget that this is primarily a problem
for the members of the group, and not for the philosopher observing them
from the outside. This is the main justification of the contractarian ap-
proach defended in this paper: judgment aggregation mechanisms need not
be justified by means of philosophical or mathematical arguments (though
some of these can obviously be relevant), but mainly by means of the
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practical advantages or disadvantages that having one mechanism or an-
other will have for the people whose judgments are going to be aggregated.

2. Two Examples. I shall consider a couple of idealized scenarios, which
are just taken as illustrations. In the first place, I will assume that agents
have purely epistemic preferences, that is, they only care about the ‘dis-
tance’ between their own individual opinions and the collective claims,
but are not worried at all about the practical consequences this distance
may entail (or these practical consequences’ value is proportional to the
epistemic distances). In the second place, I will make the opposite as-
sumption: individuals don’t care at all about the epistemic difference be-
tween the collective opinion and their own, but they fear that, the most
informative this collective opinion is, the higher is the risk of the group
taking a decision contrary to their individual interests (if they happen to
disagree with the group’s opinion). At least in the examples chosen below,
where there is an optimal judgment aggregation mechanism it will also
happen that the members of the group will be constraining their decision
to the choice of a consistent and deductively closed set of claims. This
assumption contradicts one of the conditions on which the impossibility
theorems are based: systematicity, that is, that the same aggregation rule
is uniformly applied to all the propositions one by one.4 But, leaving aside
the discussion about the possible reasons to prefer rules that obey sys-
tematicity, our assumption allows to solve in a straightforward way the
problem of the possible inconsistency of the collective judgments: since
the choice is now directly made on sets of propositions, and not claim by
claim, the members of the group just abstain from including among the
available options those sets that are internally inconsistent. Furthermore,
if the options only include deductively closed sets of propositions, then
all the possible deductive relations between propositions are automatically
taken into account in the collective choice, and this debilitates the par-
adoxical appearance of the discursive dilemma (which is due to the fact
that a different collective decision may emerge if the choice is made at
the level of the ‘premises’ or at the level of the ‘conclusions’); I will assume,
instead, that the group is not choosing isolated claims, but a theory (in
the logico-mathematical sense of the word), that necessarily incorporates
all the relevant deductive connections between the proposition it contains.

2.1. Judgment Aggregation by Purely Epistemically Oriented Agents.
Imagine there is a group composed by an odd number (n) of individuals,5

4. These rules are what List and Pettit (2006, 12) call ‘set-wise supervenient’.

5. That n is odd is assumed to avoid ties.
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each one having a certain opinion about k independent atomic proposi-
tions, p1, p2, . . . , pk. Since we assume that every individual has a definite
judgment about every proposition, we say that each agent believes a com-
plete and consistent theory. In this propositional framework, complete
theories can be axiomatised by a proposition of the form: 1p p �p & �

, where each symbol ‘�’ is to be replaced by a negation2 k. . .p & & � p
or by nothing; since every proposition is assumed to be logically inde-
pendent of the rest, these complete theories are consistent (inconsistencies
will only take place in someone accepts pn and ¬pn). Each complete and
consistent theory is then equivalent to some row of a traditional truth
table. The theory accepted by individual i will be called 1p p �p & �i i

. Now suppose that the group has to take a collective2 k. . .p & & � pi i

decision about what complete and consistent theory represents in the best
way the judgments of the group’s members. In order to answer this question,
we need some information about the epistemic preferences of the indi-
viduals. The particular assumption I am going to make in this section is
that every member of the group only cares about the ‘distance’ between
the theory which is collectively adopted and the theory she personally
believes. This distance can be measured in a very simple way:6

(number of mismatches between p and q), and hence I willd( p, q) p (1/k)
assume that the utility i receives if theory q is collectively accepted is given
by the formula . (If the individual is uncertain aboutu (q) p 1 � d(q, p )i i

which p is true, an expected utility function can be employed. (I owe this
observation to Christian List.) Unfortunately, I have no space here to
develop the consequences of this idea. From these assumptions, several
interesting theorems can be derived:

(1) For every distribution of individual opinions, there is one theory
which maximizes the sum of the individual utilities.

This is straightforward: given the opinions of the individuals, each com-
plete theory will have associated with it a certain degree of total utility,
and for one of these theories this sum will have a maximum value.7 A
much more relevant question is whether the members of the group have
some way of finding which one the optimum theory is. The following two
theorems show that this is certainly the case: premise-based majority voting

6. The notion of ‘logical distance’ has been exploited in the literature on ‘verisimilitude’
(cf. Niiniluoto 1987).

7. For every atomic proposition p, only one of p or ¬p minimizes the sum of the
distances to the individual beliefs about p; so B ( A and B will have at least one
atomic proposition for which the sum of distances to individual judgments is not
optimal, and hence B cannot be optimal. (The proof depends on there being an even
number of individuals.)
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(PMV), which consists in each member casting a separate vote on each
atomic proposition pn, and selecting as the collective judgment pn or ¬pn,
depending on which option receives more votes, has the desired properties.

(2) The outcome of PMV maximizes the sum of the individual utilities.

Proof: For each atomic proposition pj, majority voting guarantees that
the outcome has fewer mismatches with the individual opinions about pj

than its negation.

(3) PMV is nonmanipulable.

Proof: For each atomic proposition, no individual can attain a higher
utility level by voting the negation of the proposition she accepts, than
by voting this proposition.

So, PMV can be seen as the optimal judgment aggregation rule for
agents that have the type of preferences assumed in this section.8 Of course,
by accepting the outcome of this voting mechanism, the group will be
committed to accept many claims that some members would individually
reject, and it is also possible that some propositions the group is forced
to accept (because they logically follow from the adopted complete theory)
are rejected by a majority. Furthermore, it would not be strange that the
outcome of PMV were a theory that everybody would individually reject!
In our scenario, however, this would only be an apparently dramatic
conclusion, because the voted theory is just taken as something that rep-
resents in the best possible way the variety of opinions of the group’s
members. It is really the result of a compromise, and, as in most cases of
bargaining, the final outcome simply does not coincide with the optimum
choice of any of the parties, though it minimises the aggregated losses.9

2.2. Judgment Aggregation by Cynical Agents. I will consider next a
situation which, in a sense, is a mirror image of the previous one. In the
first example, I assumed that the members of the group only care about
how far the collective opinion lies from their own individual judgment
about the truth. The practical consequences that the group will draw from
having formed one opinion or another have not been taken into account,

8. PMV was defended by Pettit (2001a, Chapter 5) because it generates a consistent
collective opinion. What my argument adds is that, in this idealized scenario, the rule
is also optimal from an epistemic point of view, and it forces individuals to sincerely
reveal their true opinions.

9. Two further complications that deserve study refer to the conventional nature of
the choice of atomic propositions, and to the possibility of individuals having a res-
ervation utility from not reaching a consensus. The first problem relates to the problem
known as ‘language variance’ in the literature on verisimilitude.
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or have been simply assumed to have an effect on each individual’s utility
function that is strictly proportional to the distance between the collective
and the individual judgment. But this will certainly not happen in many
real situations (perhaps scientific research is the best example of an in-
stitution relatively close to the idealized one depicted in Section 2.1). Now
I will assume, instead, that the individuals are utterly cynical, in the sense
that, no matter how ‘close’ your personal opinion is from the collectively
agreed one, if the latter is inconsistent with the former, that is, if your
own preferred theory happens to ‘loose’ in the voting, then the collective
judgment will be interpreted by the winners in the most beneficial way for
them, and the least beneficial way for you, that is, they will use the
collective judgment to justify those practical decisions that satisfy in the
best possible way their own interests, at the cost of yours. Logic imposes
some limits to this cynical use of reason, but the limits are often wide
enough as to permit a considerable degree of exploitation of those that
disagree on the public opinion. My strategy in this section will be to
assume that the members of the group, knowing this, may want to es-
tablish some constitutional mechanism that minimizes the chances of be-
ing exploited, or, more exactly, that maximizes the difference between the
benefits they derive when they win and the costs they suffer when they
lose. Now the agents can choose, not only amongst complete theories,
but amongst all consistent and deductively closed set of sentences.10 In
order to calculate the sum of individual utilities derived from the choice
of a particular theory, we have to make it explicit some assumptions about
the individuals’ preferences (‘ ’ indicates the utility agent i receives ifu (A)i

theory A is the collective choice):

(a) If p j A j B, then u (B) ≤ u (A).i i i

(b) If A j B j ¬p , then u (A) ≤ u (B).i i i

(c) G AG iG j, if p j A, and p j ¬A, then u (A) p �u (A).i j i j

(d) G AG iG j, if i, j j A, then u (A) p u (A). (4)i j

(e) G i u (Taut) p 0.i

(4a)–(4b) assert that, amongst two theories that i accepts, she will prefer
as the collective opinion the one with more content, and, amongst two

10. Adding these options in the case of Section 2.1 does not vary its result, because
all noncomplete theories give a total utility lower than that associated to the optimum
complete theory, if a noncomplete theory’s is measured as the average of the complete
theories of which it is the disjunction.
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Figure 1. The weaker theory ¬p&q is ‘closer’ to the individual opinion than the stronger
theory ¬p&q&r.

theories she does not accept, she will prefer the less contentful; these
assumptions reflect the ‘cynical’ attitude agents have towards the collec-
tively adopted claims: if a member of the group agrees with the collective
opinion, then she will want this opinion to be as strong as possible, but
if she disagrees, she will want it to be as weak as possible. On the other
hand, (4c–e) are assumed by analytical convenience (‘Taut’ stands by the
tautology); in particular, (4d) seems reasonable when discussing a choice
made ‘under a veil of ignorance’.11 A possible objection to (4b) has been
suggested by Franz Dietrich: if an individual believes p&q&r, this as-
sumption entails that she will prefer that ¬p&q is collectively adopted,
rather than ¬p&q&r, though in the latter case a new proposition accepted
by her has been added. My answer is simply that those individuals that
happen to have this type of preferences (or those situations that generate
this type of payoffs) are better represented by the scenario of Section 2.1.
On the contrary, when people are afraid of linguistic manipulation of
reasons, the new assumptions seem more reasonable. Take into account
that the ‘distances’ between the different theories may depend on the set
of concepts with which the language operates (recall note 9), and, in
absence of a clearly predetermined way of ‘measuring’ the similarity be-
tween several propositions, those ‘distances’ become extremely subjective.
Figure 1 represents this possibility: the individual opinion is p&q&r (the
lightest gray area); ¬p&q is the medium gray area, while ¬p&q&r is the

11. The hypotheses are not logically independent; for example, (4b) can be derived
from (4a) and (4c), and (4c) also entails (4d).
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dark gray area. In this example it is clear that the weaker theory ¬p&q
is ‘closer’ to the individual opinion than the stronger theory ¬p&q&r,
though this includes an additional claim the agent accepts. I am not
assuming that examples like this one are the norm, but, as long as the
possibility exists of using the collectively accepted claims to take decisions
that serve to exploit the ‘dissidents’, the new hypotheses about individual
utility functions become more justifiable.

From the point of view of the group’s members, the most important
fact is that, in each collective choice situation, there will be some theory
for which the sum of individual utilities attains a maximum, and agents
would like to have an aggregation procedure which systematically leads
the group to accept that theory. I will show that there is a mechanism
that, even if it fails to select the optimum theory in each particular col-
lective choice, it generates an optimal pattern of choices on the average.
By theory based majority voting (TMV) I will refer to a process in which
the members of the group can form coalitions that propose a theory, A,
which is then voted. If a majority of the members of the full group vote
in favour of A, it becomes the collective opinion. If no theory attains a
majority, then the group suspends judgment (this can be represented by
the choice of Taut), which results in everybody having a utility equal to
0. I introduce a further difference between simple majority voting and
qualified majority voting; in the latter case, some predetermined percent-
age w ( ) of the group must vote in favour of the proposed theory if≥ 0.5
it is to be socially accepted (in the case of simple majority voting, w p

). A theory A is w-defeatable if and only if there is another theory B0.5
such that the set of members for which constitutes a w-u (A) ! u (B)i i

majority. The following proposition states some very basic properties of
this voting procedure ( represents the outcome of applying the w-TMVwS
aggregation procedure; fo represents the complete theory accepted by i,pi

as before):

w(a) G wai, j, . . . , l, S p p ∨ p ∨ . . . ∨ p (5)i j l

w(b) S is non-w-defeatable.

Proof: (5a) follows from (4a), for, the individuals voting in favour of Sw

will always prefer it to any other theory entailed by it. (5b) follows from
the fact that, if Sw were w-defeatable, then another coalition would propose
some theory which defeats Sw (this is equivalent to saying that Sw is the
theory which maximizes ui for those individuals belonging to the winning
w-majority).

Let S* be the theory which would maximize the sum of individual
utilities if collectively chosen. Then the most important result is the fol-
lowing theorem:
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There is some qualified majority level, , such that . (6)′ w′w S* p S

Proof: (4c–d) entail that S*, having a positive sum of individual utilities,
will have a majority of members in favour of it (i.e., for which u (S*) 1i

). Let be the proportion of members in favour of S*. If this′u (¬S*) wi

theory is -defeatable, there will exist another theory, , such that at′ ′w S
least the same number of members prefer S’ to S*, but this, together with
(4c–d), entails that has a bigger aggregated utility than S*, contrarily′S
to the definition of S*.

The next relevant question is whether S* can be reached by simple
majority voting (i.e., whether ). It is easy to see that, in general,′w p 0.5
this will not be the case.12

So, there will be, for each collective choice situation, a particular value
of guaranteeing that -TMV selects the optimal theory. Nevertheless,′ ′w w
the extent of the optimal qualified majority will probably change from
case to case. What the members of the group would like to choose as a
constitutional rule, under this ‘cynical’ scenario, will be some value of w
that maximizes the average value of the outcomes of w-TMV. The more
predisposed they are towards exploiting the other members of the group,
the higher the value of w they will choose. The outcome of judgment
aggregation in a situation like the one depicted in this section is a collective
claim consisting simply in the disjunction of the beliefs of a high pro-
portion of the members of the group. Perhaps this collective claim does
not look like a powerful victory of deliberative reason, but we think that
it is an extremely important point having shown that even in circumstances
utterly inhospitable to reason and dialog, like the ones assumed in this
section, agents can find a way of carrying out epistemic negotiations in
an efficient way. One really ironic consequence is that the collective judg-
ment made by cynical agents is usually a proposition that a big majority
of the members believe to be true, whereas in the case of purely epistemic
agents we have seen that the collective judgment can be recognise as false
by all the members of the group (though typically, it is more informative).
Hence, cynicism and self-interest are not necessarily an obstacle in the
constitution of an epistemically sound consensus.

12. (4c–d) entail that the social utility associated to simple majority is equal to the
utility of just one of the individuals voting for the winner theory (since there are

individuals, of them will get , and the remaining n will get ).2n � 1 n � 1 u (S) –u (S)i i

Let be the winning theory if w is set equal to ; in this case the total1S (n � 2)/(2n � 1)
utility attained by the group is (from a similar argument), and so, simple majority13u (S )i

voting will be collectively better than w-majority voting only if . Hence,1u (S)/u (S ) 1 3i i

if individual utility decreases ‘slowly’ from the level it attains with the outcome of
simple majority voting to the level attained under unanimity (i.e., when w equals 1),

will necessarily correspond to a majority level higher than 0.5.S*
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ABSTRACT

Social studies of science have flourished within the last decades, making use of numerous intellectual 
tools from a high variety of academic fields in the social sciences and the humanities (sociology, an-
thropology, cultural studies, etc.). Game theory, however, has been one tool that has not been put to use 
too often, in spite of the obvious importance of strategic considerations in the negotiations between the 
relevant actors in research episodes. In this chapter, the authors illustrate the use of game-theoretical 
concepts and techniques with the analysis of a nascent research field: asteroid mining.

INTRODUCTION

Knowledge, and in particular scientific and technological knowledge, is usually the product of a complex 
social network in which innumerable agents interact. Even the lonely inventor or discoverer applies in 
her discoveries numerous items of knowledge she has acquired in the past through social interactions. 
The social study of science is a mature academic field since at least the mid 20th century, and has been 
approached from almost all branches of the social science: sociology, anthropology, political science, 
and obviously, economics. However, there has been a not easily understandable reluctance by part of 
most researchers in those areas to apply what some scholars consider to be the most nuclear intellectual 
tool in the social sciences: game theory (e.g., Gintis, 2009). As one of us has commented in other papers 
(Zamora Bonilla, 2006, 2007), this neglection has been particularly regrettable in the case of the con-
structivist sociologists of scientific knowledge, for, though the interests of the scientists and other social 
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agents (and, in the case of authors like Bruno Latour, the ‘interests’ of the rest of other relevant things, 
which he calls ‘actants’) are considered by these authors as one of the major explanatory factors of the 
social situations they try to illuminate, they hardly take into account the problems and the possibilities 
associated to the strategic decisions that arise once we have more than one interacting agent, in particular 
the existence of several possible outcomes, not all of them being equally efficient for the agents, nor all 
of them equally constituting a possible equilibrium in the game that those strategies create. In particular, 
game theory allows to understand in an easy way some ‘constructivist’ conclusions that have created too 
much confusion and polemic in the last decades; for example, it gives a clear meaning to the notion that 
the epistemic value of the products of a research process may not be optimal, but showing that this does 
not amount to something as a complete rejection of the ‘objectivity of science’, for it simply means that 
getting an epistemically better output would have had some ‘costs’ for some agents that have preferred 
not to incur in them, if they have had the chance, but it does not entail that the output has no epistemic 
value (only that it does not have the possible maximum value... which is compatible with having a very 
high value). As the product of a ‘social construction’, scientific and technological knowledge has simply 
the quality level that the combination of the interests and possibilities of the engaged agents have al-
lowed; being a ‘social construction’, hence, does not entail that, for example, a scientific theory is not a 
good theory as an item of knowledge, exactly in the same way as being a ‘social construction’ does not 
entail that a hospital is a bad hospital.

In this paper, we want to illustrate the capacity of game theory to make us understand in an interest-
ing way the social processes of interaction that underlie the production of techno-scientific knowledge, 
by applying game-theoretical tools to a particular example. We don’t pretend to develop something like 
a full-grown theory about the ‘social construction of science’, but just to offer an impression of how the 
application of these formal tools might look like. Of course, it is possible to apply them to other, very 
different aspects of research processes than those chosen by us. The essential thing to take into account 
is that, in order to understand a research episode from the point of view of game theory, we need to 
conceptualise it according to the following list of items:

• What are the (most relevant) agents (or ‘players’) involved in the episode.
• What are the actions, decisions, or strategies open to each agent.
• What are the results to which each combination of a strategy for each agent lead to, and how does 

each agent evaluate those results according to her own ranking of preferences (or, in the language 
of game-theory, her payoffs). The union of these three elements constitute the description of ‘a 
game’.

• Taking the former into account, what combinations of strategies can be considered as reasonable 
outcomes by constituting an equilibrium of the game (basically, what economists call a ‘Nash 
equilibrium’, i.e., a combination of strategies such that no agent would prefer to choose another 
strategy, given what strategies have been chosen by the other agents). If the combination of strate-
gies actually chosen by the real agents does not coincide with any of the ones the game-theoretic 
analysis has tagged, we should either revise our description of the game, or investigate if some 
non-rational factors have been operating (e.g., limitations to the information managed by the 
agents, or limitations to their rationality).

• Lastly, what are the normative properties of the outcomes: how ‘good’ are they from the agents’ 
point of view, or from the point of view of other relevant actors.
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In the following pages, we shall apply this framework to the understanding of a particularly significant 
aspect of the creation of scientific and technological knowledge, namely, the very moment of constitut-
ing a new field of research, and we shall do it through analysing a case that is occurring right now: the 
nascence of ‘asteroid mining’.

ASTEROIDS MINING

A particularly fascinating case of intersection between science and technology researches is certainly 
represented by the space exploration: the primordial attraction that we feel for the stars as human beings, 
the desire to understand where Life comes from and the aspiration to unlock the mystery of the universe, 
connect in the space sector with the state-of-the-art technology in a stunning attempt to push humanity 
beyond its limits, in terms of both knowledge and exploration capability.

And, in the space exploration domain, there is a very young area of investigation where this synergy 
between science and technology is especially coupled: the asteroids mining. Yes, “asteroids” and “min-
ing”, all in one sentence: something that immediately insinuates in our thoughts a science fiction aroma 
and that whispers to our mind images from books and movies. But this is not just science fiction: since 
February 2016, when Luxembourg government announced the intention to create a legal framework 
to define rights and responsibilities in the industrial mining of small celestial bodies, enthusiasm and 
scepticism have gone along together in the space sector (see JL Galache, 2016). The satisfaction for the 
money injection from international investment funds has lived together with the perplexity of those who, 
better than anyone else, are well aware of the technological and scientific challenge hidden behind the 
asteroid mining initiative. At the moment when this text is being written there are two US companies 
leading this new “Space Gold Rush” (Planetary Resources and Deep Space Industries) and the interest 
in their endeavour has done nothing yet but growing.

But, beyond the fascination and its dreams generating capability, does this initiative make sense at all 
at technical and financial level? The answer, of course, is not unanimous and we are certainly not talking 
about something that will concretize in the next few years. But the high money is raising its credibility, 
always keeping in mind that the next decade (at least) will be dedicated to fill the knowledge and techno-
logical gap that made the idea of mine an asteroid just impossible till yesterday. Let’s see some figures.

The number of discovered asteroids has experienced an impressive increase since the start of 21st 
century: in Figure 1 it can be observed how the amount of known objects close to Earth (NEAs, Near 
Earth Asteroids), the most interesting ones from the mining perspective, has been multiplied by ten only 
since year 2000. So we can say that there are out there a sufficient number of potential targets.

Could then these asteroids be profitable? It depends of course on their composition (see De Meo et 
al., 2015 and Rivkin et al., 2014) and on the physical possibility to extract valuable materials from them 
(see Michel and Delbo, 2016 and Murdoch, 2016). Let’s say from the very beginning that the main idea 
is not to bring those materials to Earth, because, except maybe for a utopic golden asteroid, there is no 
business case for that: it would be too expensive. The plan is rather to exploit the extracted materials 
directly in space, to build new infrastructure or to store all kind of useful resources such as oxygen, 
hydrogen, water etc. for the future exploration missions. Due to their weight, in fact, the cost to take 
these materials into space (i.e. to a Low Earth Orbit, abbreviate LEO) is extremely high, and then the 
possibility to have them already available in space could be highly lucrative. In the example illustrated 
in Figure 2, the profitability of a 50m asteroid is detailed, summing up 363B$ (yes, billions!) just as 
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saving in the transportation cost, so without considering the materials purchase in itself; these values 
are for a typical 50m, water-rich, C-type asteroid, as inferred from meteorite samples.

Of course this figure depends very much on the asteroid composition, which should be known in 
advance with a minimum level of detail, and it shall then be contrasted with the extraction cost. And here 
is where the chickens are coming to the roost: performing space mining means to carry out a space mis-
sion, and, whether it is a human or a robotic mission, not a standard one. At the moment this is extremely 
expensive because asteroids are not easy targets at all, as it is demonstrated by the fact that very few 
missions have been expressly dedicated to their exploration: NEAR Shoemaker (NASA, 2001), Hayabusa 
(JAXA, 2005) and Dawn (NASA, 2007 still ongoing). Asteroids are small bodies very far away from 
Earth: the high cost of reaching them is then combined with the complexity to orbit a spacecraft around 
them (see Vetrisano et al. 2016), due to the low and uncertain gravity attraction that they exert. If you 
add to that the fact that they could be rotating in a fast and/or uncontrolled way, it’s easy to understand 
how hard is the technological challenge to manipulate an asteroid to mine it.

Different challenges are envisaged at technological level to realize the so called “In-Situ Resources 
Utilisation” (ISRU) with an asteroid:

Figure 1. Near Earth Asteroids (NEA) as a function of their discovery date
(Credit: J.L. Galache, Minor Planet Centre, 2016)

 *For a more accurate representation see the electronic version.
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1.  Asteroids Manipulation: The asteroid needs to be somehow manipulated to expose the material 
of interest. This could happen touching the asteroid or also contactless, depending on the extrac-
tion technique: the satellite could try to land on the asteroid, to grasp it with some mechanism, to 
impact it with a projectile or to heat it up to sublimate the contained water and break it up.

2.  Resources Extraction: Several techniques envisaged for planetary ISRU are presented in literature 
to extract materials with the limited capabilities of space systems: carbothermic reduction (see 
Gustafson et al, 2010), reduction by hydrogen (see Linne at al., 2012), Molten regolith electrolysis 
(see Sibille at al., 2012).

3.  Handling: Once the material is extracted, specific technologies are required to engage the mate-
rial and start its processing, going from drilling to excavation, from transporting to conveying and 
sorting of the resource.

4.  Storage: Finally, since it’s highly possible that the extracted materials will not be used immediately, 
they will have to be stored without altering their properties for a potential long time in the hostile 
conditions of space environment.

Summarising, we can say that several challenges shall be faced to make asteroids mining feasible, 
challenges for both science and technology: the difficulty and the high cost of reaching an asteroid push 
toward a very careful selection of the candidate targets, and this shall rely on a robust scientific knowledge 
of what is being targeted. Then the approaching phase is not trivial at all, nor is the prospecting or the 
mining stage: dealing with an unresponsive object in a very low gravity environment definitely brings 
high uncertainties in the mission design and challenge our state-of-the-art technology and knowledge 
(see Centuori et al. 2016). And the answer to these challenges is not just on technology or science plate, 
but it is necessarily on both of them.

Figure 2. Materials extractable from a 50m class C asteroid and the price to take them to a Low Earth 
Orbit
(Credit: J.L. Galache, 2016)
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As an attempt to provide responses to the asteroids miner’s needs and questions, the ASIME (“Asteroid 
Science Intersections with In-Space Mine Engineering”) conference has been organized in September 
2016. ASIME has been conceived as a “focused two-day workshop of roughly 30 scientists and engineers 
seeks to provide an environment for the detailed discussion of specific properties of asteroids with the 
engineering needs of space missions with in-space asteroid utilization”. The objectives of the workshop 
were to place scientific constraints about particular asteroid properties such as porosity, density, chemi-
cal elements, and volatile abundance as a function of asteroid type and further about specific asteroids. 
Moreover the conferences wanted to facilitate new collaborations and partnerships between the research 
and industry domains. The outcome of the conference has been summarised in the “ASIME 2016 White 
Paper: In-Space Utilisation of Asteroids: Answers to Questions from the Asteroid Miners“.

Within the scope of the current publication, ASIME 2016 is then selected as a paradigmatic case of 
interaction between science and technology investigations, especially interesting due to the high innova-
tion content intrinsically associated to the asteroids mining initiative. The framework of this conference 
is what we are going to take as the stage on which our game-theoretic reconstruction will be set.

THE GAME

The Players

Different players took part to ASIME conference with very different backgrounds, roles and objectives 
between them. Certainly with a certain degree of simplification, we can divide them into four different 
categories, which represent the typical high level players of a science-technology game:

• Science
• Industry
• Government
• Public opinion

Of course the boundaries between the different categories are sometime fuzzy and each category 
encloses a full world inside it; but moving into a more detail description of each of them we hope to 
provide a solid justification of this choice and to depict with more accuracy the game we dealing with.

Scientists

The scientists who participated in ASIME have very different backgrounds: participating in the confer-
ence meant the privilege to listen to talks given by the world top level planetary scientists, geologists 
and astronomers, like JL Galache, Simon Green, Marco Delbó, Naomi Murdoch, Patrick Michel or Andy 
Rivkin, just to mention the keynote speakers. Nevertheless we can say, as a general statement and as a 
first approach to the problem description, that several commonalities can be found in their objectives 
and strategies; because of that they can be grouped under the same category and then be described as a 
single player: the “Science” player that will be abbreviated in our graphical representation as (S).
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A more detailed analysis would be certainly worth it to grasp all the behavioural nuances associated 
with the different backgrounds and the various areas of research of each of the scientist taking part in 
ASIME. However this would complicate too much this first analysis and it is then left as a suggestion 
for the future works on the subject.

Industry

As usually happens to engineers with respect to researchers, industry representatives who participated in 
ASIME were much less diverse than their scientists colleagues. However a significant line can be drawn 
dividing them in two groups: space miners on one side, and traditional space industry on the other. The 
distinction comes from the fact that they share the same objectives, which is true, but with different 
preferences and employing then different strategies:

• What we decided to call here “traditional space industry”, and which will be abbreviated in the 
graphical representation as (I), is represented by very well-established companies in the space 
sector, companies that have a consolidated track of project in the sector and with short term mar-
gin objectives. Smaller industries (like, for example, Qinetiq, SSTL, DEIMOS Space) and large 
space integrators of satellites (i.e. Airbus, Thales, OHB) belong together to this category: they 
could look very diverse, but we will see that their behaviour in this context allows describing them 
as a single player. An important remark is that the companies within this group participating to 
ASIME were all European firms.

• On the contrary, the “space miners” are very new companies with powerful investors behind them 
and which aim to develop a fully new technology to exploit the economic benefit of mining aster-
oids. Their objectives and strategies will then be very different from the other industries: instead 
of struggling for contracts and customers, their principal goal is to build up credibility to their 
investors by establishing a solid knowledge basis of asteroids exploitation and by developing the 
technologies needed to achieve this ambitious goal in a reasonable timeframe. It is proposed then 
to treat them as an additional and independent player, abbreviated in the graphical representation 
as (M).

Government

The public sector also plays a critical role in this new research and technology field. It takes part to the 
game both through national representatives (i.e. the ministry of technology of Luxembourg) and through 
supranational actors such as space agencies (i.e. the European Space Agency) or the EU institutions 
(i.e. the European Commission). If we compare their behaviour we can say that they all share the same 
objectives and strategies, that is to finance basic research and industrial studies and development to foster 
a technological leadership in what is considered a strategical sector. Nevertheless they of course act at 
different geographical levels depending on their constitution.

In a first iteration of this analysis it is proposed to consider them as a single player, that rather than a 
real competitive player is a “game enabler” through its funding capability; it will be abbreviated in the 
graphical representation as (G).
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Public Opinion

If the long term effects of a programme involving public funding want to be properly caught, some at-
tention has to be dedicated also to the public opinion behaviour and to its effect on public institutions 
strategies: in fact, that has to be intended as the only counterbalance to government capabilities to fund 
R&D investments, but it is necessarily a response restricted to the long term effects and then very dif-
ficult to be modelled while attempting to describe a three days conference such as ASIME. As it shall be 
expected, the public opinion was in reality not represented at the conference, and the mentioned coun-
terbalance was therefore missing. The result has been the acceptance of several appealing but expensive 
proposals to promote asteroids mining, like, for example, the launch of a dedicated space telescope for 
asteroids observation in the thermal (see Delbo et al, 2016) and infra-red frequency or the wide (and well 
deserved) support to ESA Asteroids Impact Mission (see Michel et al., 2016), which just three months 
after the conference was unfortunately rejected by the ESA Ministerial Council.

Due to its absence in ASIME and its impact only in the long term scenario, it is then proposed to 
leave the public opinion player aside this game modelling, and to consider it just as an external observer 
driving governments’ long term strategies.

Players Summary

Four players are then selected to describe this game:

• Scientist (S)
• Traditional Space Industry (I)
• Asteroids Mining Industry (M)
• Governments (G)

The Player’s Goals

Each player has, of course, different objectives or goals and it is important to correctly identify and 
rank them to then understand the possible strategic options available to each of them. To maintain the 
game description reasonable, three ranked objectives will be identified for the already described actors.

Scientists’ Goals

As we have commented in the introduction, after the extended sociological critics to the scientific 
method elaborated during the seventies, the sociological constructivism has made it clear that scientists 
don’t only pursuit epistemic objectives, but they take their decisions also to increase peers’ recognition 
and economical funding of their work, amongst other ‘social’ or ‘non-epistemic’ goals. Nevertheless, 
as it is argued in Zamora Bonilla (2002, 2009), it is reasonable to assume that the norms regulating the 
behaviour of researchers are designed so as to make the pursuit of epistemic goals a primary (though not 
exclusive) motivation in science. To simplify, we shall consider the following three goals of scientists:

1.  Knowledge: It represents the aim to satisfy the scientist’s desire of increasing our knowledge of 
nature (epistemic goal)



232

To Mine or Not to Mine?
 

2.  Recognition: This is the aspiration to obtain recognition of his/her work by his/her peers and 
become then a reference in his/her field of study (social goal)

3.  Funding: The real life goal, that is the need to receive funding to support his/her research and then 
having the possibility of satisfying the first two objectives (economic goal)

Space Industry’s Goals

Traditional industries can have different missions and organisations, but if they don’t generate profits 
they are not sustainable. This is as simple as it is. Once this first goal is accomplished, then company 
mission comes into play, and we can say that an engineer working in the space sector will certainly ask 
to the genius of the lamp to see some device he has worked on flying in a real mission; this wish can 
be summarised, in a more general way, as the wish of implementing technology and it has interesting 
similarities, sociologically, to both scientists’ knowledge and recognition desire. Finally, a company has 
to look for the future, and will then be interested in strategically positioning itself on the market to keep 
its business and mission alive also in the future.

The three identified objectives for the traditional space industries are therefore described as:

1.  Profit: It cannot be forgotten that generate profit it is the main purpose of any private company 
(economic goal)

2.  Technology: Engineers live to produce devices, this is both how they satisfy their aspiration of 
generating knowledge that contributes to humanity’s wellbeing (epistemic goal) and how they 
obtain recognition by their peers (social goal)

3.  Positioning: A company can reduce the profit it obtains from a certain activity in view of a foreseen 
strategical advantage expected in the future via a market positioning (strategic goal)

Asteroid Miners’ Goals

The asteroids mining companies are private firms, so, in principle, they should be subject to the same 
goals described for the traditional space industries. Nevertheless their mission is somehow different, 
especially when considering the horizon time of the expected investments benefit: it is clear that, when 
planning the asteroids mining business, nobody expects real profits in the short term, so the benefit goal 
is somehow distorted as it is moved to the long term objectives, while, in the short term, it is replaced by 
the need of develop a new breakthrough technology or, at least, to obtain an advantageous positioning 
in the space mining market.

The three space miners’ objectives are the defined as:

1.  Technology: That is the key goal to give the company the most strategic asset and advantage with 
respect to the competitors (strategic goal)

2.  Positioning: In a very reduced market, it is fundamental to establish oneself in a dominant posi-
tioning and to maintain it (strategic goal)

3.  Benefit: In the long term, also space mining companies are needed to generate benefit to be shared 
with their investors (economic goal)
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Government’s Goals

In the context of this analysis, public institutions basically aim to promote the leadership of their ben-
eficiaries (territorially defined) in terms of knowledge and technologies. They also need to somehow 
respond to the public opinion instances, but, as already anticipated in the previous section, this aspect 
will not be considered in the context of the current study.

The government objectives are then defined as a twofold goal at the same level of interest:

• Knowledge: To position the beneficiary country (or countries in case of EU) in a leadership posi-
tion within the research community (strategic goal)

• Technology: To provide the beneficiary country (or countries in case of EU) with the means to 
achieve breakthrough technologies (strategic goal)

The Players’ Strategies

To pursuit its objectives, each player can put in place several moves that can be summarised here in a 
schematic way as:

1.  The possibility to partner with other players or to compete against them
2.  The option, not available to all players, to fund activities internally or to grant financing to other 

players. This is a key feature of techno-science investigation because their research areas are usu-
ally highly innovative and then not directly market profitable, needing then dedicated investments 
to cover this gap.

We will start the strategies description from the government and the space miners, since they are, 
thanks to their financing capabilities, the game enablers from the economic point of view.

Even with this simplified description, the game will already become complex enough to be difficult 
to handle, but the proposed separation among partnerships and financing strategies will open the door 
to valuable game solutions without oversimplifying its complexity.

Government Strategies

When we talk about advanced techno-science investigation, the government is the main game activator. 
Very innovative research and technology developments have very often to rely on public funding to take 
place, especially in their initial steps: the game would be immediately over if the funding was suspended 
when market profitability is still far to come.

The government strategies are then defined by the possibility to grant money or not to the players 
which can satisfy its goal by generating knowledge or technology. These strategies are:

1.  Finance Both Science and Industry to Obtain Both Knowledge and Technology: this is what 
every public institution in principle wants, because it would guarantee both its objectives. of course 
real life put limits on funding capabilities and this strategy is not always possible.

2.  Finance only science to obtain only knowledge. When the available budget is not sufficient to fund 
both of them, the government could decide to finance either only science or only industry. In this 
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first case the priority is given to basic research, maybe because the considered research domain is 
considered still immature to provide a working technology and it is preferred to first consolidate 
the scientific knowledge of the area.

3.  Finance only industry to obtain only technology. We are again in a scenario with limited budget 
availability, but this time the priority is given to industry: the technological maturity of a certain 
device is considered enough advanced to deserve public funding to complete its development 
process and to achieve higher technology readiness levels.

4.  Do not fund anybody (and, of course, obtain nothing). This is definitely a worst case scenario 
for the techno-scientific investigation: the considered area of research is not judged strategically 
interesting by public institutions and it is abandoned.

Asteroid Miners Strategies

The asteroids miners can play a double game: they could both play the financing game, by funding 
science and/or industry to obtain knowledge and technology, and they could partner or compete with 
other space miners. In general they will not be interested neither in partnering nor in competing with 
scientists and/or traditional space industries, because they have very different priorities, as presented in 
the previous section.

For what concerns the financial game, they can very much act as the government granting money 
or not to the players which can satisfy its goal by generating knowledge or technology. But, differently 
from governments, they can also decide to develop themselves certain areas of investigation, especially 
the technological ones. The miners’ financial strategies can therefore be described as follow:

1.  Finance both science and industry to obtain both knowledge and technology. As for governments, 
if sufficient budget is available, the space mining industry can subcontract development activities 
to both science and industry.

2.  Finance only science to obtain only knowledge. Differently from governments, this scenario is 
more likely to happen for space mining industry, because these firms could very much interested 
in developing themselves the technology needed for asteroids mining, since this would increase 
their independence from other industrial players.

3.  Finance only industry to obtain only technology. As a counterpart of option “b”, this is an unlikely 
scenario for space miners’ financing strategies, because it would mean to give up both advances in 
science knowledge and independence at industrial level. Nevertheless it is far to be an impossible 
option, because asteroids mining requires such complex technologies, needing such long develop-
ment times, that it could be worth it to rely on external and consolidated providers.

4.  Do not fund anybody (but, maybe, still obtain something). This is a much desired option for the 
asteroids miners, but only if governments have already covered the financing in the areas of inter-
est. If that is not the case, this scenario would leave space miners with open gaps in science and/
or technology.

On the other hand the space miners can also play the partnership/competence game, deciding if they 
want or not partners with other miners:
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1.  Compete with other miners to pursuit better market positioning. At the moment when this text is 
being written, only two players are present as space miners, and the most probable scenario is the 
one where they compete against each other.

2.  Partner with other miners to increase their funding capability. A strategical alliance between two 
competitors would certainly increase their financing capabilities and this could be critical for some 
very complex technologies. This option is more probable in an extended market than in the case 
of few players.

Space Industry Strategies

Traditional space industries can also play a twofold game, having both the possibility to decide if partner 
or compete with scientists and other industries, and the capability to invest money for internal research 
to then obtain a better market positioning.

From the financial point of view, nevertheless, industry has more reduced options than government 
or miners, because they don’t have any interest in funding other players. The industry financing strate-
gies are then:

1.  Internal funding to obtain a better market positioning. If certain technology is considered profitable 
in the long term, a company could decide to dedicate part of its benefit to develop such technology, 
with the hope of positioning itself as the market leader for that technology exploitation.

2.  No internal funding to pursuit higher profits. A private company investment is always done at the 
price of reducing the company’s profits, which is the primary goal for each private firm. Therefore 
it is not unlikely that industries decide not to invest money, even for promising technologies, if the 
economic conditions do not allow them to do that.

But industries also have to take another very important decision when facing public or private 
competitions for contracts: they have to structure a team to maximize both the chances to win and the 
future project profit. These two goals are usually contradictories because contract award probabilities 
are generally higher for industrial consortiums covering different areas of expertise, but the benefit is of 
course higher if the profits have to be split with less partners. Furthermore, industries have the possibil-
ity to partner both with other companies and with science teams: in the second case there is no market 
conflict, because industries and scientists usually cover different areas of expertise and pursue different 
goals, but when assessing the possibility to partner with industries, a private company has always to 
evaluate the partnership impact in the other industry market positioning, to avoid give it advantages for 
future competitions.

Considering then the possible combinations of the described options, the partnership strategies avail-
able to industries are:

1.  Compete with both scientists and industries. In this scenario a private company decides to partici-
pate alone to a competition: its chances to win could be lowered by this decision, but, in case of 
award, the profit will be 100% for the company

2.  Compete with scientists and partner with industries. In this case a 100% industrial consortium is 
built up, leaving aside scientific teams; it could be the case of competitions for a pure technological 
development where the theoretical basis of the activity is already very well consolidated.
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3.  Partner with scientists and compete with industries. This is a very probable scenario for techno-science 
projects: the industrial and scientific teams complete each other with a net split of responsibilities 
that is beneficial for both of them, without helping competitors positioning in the market. Usually 
in this scenario the industrial team take charge of the project management and of the biggest money 
share.

4.  Partner with both scientists and industries. If a very complex competition has to be responded, 
a bigger team could be needed to cover a wider set of expertise areas. This is not all an unlikely 
scenario, and it is very typical in European Commission H2020 programme.

Scientists Strategies

Differently from all the other players, scientists do not usually manage any internal funding to finance 
their activities, relying only on external grants. Their strategies are then reduced to the possibility to 
partner or compete with other scientists and/or industries. As for the industries a decision has to be taken 
assessing the increase in the award possibilities against the share of funding and, more important, against 
the obtained peers’ recognition. When a scientific article has to be written, the competition to be first 
author of the publication has an important part in the decision making process and in the partnerships 
selection.

The available strategies for scientist are then defined as:

1.  Compete with both scientists and industries. A scientific team decides in this case to not form any 
consortium and try to keep for itself both the entire project funding and the full research recognition.

2.  Compete with scientists and partner with industries. The scientific team talks to some industrial 
partner to establish a collaboration to participate in the competition. It has the additional advan-
tage to leave the project management (not at all interesting for them) to the industry and it has no 
internal competitors in the future results disclosure.

3.  Partner with scientists and compete with industries. If a certain competition requires diverse and 
pure scientific competences, two scientific teams can establish a partnership without involving any 
industrial partners.

4.  Partner with both scientists and industries. As already described for industries, this is the case 
of complex projects, such as EC H2020, that requires big teams of both scientific and industrial 
members.

Payoffs

For the partnership strategies of each player, the payoffs are evaluated to then build in the next step the 
game matrices. This exercise is limited to the partnerships aspects and it is then not extended to financ-
ing one because that is rather a game enabler than a strategic choice: it will then be directly treated in 
the next section with the “tree” technique instead that with the matrices one. As already anticipated in 
the previous sections, this choice will allow having a much more manageable game both for the authors 
and for the readers.
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Scientists’ Payoffs

According to the strategies and the objectives described in the previous sections, the payoff matrix for 
the scientists could be defined as shown in Figure 3.

1.  Compete with both scientists and industries means working in isolation and it then reduces the 
amount of knowledge that can be acquired, while increasing the peers’ recognition and the funding 
share.

2.  Compete with scientists and partner with industries increases the chances of developing new tech-
nologies and to validate the group theories, while the price of working with industry always means 
accepting a reduced share of funding.

3.  Partner with scientists and compete with industries is worst in terms of peers’ recognition, because 
it implies to share the glory, but it is certainly advantageous in terms of knowledge and it could 
also be good as funding share (scientist partners are not as greedy as industry ones)

4.  Partner with both scientists and industries is certainly good in terms of knowledge but it is definitely 
not in terms of peers’ recognition and the funding share.

The same options are ranked in the Figure 4.

Space Industry Payoffs

In the same way the space industry payoffs matrix would be as illustrated in Figure 5.

Figure 3. Scientists payoff matrix

Figure 4. Scientists payoff matrix ranked
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1.  Compete with both scientists and industries means, also for industry, working in isolation and it 
then reduces the possibilities to develop new technology and to obtain interesting market position-
ing, while increasing company’s profit.

2.  Compete with scientists and partner with industries increases the chances of developing new tech-
nologies but at the price of reducing the profit and sharing the new technology with competitors, 
which means renouncing to strategical positioning.

3.  Partner with scientists and compete with industries is definitely the most rewardable option for 
industry, since it could simultaneously satisfy all its objectives. The absence of direct industrial 
competitors guarantees both the market positioning and good profits (even if certainly somehow 
lower than in option “a”), while the support form a scientific team offers better chances of develop-
ing new technologies.

4.  Partner with both scientists and industries is certainly good in terms of technology and, depending 
on the team structure, it could also be satisfactory for positioning, but it is definitely not rewardable 
in terms of profit.

The same options are ranked in the Figure 6.
But the case where space industry decided to internally fund technology investigation shall also be 

analysed, because, in this case the payoff matrix would be different (see Figure 7).

1.  Compete with both scientists and industries means, again, working in isolation but now the technol-
ogy developments are guaranteed because of the internal funding and so it is, as a consequence, 
the market positioning. All goals are accomplished for this option

Figure 5. Space Industry payoff matrix

Figure 6. Space Industry payoff matrix ranked
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2.  COMPETE with scientists and partner with industries has the same payoff presented in the case 
of no internal funding.

3.  Partner with scientists and compete with industries in case of internal funding means pay twice 
the investment price, once in terms of financing the internal technology development and once by 
funding also the scientist work. This option loose then the profit goal.

4.  Partner with both scientists and industries has the same payoff presented in the case of no internal 
funding.

The strategies ranking then changes if industry needs to use its internal funding (see Figure 8).

Asteroid Miners Payoffs

The asteroids miners’ partnership strategies are very simple and lead to a rather trivial payoff matrix, 
which is here presented only for the sake of completeness (see Figure 9).

Figure 8. Space Industry payoff matrix with internal funding ranked

Figure 9. Space Miners’ payoff matrix

Figure 7. Space Industry payoff matrix with internal funding
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1.  Compete with other miners could be bad in the short term technology developments, but it is cer-
tainly the only reasonable long term strategy in a market with very few players.

2.  Partner With Other Miners is the Other Way Around: It provides good short terms results at 
the price of scarifying the long term goals. This strategy shall be reconsidered in the future in case 
a considerable number of new players came into this market.

Government Payoffs

Government does not have any partnership strategy and then any payoffs matrix.

RESULTS

The results presentation will be done in two steps:

1.  Firstly it will be presented the result of the financing analysis, presenting the game options through 
the “tree” technique.

2.  Secondly the partnership game matrices will be illustrated

Games in tree-form are solved by the algorithm known as ‘backwards induction’: at each final –
right-most– node, those choices that give a lower level of satisfaction or ‘utility’ to the relevant player 
are deleted, and then we proceed to the next player’s choice by considering the utility she gets when 
the player in the deleted option has made her choice. Games in matrix-form are solved by looking the 
‘Nash equilibria’: in each column, we look for the choice that the player in the rows would make if that 
column were chosen by the other player, and we select that (or those) row(s); we repeat the analysis by 
starting with the rows and looking for the column player’s choices. Nash equilibria (there can be more 
than one) are those boxes that are selected in this way by both players.

Financing Analysis

This is a preliminary and necessary step in the techno-science investigation because the studied tech-
nologies are generally too immature to be directly sold in the market in a short timeframe. Therefore 
they need financial support either from public or private institutions; otherwise they would just not be 
sustainable. This is what in ASIME conference has been identified as the “Science Knowledge Gap” 
(SKG) focusing then the attention more on the scientific contribution than on the technological one.

In the specific instance of the space mining the principal investors will be the governments or the 
space miners themselves which can fund industry and/or scientists; as already discussed, also the private 
space industry can decide to put some money into the game by the mean of internal funding of technol-
ogy research. The full tree of possible options is then depicted in Figure 10.

Nevertheless it is very likely that the space miners’ funding will finance only the uncovered areas 
by the governments, and that the private space industries will authorise internal funding only if they 
do not receive other money. The tree would then be simplified in the following structure of 9 branches 
(see Figure 11).
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In this figure a number is assigned to each branch and with green/red colours it is indicated whether 
industries and science receive funding or not: the main difference between these two players is that 
industries can always have funding because they have the possibility to access to internal financing (in 
the figure light green instead of dark green), while scientists are exposed to the risk of not having money 

Figure 10. Financing game: complete tree

Figure 11. Financing game: reduced tree

 *For a more accurate representation see the electronic version.
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to perform their research (red). In this case the techno-science game is considered to be over, because 
both industry and science are needed.

But let’s go through the different branches one by one:

1.  All funding from government: very likely scenario as in ESA or EC projects (i.e. H2020)
2.  Scientists receive funding from government and miners sponsor industries: very unlikely scenario 

since miners would probably try to develop technologies themselves
3.  Scientists receive funding from government and industries accede to internal funding to stay in the 

space mining market: possible scenario
4.  Governments fund only industries (i.e. ESA programmes) and miners fund scientists to cover the 

“Science Knowledge Gap” (SKG): very likely scenario and one of the possible ASIME outcome.
5.  Science has no funding: techno-science game is over.
6.  Miners act like governments and fund both science and industry: very unlikely scenario.
7.  Miners pay scientists for knowledge, and industries accede to internal funding to stay in the space 

mining market: possible scenario
8.  Science has no funding: techno-science game is over.
9.  Science has no funding: techno-science game is over.

The same information is graphically presented in Figure 12.
If we then prune the more unlikely and the game over branches, four scenarios remain active:

1.  Funding Scenario 1 (Highly Possible): Governments fund both science and industry
2.  Funding Scenario 2 (Highly Possible): Governments fund industry and miners fund scientists

Figure 12. Financing game: reduced tree with results

 *For a more accurate representation see the electronic version.
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3.  Funding Scenario 3 (Possible): Governments fund science and industry uses internal resources 
to stay in the mining market

4.  Funding Scenario 4 (Possible): Miners fund science and industry uses internal resources to stay 
in the mining market

Partnerships Analysis

As expected, the most complex and interesting partnership analysis is the one describing the interac-
tion between science and industry. This game matrix is in reality double, as we have seen in the section 
dedicated to 2.4.2. Space Industry payoffs, since different payoffs appear whether the space industry 
is making use of internal funding or not (see matrices from Figure 5 to Figure 8). Following then the 
results obtained in the previous section on the financing analysis, we can configure a twofold game:

1.  The funding scenario 1 or 2 game, that is the most probable one
2.  The funding scenario 3 or 4, that is possible but not very likely.

In the first case the science-industry game matrix is shown in Figure 13.
The game theoretical analysis of this matrix shows that there are two possible Nash equilibria: the 

combination of strategies in column 1 and row 3, on the one hand, and the combination of strategies in 
column 3 and row 2 (e.g., if “Space Industry” chooses the first column, then the third row is the best 
strategy for “Scientists”, and viceversa). However, as it is straightforward to see, the second of these 
equilibria (column 3, row 2) is better for both players than the first one (technically, it is “Pareto opti-
mal”). Hence, to the extent that the players can agree beforehand a solution, they will tend to choose 
the second equlibria. However, the difference in value between both equilibria are not very high for the 
player “Scientists”, so there would be a chance of seeing that “column 1/row 3” were chosen, if, for 
example, scientists had adopted in the past a strategy that commits them to mutual partnership, and then 
“Industry” should have to adapt to that situation. Nevertheless, since in practice there is ample room for 
negotiation between the players, it is much more likely that they end implementing the optimal outcome: 
the partnership between scientists and industry, each of them contending with their direct competitors.

Figure 13. Science-industry game matrix without industry internal funding
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The situation becomes much more complex if industries have to rely on their own financing: the new 
game matrix would be shown in Figure 14.

In this case we have three possible Nash equilibria: “column 1, row 3”, “column 3, row 2”, and 
“column 4, row 2” (the two last ones are equilibria, in part because, if Scientists choose row 2, then the 
Industry is indifferent between playing column 3 or 4. Now also the situation is more complicated be-
cause no one of the three equilibria is a Pareto optimum: the Space Industry would prefer the first one, 
though scientists would prefer some of the two last ones. This means that the solution of the game, and 
hence the final outcome of the negotiations, is more undetermined than in the case depicted in fig. 13. 
However, since the difference in valuation for Scientists between the three equilibria is not too big, the 
most likely outcome is that the players agree to adopt the first equilibrium (column 1, row 3”).

CONCLUSION

Taking advantage of the proposed analysis, some conclusion can be extracted contrasting the obtained 
results against ASIME outcome. From the conference wrapping up (described in Amara Graps et al., 
2016), two different sets of conclusions can be extracted, one more related with the technical aspects of 
the workshop and the other one associated with the economical aspect of space mining investigation.

The technical needs identified by the conference participants are mainly focused in addressing the 
so-called “Science Knowledge Gap” or “SKG”: as it shall be expected, the first steps of a new research 
field aim to clarify all the unknown aspects of the subject and to cover the correspondent knowledge 
gap. This is clearly illustrated by two needs identified during the conference: the demand for a dedicated 
telescope to map asteroids as potential mining targets and the need of new physical measures to charac-
terise them in view of their mining exploitation (i.e. through thermal inertial instead than through light 
curves). Both of them are science needs but they both entail very complex technological challenges, 
like the design of new instruments or even the planning of dedicated space missions: therefore, even if 
the emphasis is put on the science knowledge, the technological component is here a predominant fac-
tor for the future activities definition and a “T” should be added to the SKG acronym to consider it (i.e. 
“Science Knowledge and Technology Gap”, SKTG). In the light of the techno-science epistemology 

Figure 14. Science-industry game matrix with industry internal funding
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previously portrayed, it is thus critical to properly describe the interaction between science and industry 
as an essential component of the space mining sector characterisation; the analysis illustrated in this text 
through the game theory approach could then be considered as a meaningful contribution to understand 
this new vibrant area of investigation.

The second critical aspect is the economical one and two questions shall be answered on this: who 
paid for ASIME organisation? And what is the economic strategy envisaged by the conference partici-
pants? Both questions lead us to the financing analysis presented in the previous sections. The confer-
ence sponsors have been both public institutions (Government of Luxembourg and ESA) and the space 
mining industries (Space Resources and Deep Space Industries): this is fully expected in the light of 
techno-science epistemology, where the optimal strategy has already been identified as the collaboration 
of science and industry, having either governments or miners’ (or both) investing to cover the SK(T)G. 
Moreover the envisaged economic strategy largely rely on the promotion of activities funded by public 
institutions programmes (mainly ESA and EC), which are identified as the necessary techno-science 
enablers until the market profitability gets closer in time; but here the conference participants reckoned 
without their hosts, as we have already pointed out in § “2.1.4. Public opinion.” Another important result 
is the consequence of deficient governments and miners’ funding: in this case we have seen how industry 
would have to use its internal resources and that this would lead to a different game. The risk of this 
game is to kill the science-industry collaboration, something that could be a feasible (and sub-optimal) 
solution of the game, but that, epistemologically, would prevent the techno-science development result-
ing in a dead-end for the space mining.

To summarise, a complex model has been defined to describe the multifaceted science-industry 
interaction typical of techno-science; this model has been successfully applied to the fascinating and 
concrete case of ASIME conference to demonstrate the range of its validity. Moreover, the proposed 
analysis allows concluding that ASIME shall be considered as a first step in the asteroids mining re-
search and industry construction, a step that privileged the science gap over the technological one. A 
more important role of technology shall be expected in the future, leading to more complex interactions 
between science, industry, miners’ and governments.
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the field. In this critical notice, I argue that economic theorising about scientific research is

providing a peaceful meeting point for many of the combatants in the ‘science wars,’ one from

which both epistemic and political questions about science can be more rationally set forth.

Philip Mirowski and Esther-Mirjam Sent (eds.), Science Bought and
Sold: Essays in the Economics of Science. Chicago: The University of
Chicago Press (2002), ix + 573 pp., $80.00 (cloth), $33.00 (paper).

That some social aspects of scientific research are extremely relevant
for an adequate understanding of epistemological topics is a thesis that will
hardly surprise philosophers of science; even a majority of them will agree
on it, at least under some common interpretations. Until very recently,
however, the economic facts and ideas about the working of science have
been largely ignored within the philosophical realm, as simply something
paradigmatic of what had to be taken as an external (i.e., non-epistemic)
factor to the process of scientific research. From the point of view of
epistemologists and methodologists, and probably for many other people
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engaged or interested in science, the influence of money and other
economic resources amounted simply to the principle that, the more
resources are devoted to a line of research, the more likely it is that right
results are discovered sooner (at least if there is some little bit of truth to it),
though, on the other hand, when too much money is put in the hands of a
scientist, the more likely it is that he or she becomes distracted from pure
scientific motivations. Underlying this point of view was the idea that the
‘economic’ aspects of science were only those related to the material, and
more particularly, the financial means devoted to it. Nevertheless, during
the last ten or fifteen years a growing cluster of people have become
interested not only in analysing the flow of economic resources within the
domain of science, but in applying, in a more or less systematic fashion,
economic thinking to the study of a wide range of aspects of the process of
production, circulation and exploitation of scientific knowledge.

The book edited by Philip Mirowski and Esther-Mirjam Sent, which
collects nineteen papers plus a long and enlightening introduction, is
probably the best place to get a genuine idea of how wide and how
powerful the applicability of economic methods to the study of science can
be. The book is also honest enough in not trying to artificially construct,
through the pieces collected in it, something like a ‘canonical theory’ of
the economics of scientific knowledge, a theory which is far from existing.
Rather, the book rightly presents the field as a dynamic landscape resulting
from the intersection and overlapping of several heterogeneous (and, at
more than one place, mutually contradictory) traditions of thought, like
neoclassical economics, postmodern history of science, actor-network
theory, the economics of information, naturalistic epistemology, eco-
nomic methodology, or social studies of science. In a sense, the papers
collected here serve to exhibit the new economics of science as a frame
where a productive dialog between all these traditions is emerging, quite
differently than it was, for example, in the case of the ‘science wars.’ If just
because of this, philosophers of science should be interested in ap-
proaching this evolving field, though, as I shall soon explain, there are
other reasons as well that make the economics of science extremely rele-
vant for an appropriate understanding of scientific knowledge, reasons
that are well exemplified in the papers collected in Science Bought and
Sold.

These papers can be classified chronologically into three different
categories. First, we have the ‘classics,’ some articles which are very
often quoted but which were more or less difficult for may readers to
access; these are Charles Sanders Peirce’s ‘‘Note on the Theory of the
Economy of Research’’ (1879; chapter 5), Richard Nelson’s ‘‘The Simple
Economics of Basic Scientific Research’’ (1959; chap. 3), Kenneth Arrow’s
‘‘Economic Welfare and the Allocation of Resources for Invention’’ (1962;
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chap. 4), and Michael Polanyi ‘‘The Republic of Science’’ (1969; chap. 17).
Second, the editors have included four papers from the beginning of the
nineties, which are milestones in the recent development of the economic
study of science: Philip Kitcher’s ‘‘The Organisation of Cognitive
Labour’’(excerpted from the last chapter of his 1993 book The
Advancement of Science; chap. 8), where game theoretic modelling was
first applied to a reconstruction of the ‘entrepreneurial’ behaviour of
scientists during research processes; Wade Hands’ ‘‘The Sociology of
Scientific Knowledge: Some Thoughts on the Possibilities’’ (1994; chap.
19), where the idea of an ‘economics of scientific knowledge’ (parallel to
the ‘sociology of scientific knowledge’) was firstly proposed; Partha
Dasgupta and Paul David’s seminal article ‘‘Toward a New Economics of
Science’’ (1994; chap. 7), which introduced the use of the economics of
information in the discussions about science policy; and James Wible’s
paper discussing Peirce’s economy of research (1994; chap. 6).

Lastly, there is a set of papers either published after 1995 or previously
unpublished, and most of them proceeding from the conference the editors
organised in 1997 at the University of Notre Dame, on ‘‘The Need for a
New Economics of Science.’’ The topics covered in this last set of papers
are multifarious, but they basically respond to two main worries: the new
economic conditions of science in the globalization era, and the conception
of scientific research as a process carried out by ‘rational’ agents. Some of
these papers deal more directly with the first topic: Sheila Slaughter and
Gary Rhoades’ ‘‘The Emergence of a Competitiveness R&D Policy Coali-
tion and the Commercialization of Academic Science and Technology’’
(chap. 1), Shaun Hargreaves-Heap’s ‘‘Making British Universities Ac-
countable: In the Public Interest?’’ (chap. 13), Paula Stephan and Sharon
Levin’s ‘‘The Importance of Implicit Contracts in Collaborative Research’’
(chap. 14), David Noble’s ‘‘Digital Diploma Mills: The Automation of
Higher Education’’ (chap. 15), and Steve Fuller’s ‘‘The Road Not Taken:
Revisiting the Original New Deal’’ (from his book The Governance of
Science chap. 16). On the other hand, the conception of researchers as eco-
nomic agents is discussed in John Ziman’s ‘‘The Microeconomics of
Academic Science’’ (chap. 10), William Brock and Steven Durlauf’s ‘‘A
Formal Model of Theory Choice in Science’’ (chap. 11), and Stephen
Turner’s ‘‘Scientists as Agents’’ (chap. 12). The three remaining papers
clearly show the intimate connection between both problems; they are Paul
Forman’s ‘‘Recent Science: Late-Modern and Postmodern’’ (chap. 2),
Michel Callon’s ‘‘From Science as an Economic Activity to Socio-
economics of Scientific Research’’ (chap. 9), and Mario Biagioli’s ‘‘The
Instability of Authorship’’ (chap. 18).

As it is clear from the classification just offered, the ‘new economics of
science’ is a field created by the crossing of essentially two different but
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related families of concerns. In the first place, there is a generally uncom-
fortable feeling within academia about the trend toward the privatisation of
scientific research and teaching, and toward the commoditization of
scientific knowledge. Not all members of the academy (nor obviously
other members of society) are so unhappy about this situation, however,
for the trend exists because there is a combination of economic and
political interests (e.g., researchers who become billionaires thanks to the
patenting of their discoveries, politicians who can save substantial parts of
the public budgets thanks to the enhanced self-funding capability of the
universities) pushing the research system in that direction. But the works
selected by Mirowski and Sent focus almost exclusively on the (truly
worrying) negative aspects of this tendency, and perhaps the inclusion of
some paper more favourable to the privatisation of science would have
given the book a more neutral stance about this problem. After all, one
may argue that much complaining about the ‘lost good old days’ when
scientists were more generously funded, had more liberty for choosing
their research projects, and were less controlled in their teaching activities
(if those days have existed at all), just expresses the scientists’ desire for
economic and social privileges. What really deserves to be discussed is
whether the new ‘science regime,’ in which knowledge production tends to
be financed by private firms through the selling of final goods and services,
is in general better or worse for the average consumer-taxpayer-citizen
than the past regime, under which basic science was fundamentally
financed as a public good by means of tax revenues. I have to confess
that no clear and convincing answer to this question emerges from the
reading of Science Bought and Sold (nor, by the way, from other works in
the new economics of science!), though the papers by Forman, Callon,
Hargreaves-Heap, Nobel and Fuller, all provide some interesting data and
suggestions (for a radical defence of the privatisation of basic research,
though probably not very well grounded from an economic point of view,
see Kealy 1996).

In the second place, the tendency towards the ‘naturalisation’ of epis-
temology has led, among other things, to the search for ‘scientific’ methods
to scrutinise the behaviour of scientists. An obvious choice is the powerful
toolbox of economics (particularly, microeconomic theory), which can
either be seen as a kind of analysis competing with more traditional
sociological approaches, or as a perspective which is complementary of
them. In favour of their complementarity we can say, first, that modern
microeconomic analysis does not reduce to the assumption of utility
maximisation by omniscient individuals, but has developed a much richer
and more realistic set of conceptual and mathematical approaches. (Some of
them are well exemplified in the papers by Kitcher, Dasgupta and David;
and Brock and Durlauf; the papers by Callon, Turner, and Stephan and
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Levin also refer to some of those formal approaches, though without putting
them explicitly to use.) And second, several social conceptions of science (in
particular, those in so-called ‘laboratory studies’ and ‘actor-network theory’)
have very often employed the notion of scientists as more or less rational
agents engaging in a social network of interdependencies, something which
is absolutely apt for being studied with the help of those mathematical
techniques (in this sense, it is certainly a pity that the seminal paper by
Bourdieu (1975), relating the circulation of scientific credit to the capitalist
system, has not been included in the book). In general, microeconomic
reconstructions of research processes can lead to an analysis of the social-
constructedness of science which is conceptually more transparent, more
suitable for rational criticism, and more useful for drawing practical
remedies for the detected problems, than the extravagant language
employed by some postmodern deconstructionists in their analyses of
science.

In spite of this, being myself a practitioner of ‘microeconomic episte-
mology,’ my own impression is that the efforts made by people like
Kitcher, Brock, and Durlauf, have not received until now the attention they
deserve among philosophers and sociologists of science, and I hope that
the inclusion of their works in a book like Science Bought and Sold may
help to remedy this situation. The main reasons why these efforts have not
stimulated the production of more research of this kind may be the
following three, which are applicable as well to other cases where ‘non-
economic’ phenomena have been approached with the help of economic
conceptual tools. First, microeconomic models are usually so difficult to
understand for people without appropriate training in the relevant math-
ematics, that a majority of philosophers or sociologists prefer simply to
ignore this kind of works, and may feel that this expansionism of
economics is an unacceptable intrusion in ‘their’ fields. Second, many
authors complain that the instruments of microeconomic analysis are not
well tuned enough to capture the complexity of many social situations, nor
the expressive (not merely instrumental) nature of much social behaviour.
Third, outside of the economic realm, where we are lucky enough of
having the ‘measuring rod of money,’ other aspects of social behaviour do
not apparently have a system of quantities to which we could apply the
standard mathematics of economic analysis, and so, everything quan-
titative we could assert about those social phenomena would be extremely
ambiguous and uncertain. Nevertheless, there are responses to all these
arguments: first, a mutual effort should be made by philosophers and
sociologists, on the one hand, to improve their understanding of
mathematical tools, and by economists, on the other hand, to make the
tools more accessible to the non-expert; second, the economic modelling
of social phenomena does not attempt to offer an exhaustive explanation,
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but only a new useful perspective from which to understand those phenom-
ena, a perspective which, as I just said, is better seen as complementary of
others; and third, it is simply not true that economic models, particularly
game-theoretic ones, presuppose that the phenomena to be explained need
be essentially quantitative. Surely, not all these conditions, and particularly
the first one, are met in every paper collected in Science Bought and Sold,
for it is true that economists, like many other scholars, seem to experience
some kind of delight in writing in a way which is profoundly unintelligible
for ‘outsiders,’ but we can hope that many works written after the publi-
cation of this book will be influenced by its spirit of transdisciplinary
dialog.

Be all that as it may, some might still express doubts about the stability
of a research field which is created by the more or less accidental encounter
of researchers with so different interests: people preoccupied in one sense
or another about the future of publicly funded research, people engaged in
an arms race on both sides of the science wars, and people interested in
fostering a demand for the economic modelling techniques they are
supplying. Certainly, the evolution of a field like this can hardly be
predicted; it can either be the case that in twenty years time all this will
be seen as just another ephemeral intellectual fashion that entertained the
minds of a fistful of people during a little time, or, instead, that the eco-
nomics of scientific knowledge becomes established as a powerful
discipline, as well as a strong bridge connecting the intellectual interests
of other disciplines now much separated, as rationalistic epistemology,
economic theory, and social studies of science. If only for having the
chance of witnessing ‘from the inside’ a so marvellous case study in the
sociology of academic disciplines, I think both philosophers and soci-
ologists of science should have an interest in taking part in the intellectual
dialog which is taking place within this under-construction field. Science
Bought and Sold can be seen both as a determined attempt to push the
evolution of the economics of scientific knowledge towards the second
possibility mentioned above, and also (given the well known philosophical
positions of their editors) as a reflexive exercise in ‘case-studying’ the very
same discipline they are helping to constitute.

A testimony of this is the skepticism about the objectivity of economic
theorising that one finds at many places of the ‘‘Introduction,’’ as, for
example, when the editors assert that ‘‘the papers on science as a produc-
tion process are Cold War artifacts through and through’’ (43), or that ‘‘this
‘implicit contracts’ version of an economics of science has all the draw-
backs of inertia often attributed to old generals’’ (53). In general, Mirowski
and Sent try to persuade the reader that the conceptions developed for the
economic study of science in a certain period of history are ultimately
(though not only) a result of the way science is economically and polit-
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ically organised in that period, and to a great extent an ideological justi-
fication of this organisation. If this were true, we would not have any hope
of developing a convincing economic explanation of the institutional evo-
lution of science (i. e., of the evolution of its norms), or at least of having
some epistemic progress in our understanding of this problem, which is an
essential goal of many chapters in the book. As a way of closing this
review, I do not resist the temptation of using here one piece of my own
work as a counterexample to at least one of the arguments the editors
employ in their attempt to relativize the (certainly modest) objectivity
claims of some contributions to the economics of science. In their
comments on the Brock-Durlauf model (on consensus formation within
a scientific community), the editors assert:

‘‘(it) is a slightly modified version of a model found in statistical me-
chanics, that of Ising spins and phase transitions using mean field tech-
niques . . . As in so many other cases in the history of neoclassical
economics, the issue will not be so much to challenge the exact isomor-
phism between the physical model and the social phenomenon . . . , but
rather to ask, Why is this metaphor deemed compelling or net? . . . Isn’t
the role of the economist rather an attenuated one of merely cheering on
the project of metaphorical transfer but ultimately desisting from
proposing anything that is really more intrinsically ‘economic’ in
scope? . . . It would seem that in the case of Brock and Durlauf, that is
essentially what has happened.’’ (56–57)

The fact is that too much is derived by Mirowski and Sent from their
premise about the origin of the mathematical techniques employed by
Brock and Durlauf. This can be asserted because there is another economic
model (Zamora Bonilla 1999) which reaches essentially the same con-
clusions as theirs, but which uses a completely different formal approach,
one which, I can assure, owes nothing to physical modelling techniques, of
which I am thoroughly ignorant! Obviously, this does not certify that these
economic models are ‘right,’ nor makes the study of the origin of their
intellectual roots irrelevant or uninteresting, but the story suggests that the
more important criticisms of an economic model should always be those
referring to what it explicitly asserts.
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18 Economists: truth-seekers
or rent-seekers?

Jesús P. Zamora Bonilla

1 The conservative revolution meets reflexivity

Although a vast majority of economic theories assume that human agents are
rational utility maximizers, some economic schools are more willing than others
to carry this vision to its ultimate consequences. In particular, two of the leading
schools of the so-called ‘conservative revolution’ of the 1970s are famous for
having made an extensive use of the hypothesis of the homo oeconomicus.
These approaches were the Public Choice school and the Rational Expectations
school. Both theories launched demolishing attacks to a couple of basic ideas
underlying interventionist economic policies: the idea that economists could
discover the working of the economic system, and the idea that this knowledge
could and should be used by politicians to “handle” or “fine tune” the system
so as to maximize social welfare. Stated differently:
(1) Both the economists and the politicians were assumed to behave in an

altruistic fashion, not influenced by personal interests
(2) The fundamental equations describing the functioning of the economic

system would neither be affected by its discovery, nor by the government’s
intervention.

The Public Choice school directed its attacks mainly to the first of these
assumptions, particularly against the standard view of the politicians’ motiva-
tions. This school’s fundamental thesis is that we cannot assume that economic
agents are basically motivated by the maximization of their own income, and,
at the same time, that public servants are simply benevolent incarnations of the
general interest. The state should rather be seen, according to Buchanan and his
followers, as a revenue-maximizing “Leviathan,” integrated by politicians and
bureaucrats who will use their discretionary powers only in their own interest,
at least to the extent that the limits established in the constitution, or other con-
straining mechanisms, do not put stricter limits to that discretion. The power to
tax, as well as the power to spend the revenue of these taxes, and the power not
to tax some privileged activities, could also be used by other rent-seeking agents
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to distort the otherwise efficient working of the markets, in order to benefit from
artificial monopoly rents. The powers of the politicians and bureaucrats should
be, hence, severely limited at the constitutional level, as a means of protecting
the freedom and the welfare of the citizens.1

But, if we were to generalize seriously the homo oeconomicus hypothesis,
so as to include under its scope all economic agents, it should obviously be
applied to economists as well. If we can not trust politicians and bureaucrats
when they talk on behalf of “the public interest,” can really we trust economists
when they talk on behalf of “the truth”? My argument simply replicates the
story that ancient Greeks knew as “the liar’s paradox,” or “the paradox of the
Cretan,” attributed to the philosopher Epimenides: “I’m a Cretan, and Cretans
always lie.” Public Choice theorists seem to be saying to us something like “I’m a
disinterested truth-seeker homo oeconomicus, and homini oeconomici are never
trustworthy when they pretend to serve some interests which are not those of
themselves.” The obvious moral is that, if individual greed is dangerous when
it is not subjected to the discipline of the market or of the constitution, then
economists’ behavior should be constrained either by a market-like mechanism
or by a constitution-like mechanism, if it is going to produce reliable knowledge
at all.

Economists tend to assume that scientific disciplines, including economics,
actually function like a “free market,” in which competition entails that bad
(i.e. false) ideas and theories are replaced more or less automatically by good
(i.e. true) ones.2 The lack of a broad consensus about very elementary topics
in economics – and, more particularly, about the consequences of each kind of
economic policy – shows that the working of such an “invisible hand” is not
very quick and efficient, at least within economic science. But, even if a deeper
and broader consensus around a theory were observed, consensus would not
be by itself a proof of the theory’s correctness (after all, a general agreement
might also be due to a “monopoly” in the “market for ideas,” i.e. to a lack of real
competition). This means that it is not enough to assume that free competition
of ideas would automatically lead to the truth; what we would like to have is a
proof that this is the case, or at least we should have a plausible model showing
that this can reasonably be the case.

The Rational Expectations school, in its turn, insisted more than other macro-
economic theories in the rationality of economic agents: according to this
school, people make unbiased forecasts of the consequences of economic
policies. The Rational Expectations hypothesis does not entail, as some of its
critics have believed, that agents have a “correct” model of the economy within
their heads, only that they can learn to eliminate systematic errors in the ways
they form expectations.3 The “correction mechanism” is supposed to be of an
evolutionary kind, although, as far as I know, it has not been developed as much
as, for example, the Darwinian mechanism proposed by Alchian and Friedman
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to defend the hypothesis that those firms which do not learn to maximize profits
will not “survive.”4 The possibility of devising a specific evolutionary mecha-
nism leading to unbiased expectations is, in any case, doubtful. In general,
“natural selection” does not guarantee that the equilibrium which is actually
reached is an efficient one. In the case of expectations formation, if among
the information-processing systems which have been actually developed there
were one leading to “better” predictions than the rest, independently of which
system the rest of agents had, then this system would be “selected,” but this
argument does not entail that the selected system is necessarily a “rational” one,
in the sense of being the best one among all the conceivable systems. Even if a
mechanism producing “perfect” predictions were discovered by some agents,
it could be possible that an “imperfect” mechanism were not superseded by the
first one if the second happened to be an evolutionarily stable strategy.5 After
all, how could Rational Expectation macroeconomics explain, for example, the
fact that the (“inefficient”) Keynesian orthodoxy existed at all for two or three
decades?

In fact, rather than explaining the formation of expectations by an evolution-
ary mechanism working on the cognitive systems of individual economic agents,
it is reasonable to assume that, in a complex economy, the ability to forecast
macroeconomic variables would be possessed by some group of experts, who
would sell their services both to private agents and to public institutions. Instead
of searching for an equilibrium in the evolution of cognitive systems, more
coherent with (new classical) economic theory would be the idea that actual
macroeconomic theories, models, and predictions are the outcome resulting
from an equilibrium in the “market” for macroeconomic expertise. More rea-
listic macroeconomic models might contain, hence, an explicit description of
that “market,” in the same sense that they can include a description of the money
market or the labor market. Stated a bit differently: economic knowledge should
be seen, in part, as an endogenous variable of economic models.6

In the following sections I will briefly describe and discuss some ideas that
could be used in the construction of an economic model of the production
of scientific knowledge. Section 2 presents an application of constitutional
economics to the study of scientific norms, an approach which is illustrated in
section 3 by means of two examples. In section 4 I will comment on the relevance
of collective decisions in the mechanism producing a consensus about scientific
statements. Lastly, section 5 discusses to what extent the mechanisms formerly
described are applicable to economics as a scientific discipline.

2 Scientific method: a constitutional approach

An economic model of the production of scientific knowledge must begin by
making some assumptions about the utility function of scientists. I will assume
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that they mainly derive utility from getting their own theories or models accepted
by their colleagues, and, in some disciplines, by the general public. Obviously,
they also enjoy the production and possession of “knowledge,” for if they simply
desired popularity and wealth, they would surely do better by devoting their
efforts to sports, music, or other forms of entertainment. We can also suppose
that scientists prefer having more income and wealth to less, and, at least in the
case of economists, that they also get satisfaction from the political power of
putting their own theories into practice.7

The last two elements in the scientists’ preferences (income and political
power) can nevertheless be seen as dependent on the first two (“recognition”
among colleagues and among the public): the more popular your theories are,
the more probable it is that you get political power and a high rent. The basic
problem for a scientist is, hence, how to reach the first two goals, and this
is perhaps a Herculean work: if convincing lay people that your theories are
right may be a more or less difficult task, convincing your own colleagues
would be impossible if they simply wanted (as you also want) to maximize
the popularity of their own theories: accepting other colleagues’ theory would
be like scoring a goal against their own goalkeeper! We do not need to assume
that all scientists (nor even most of them) are absolutely reluctant to enhance
their rivals’ popularity; but I am trying to show that even if scientists were so
cynically motivated, they could nevertheless reach an agreement on the norms
of scientific method.

If each researcher within a scientific community intends basically to maxi-
mize the popularity of her own theories (both among her colleagues and among
the general public), it follows that scientists only derive utility in a direct way
from decisions taken by others. That is, each scientist does not receive her
reward directly from her adoption of certain theories or statements, but from
the theory choices made by other people. The only way of actively increasing
her degree of recognition will be, hence, by exerting some influence on these
choices. If we limit the choices under consideration to those made by scientists
(not by the general public), this entails that science must be seen as a kind of
exchange: in order to receive recognition, one has to offer something which
fosters the recognition of others. A common line of thought among sociologists
and economists of science is that scientists offer this recognition in exchange
for the information provided by colleagues (especially by the person who has
been the first in disclosing that piece of information),8 but this common idea has
some problems. It particularly takes for granted that scientists value (correct)
“information,” either per se, or because it serves them in their own pursuit of
recognition. In the first case (right information is desired on its own), it would
be unclear why researchers should worry about the “true cognitive value” of
a piece of information if, as radical sociologists of science have pointed out,
scientists’ fundamental concern is recognition instead of “knowledge,” and,
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more importantly, if the very idea of “cognitive value” is nothing but a meta-
physical chimera.9 In the second case (right information is valued because of
its usefulness), accepting a piece of (right) information would be useful for
a researcher in her pursuit of recognition only if (1) the other scientists also
accepted that information, (2) it tended to “confirm” the propositions defended
by the first scientist, and (3) her colleagues were willing to explicitly recognize
point (2); what needs to be proved is, then, why scientists accept many times
information that “disconfirms” their own theories, and why they devote effort to
publicly recognize the “authorship” of the information they are using, instead
of simply using it without indicating its source.

In order to answer these questions, I propose to consider that what scientists
exchange is not “recognition for information,” but the mutual acceptance of
constraints: they offer the compromise of subjecting their own theory choices to
some rules, in exchange for their colleagues’ observance of the same constraints.
These rules would function like the methodological constitution of a scientific
discipline or of a scientific community, and they can be different for differ-
ent groups of researchers, and even for the same group in different periods.
This constitution is what makes “the game of persuasion” possible at all, for a
scientist could try to persuade a colleague of accepting a theory only if the latter’s
theory choices obey some determinate pattern, a pattern allowing the former
to know what kind of arguments or strategies to use in order to persuade the
latter.

The most essential aspect of the constitutional approach is its methodological
individualism: it does not assume that the outcome of the social interaction
among scientists is a social entity which we could call “collective knowledge,”
and which would have the same analytical properties that knowledge, beliefs, or
information have in the case of individual scientists. Instead, the constitutional
approach suggests taking a piece of information as “public knowledge” among
a group of scientists if every member of that group publicly acknowledges that
this information is acceptable according to a set of methodological rules that
have also been unanimously accepted by the members of the group. If there is
disagreement among a group about the norms that must be applied, or about the
outcome of their application, then our approach will simply identify a group’s
“public state of knowledge about a certain issue” with the indication of what
proposition (if any) each member of the group has publicly accepted concerning
that issue.10 Another peculiarity of the constitutional approach is that we need
not necessarily be interested in finding out an absolutely optimal system of
norms; our modest goal is, instead, to discuss whether a group of rational
agents could reach a unanimous agreement about a particular norm or set of
norms once they have agreed on looking for a norm of a certain kind.11

In order to participate in a collective decision about the acceptance of a
rule, each member of a scientific group will basically take into account the
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probability that her own theories would become accepted if a certain rule were
adopted; note that many rules will usually be established before most theories,
hypotheses, and models in the scientific field are devised, as if they were adopted
“behind a veil of ignorance,” and this will tend to make the choice of a rule
more impartial; hence, the more uncertain the private benefits of alternative
methodological norms are for a scientists, the stronger will be the influence of
mere epistemic motivations in the choice of norms.

From the point of view of their role in the process of getting a theory accepted,
these “constitutional rules” can be classified as follows:
(1) Norms for theory comparison. These rules tell under what circumstances a

theory, hypothesis, or model can be considered better than another, or under
what circumstances the epistemic value of a theory will have increased or
decreased. For example, the norm indicating that having correctly predicted
an unknown event increases the epistemic value of a model is a norm of
this kind.12

(2) Norms of inference. These indicate that, if you have accepted some state-
ments, you must also accept (or reject) another specific statement. In prac-
tice, however, some statement-connecting norms will only make some
combinations of statements more or less untenable, especially when the
norms of theory comparison are not easy to apply to those cases, and
hence, when it is not easy to establish which theory is better under the
circumstances indicated by the inference norm. In any case, a researcher
can benefit from her colleagues’ adoption of some statement-connecting
rules in an obvious way: if they obey a rule which tells (or from which it
follows) that “if you accept E, you must accept Ti ,” then, researcher i can
increase the degree of acceptance of her own theory if she persuades many
colleagues to accept E in the first place.

(3) Action-related norms. These tell scientists that, if some people have per-
formed certain actions in certain circumstances, and if they accept certain
propositions, then they also must (or must not) accept another proposition,
or they must (or must not) perform certain actions. Rules of this kind en-
tail that some statements must be accepted, not because other statements
have been already accepted, but because of some additional reasons. These
other reasons can be of a variety of types: they can be results of obser-
vations or experiments made by the researcher, or reports of observations
or experiments made by others, or the acceptance of some statements by
others (as in the case of many propositions one learns through textbooks,
which in many cases are accepted as mere assertions of authority). Note
that the individuals who have performed the actions stated in the antecedent
of a rule of this kind need not be the same individuals who are pondering
whether to apply the rule or not. Note also that action-related norms refer
not only to the obligation of accepting or not accepting a statement, but also
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to the appropriateness or inappropriateness of performing other actions;
for example, some of these rules can indicate how experiments must be
conducted. Action-related norms play an essential role in the game of
persuasion, since rules of inference only allow us to persuade a colleague
to accept a theory if she already accepts some propositions that “trigger”
those inference norms.

(4) Enforcement norms. These establish the penalty that has to be imposed
on a scientist who has disobeyed some rule. Two important points must
be indicated here. The first one is that, since we have supposed that the
fundamental source of utility for a researcher is the degree of popularity
of the theories proposed by her, the only kind of penalties that can be
introduced in our model are those establishing that (some of) these theories
must not be accepted. The second point is that enforcement norms are not
only addressed to the infractors of the other kinds of rules, but to all the
members of the scientific community, who, according to these norms, have
the obligation of not accepting the theories proposed by the infractors; as
a consequence, there will be some norms establishing a penalty for those
scientists who have failed to apply a sanction when they had to do it.13

What can be said about these four kinds of norms from an economic point
of view (as opposed, for example, to a sociological one)? In the first place,
the process of establishing a norm (or a system of norms) can be studied as a
negotiation in which a mutually favorable agreement is sought. For example,
figure 18.1 shows a situation where two scientists (or, perhaps, two different
groups of equal size and power within a scientific community) have different
preferences about the minimum degree of success that a theory or principle
must have in order to be considered “acceptable,” that is, a norm of type (2).
I will briefly discuss, in the next section, a formal model allowing us to derive
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Figure 18.1 A norm of type (2)
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the utility functions used in figure 18.1. For the moment, let us suppose that the
“strict” preferred to establish r s as the minimum acceptable level of success,
while the “lenient” preferred rl . RU represents the reservation utility: that which
would be received if no agreement were reached and each scientist joined
another community or found a different job. The “strict” would neither accept a
rule lower than a, nor lower than rl (since rl is better for both groups than any
other point to the left); equally, the “lenient” would not accept any point to the
right of r s or b. So, any rule between a and rl would be a Nash equilibrium,
and hence, a possible “contract.”14

In the second place, we can also study the efficiency of a norm. In this
context, the concept of “efficiency” has at least two different senses. In the
first place, we can explore if the existing norms tend to produce situations
where no scientist (or, by the way, other groups of citizens) can get a higher
level of utility without someone else getting a lower one; i.e. we can study if
the norms are “Pareto-efficient” (for example, a norm above point b or below
point r s in figure 18.1 would be inefficient in this sense). In the second place,
we can investigate whether the existing norms of a scientific community tend to
produce an optimum body of “knowledge,” at least according to the epistemic
values of the members of the community (for example, a norm above point b
would be epistemically better than b itself, though the incentives faced by the
researchers preclude reaching an agreement so strict – if we grant scientists the
liberty of choosing the norm). Another example of this concept of “epistemic
efficiency” would be the following: in the case of action-related norms, we can
study the possibility of establishing “sincerity-promoting rules” (or “strategy-
proof mechanisms”), e.g. ways of doing and reporting experiments, such that,
if the agreement is obeyed by the others, each experimenter will find out that
her best strategy is to report sincerely the result of her experiment even if this
result goes against her own theory. These later kind of norms are of the highest
importance, since they permit the construction of intersubjective knowledge out
of the subjective experiences and private interests of each researcher. I will also
succinctly present in the next section a mechanism having this property. The
concept of epistemic efficiency will appear again in section 4.

Lastly, we can also study the stability properties of these norms, and espe-
cially the question concerning their self-enforceability. A minimum condition
for a system of norms being self-enforceable is that it generates a coordina-
tion game, i.e. one in which the best strategy for each player is to do what the
others do. Of course, a scientific community can also reach an equilibrium in
which not every member adopts exactly the same rules as the others: if different
groups adopt different compromises, each individual scientist will consider the
pros and the cons of joining one group or another, and her decision will depend,
among other things, on the size of each group. Another possible application of
our approach would be to consider the rules existing in a given community, not
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as the result of a consensus among its current members, but as something which
has been “inherited” by them from past generations, and that each generation
can adapt to their own circumstances. The rigidity or flexibility of the norms
may have a strong influence on their evolution, on the evolution of the scientific
communities they regulate, and on the evolution of the knowledge produced by
these communities. Hence, the study of scientific norms from an evolutionary
perspective would also be of the greatest interest.

3 Two examples

In this section I will offer two examples of “constitutional methodological
norms” that could be established among a scientific community. The first one
refers to the choice of an inference rule, i.e. the choice of an epistemic quality
level or “rigor” such that, if a theory happens to be the only one surpassing it,
it should be accepted by all the community members; I will call this level “the
acceptance standard.” Let U be the utility one scientists gets if her own theory is
unanimously accepted by her colleagues, and let us assume that the utility she
receives if her theory is rejected is zero; let F(x) be the prior probability she has
of devising a theory whose quality level is of x at most; and finally, assume that
this probability is the same for the n members of the community. It is possible
to prove that the expected utility of establishing x as the acceptance standard
will be:

EU (x) = (1 − F(x))F(x)n−1U (N ) + [1 − (1 − F(x))F(x)n−1]U (0)

= (F(x)n−1 − F(x)n)U (N ). (1)

The first-order condition for the maximization of this expected utility is:

EU ′(x) = U (N )[(n − 1)F(x)n−2 f (x) − nF(x)n−1 f (x)] = 0, (2)

and this entails that F(x) = (n − 1)/n, or, which is the same, 1 − F(x) = 1/n.
That is, the members of a scientific community, were they motivated basically by
public recognition, would desire that an acceptance standard were established
such that the prior probability each member has of devising an acceptable theory
is just the inverse of the number of community members.

If the inference norm does not command us to suspend judgment if more than
one theory happens to surpass the acceptance standard, but allows us to accept
any one of those theories, it can be proved that the preferred standard would be
lower. On the other hand, if scientists are motivated also by “knowledge,” and
they prefer ceteris paribus a stricter norm than a lower one (i.e. if U depends
positively on x in (1) and (2)), then it can be proved that the preferred standard
would be higher. So, it is possible that not all scientists prefer exactly the same
standard, and a process of negotiation like that described in figure 18.1 can take
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place; the standard which is finally chosen will have no epistemic virtue per se,
besides the fact that, if it happens to be around the one established by (2), it will
be a relatively strong one. Its main virtue is, instead, of economic nature that:
it allows us to establish an incentive system which makes the effort of scientific
research attractive enough for enough people.

The second example I am going to present is a mechanism to allocate re-
sources for the replication of experiments, one guaranteeing two things: (a) that
each replicator reveals the datum actually observed by her, instead of the datum
predicted by her own theory (if she has one15), and (b) that the resources are
given precisely to the most skillful experimenters. I will suppose that the result
of an experiment or observation can be summarized in a single magnitude, and
that it is possible to define the “distance” between any two different values of
that quantity. I will also assume that each researcher makes the experiment or
observation a number of times, using the resources she has been endowed with,
and derives a certain statistical distribution of the possible values of the quan-
tity, as well as a distribution of the possible values of the mean of all announced
results. Lastly, I will suppose that the two distributions are symmetric.16 The
proposed mechanism is the following:
(a) Each researcher decides whether to perform the experiment or not, and, if

she decides to perform it, she has also to decide whether to reveal a result or
not; all the researchers who decide to reveal a result do it at the same time.

(b) If the difference between the mean of all revealed data and the datum
revealed by a researcher is bigger than d, then this scientist gets a “penalty”
which decreases her utility level in V; if the difference is lower, then she
receives a public recognition which increases her utility level in U; if a
researcher does not reveal any result, her utility level does not change.

(c) The financial and material resources the community can devote to making
the experiment are allocated in the following way: every researcher (or team)
announces the minimum margin of error d she is able to accept (based on her
previous experience as an experimentalist), and the resources are distributed
beginning by the researcher who has announced the minimum d, until they
are exhausted; the margin to which all researchers are submitted corresponds
to the one announced by the last researcher who has been endowed with
resources.

(d) All the members of the scientific community must accept as the value of
the measured magnitude the mean of the revealed data, with a margin of
error that depends on their variance.

It is possible to prove that the most rational strategy for each experimenter
under this mechanism is to reveal sincerely both the minimum margin to which
she is able to commit herself, and the true outcome of her replication of the
experiment.17 The first of these properties allows the scientific community to
allocate the resources among the people who are most able to perform the
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experiment well, whereas the second one allows us to trust the experiment’s
revealed results.

The application of some constitutional norms such as the two commented
on above can warrant that the knowledge produced by a scientific community
is relatively “objective,” both in the sense of being impartial and in the sense
of having been subjected to some strong quality tests. I am not asserting that
precisely these mechanisms exist in the “cognitively successful” scientific com-
munities, nor that these “constitutional” rules should be established within an
“assembly.” But I would like to suggest that those disciplines which have mana-
ged to establish some norms with analogous properties are those which are also
most successful as suppliers of reliable knowledge.

4 Collective decisions and the dynamics of scientific knowledge

The “constitutional” rules of scientific method described in the previous section
tend, if they are well defined and enforced, to promote agreement about data,
hypotheses, laws, or any other kind of scientific statements, even if the dominant
(though not exclusive) desire of scientists were recognition. Nevertheless, we
can not assume that actual methodological rules (particularly when we think
about the norms of a concrete discipline or subdiscipline) are as well established
as other types of legal rules are, since they are usually tacit, rather than encoded,
and also because they are usually difficult to apply unambiguously to singular
cases. This means that, even if the members of a scientific community have
mutually agreed in constraining their choices of statements to some common
rules, there is still the possibility that not all of them accept the same data,
models or theories, although their methodological compromises may tend to
reduce this variation, as compared to what would have been the case if those
shared rules had not existed at all.

If methodological constraints are not enough for generating a full con-
sensus around one solution to a scientific problem (or, more radically, if no
unanimous agreement has been reached about methodological norms), we can
legitimately ask what factors determine the actual degree of acceptance of each
alternative solution among a scientific community. Elsewhere I have proposed a
model which identifies three factors making a scientist more willing to accept
a given statement:18 the epistemic value the statement has for her (which will
mainly depend on the interpretation she makes of the shared rules and of their
application to that problem), the degree in which the statement is favorable to
the theories proposed by her (again according to those rules), and the degree of
acceptance of the statement within the scientist’s community. The inclusion of
this last factor needs some justification. In the first place, for many statements a
scientist needs to use during her work, the “private” information she will have
about them will be very poor, and she will simply be unable to perform her work
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without trusting what her colleagues assert; so, the more agreement they will
show on a certain statement, the less probable it will be that all of them have
misleading information about it.19 In the second place, communication among
scientists tends to be easier the more “knowledge” they share; hence, if commu-
nication is essential while trying to persuade a colleague, then you will need to
accept a high proportion of the statements she accepts. In the third place, if you
want others to accept the hypothesis you are proposing, then you will need to
show that the methodological norms they accept entail that your hypothesis has
an epistemic value high enough, given the other statements they accept; so, the
more accepted a statement is among your community, the stronger will be the
incentive you have to devise a hypothesis which is supported by that statement,
and hence, the more interesting it will be for you to accept it.20

Since the details of this model of theory choice can be examined in the papers
referred to in n. 18, I will indicate here only the more interesting consequences.
In the first place, if the application of the constitutional constraints does not
make it compulsory to accept a particular solution to a given scientific prob-
lem, there can be more than one stable equilibria (i.e. more than one vector
x = (xl , . . ., xn), such that xi is the degree of acceptance of the ith solution
among the scientific community, and that x is a steady state in the dynamics
generated by the mutual interdependence of the scientists’ decisions, i.e. one
where the desired decisions of all scientists are mutually consistent – a Nash
equilibrium – and which is an attractor for other vectors which are not Nash
equilibria). In the second place, under some circumstances, some of these steady
states will be Paretian-inefficient, i.e. it is possible that x is a stable equilib-
rium but there is another distribution of degrees of acceptance under which no
scientist would have a lower level of utility, but at least one of them would
have a higher level. In the third place, it may also happen that every scientist
believes solution i is epistemically better than solution j, but there is a stable
equilibrium in which xi < x j (we can refer to this situation as one of “epistemic
inefficiency”). Lastly, the existence of multiple equilibria can make of the evolu-
tion of scientific knowledge a strongly path-dependent process, since the actual
degree of acceptance of a scientific hypothesis will not only depend on epistemic
factors (i.e. each researcher’s beliefs about its scientific merits, given the infor-
mation she has) and on social factors (i.e. the “conformity effects” described
in the preceding paragraph, as well as each researcher’s desire for recognition),
but also on the order in which the relevant information has been produced and
disseminated, and on the order in which the competing hypotheses have been
devised and publicly proposed.

These four results are really bad news for those who would want to use
economic theory as an instrument to show the “efficiency” or “rationality” of
scientific research, since they confirm some of the main points defended by
radically relativist sociologists of science, or so it might seem at first sight.
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Nevertheless, I think that the problem only emerges owing to the fact that we
have modeled scientists simply as passive automata myopically adjusting to
the situation they confront. If we consider, instead, that researchers have the
possibility of being conscious of the “problems” caused by their own decisions,
as well as the capacity of “negotiating” a solution to those problems, we can
show that collective action among scientists can help to make the production
of scientific knowledge a much more rational enterprise. Obviously, the consti-
tutional choices referred to in sections 2 and 3 were also collective decisions;
the main differences between that case and the present one are the following:
in the first place, the constitutional choice would be a unanimous decision of
all the members of a scientific community, whereas I will now study collective
decisions taken by groups smaller than the full community; in the second place,
the objects of the constitutional choice were methodological norms, and we
will now consider decisions about to accept or to reject a scientific statement.

Suppose, in the simplest possible case, that the members of a scientific com-
munity have to choose between accepting a hypothesis or rejecting it,21 and
assume that there are two possible stable equilibria, x and y, corresponding to
two different degrees of acceptance of the hypothesis.22 If each researcher just
decided individually whether to accept or to reject the hypothesis, then any of
the two equilibria could be reached (for example, x), depending on the situation
from which they started. But if scientists realized that there is another stable
equilibrium (what could be possible thanks to fluent communication among
researchers), and if some of them realized that they would reach a higher utility
level in y than in x (among those who reject the hypothesis in x but accept it
in y), this group of scientists could form a “coalition” and change their for-
mer individual decisions of rejecting the hypothesis for a collective decision in
the opposite sense. The last decision is “collective” in the sense that it is only
interesting to adopt it for each member of the group if the other members do
the same; i.e. the members of the group face a coordination problem in taking
the decision. It can be proved that the collective compromise of accepting the
hypothesis is self-enforceable iff the size of the coalition is bigger than the
absolute difference between x and z (z being the unstable equilibrium lying
between x and y; see n. 22). If the coalition is formed and its decision is self-
enforceable, then other scientists who were rejecting the hypothesis in x would
find it more interesting to accept it, which would induce more scientists to do the
same, and so on, until equilibrium y is reached. This result also entails that there
will be a possible coalition having enough power to “jump” from equilibrium
x to equilibrium y iff there is no possible coalition with the power of doing the
reverse.

The possibility of “jumping-at-once” from one stable equilibrium to an-
other entails that, at least under the circumstances considered by the existing
models, only one stable equilibrium remains, which eliminates the problems
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of underdetermination and path-dependence. Paretian inefficiencies are also
eliminated, since those researchers who were better in equilibrium y than in x
could form a coalition to “jump” to y, if the actual equilibrium were x. The only
remaining problem is epistemic inefficiency, although this is only due to our
assumption that researchers can take into account, in order to accept or reject a
hypothesis, not only their private opinions about it and the public pronounce-
ments of their colleagues, but also the degree of support the theories proposed
by them receive from that hypothesis; in the absence of this motivation, epis-
temically inefficient equilibria would be eliminated as well (more formally, if
every scientist thinks that hypothesis H is better in the epistemic sense than H ′,
it cannot be the case that, in the equilibrium which is stable under collective
decisions, H ′ has a higher degree of acceptance than H ). Nevertheless, the for-
mation of coalitions can have some costs: time must be devoted to talking and
discussing with colleagues, and a risk is assumed by each member, for it is not
sure that their collective decision will in the end be successful (for example, the
size of the coalition might be too small). So, the possibility of a fluent commu-
nication among scientists is essential in permitting their collective decisions to
solve the problems generated by conformity effects.23

5 Is economic knowledge efficiently produced?

Here we have considered science as an institution devoted to the production of
“knowledge,” but integrated by people who are not exclusively (and perhaps
not fundamentally) motivated by the “pursuit of knowledge,” but for the at-
tainment of other personal goals. In a sense, society faces here a problem of
the “principal–agent” type: how can the people whose money is employed to
fund scientific research (the “principals”) make scientists (the “agents”) behave
as if they were truth-seekers, instead of mere rent-seekers? Some authors have
argued that something like the “invisible hand of the market” would also exist in
the case of science, making it more interesting individually for each researcher
to seek valid results than to present erroneous or fraudulent ones, and to defend
those theories which she personally thinks are better justified than those which
better help her to reach her own private goals. Perhaps some economic models
showing this possibility can be devised, but I suspect (for reasons stated in
section 2) that only an agreement about scientific norms i.e. an exchange of
constraints, instead of a mere exchange of “actions” – can make the scientists’
decisions be consistent with the pursuit of knowledge. In fact, even in the case
of the market the “invisible hand” works only because there is a legal order
which defines and enforces property rights. On the other hand, if we choose
to model scientists as individual utility maximizers, and ignore the possibility
of negotiation and collective decision-making, then all seems to indicate that
equilibrium analysis will lead us to conclude that the production of scientific
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knowledge is not as rational and as efficient as the “invisible hand” metaphor
might suggest.

In the case of science, “constitutional” rules would define what can, can
not or must be taken as a solution to a problem, or as a better solution to
another one, and hence, those norms create the game that scientists will later
play, using either individual or collective strategies. From the point of view
which is defended in the present chapter, the more freedom scientists have to
establish a system of methodological norms (and the more severe the chosen
norms are), and the more freedom scientists have to communicate, negotiate,
or establish coalitions with colleagues, the more probable it will be that the
“scientific knowledge” produced by them will be of a high quality according to
the epistemic criteria of scientists themselves. I do not think there is, in general,
any other criterion of epistemic value which could be more acceptable than
consistency with the epistemic part of scientists’ preferences, for the specialists
in a scientific discipline have, after all, a deeper sense of what can be taken
as “knowledge” within their own field. The main problem of an institutional
organization of science from the cognitive point of view is, then, how to make
scientists strive for reaching theories which have the highest possible epistemic
value in their own opinion, and how to make them sincerely reveal their true
opinions about the theories actually proposed.

The question is, hence, how does all this affect our discussion on economic
knowledge? Is economics, as a scientific discipline, constituted in such a way
that the mechanisms analyzed in the previous chapters apply to it? Instead
of offering a list of possible “cognitive shortcomings” of economic science, I
propose to take the fundamental elements of our collective-action model of sci-
entific research and see whether they can be attributed to economics. In the first
place, it is hard to deny that economics, particularly mainstream economics, is
an activity regulated by norms, severe methodological norms. Papers published
in “top” journals must have passed strong quality tests, perhaps no less strict
than in the “harder” sciences, and in general there is little doubt among the
profession about who are the most “eminent” practitioners, those who have
produced the “best” theoretical or (less frequently) empirical work. But it is
doubtful that the aim of those tests, and of the criteria used to identify who is a
good economist, is specifically to determine the compulsory acceptance of the
content of published models or theories. The main function of the methodologi-
cal norms considered in sections 2 and 3 was simply to make it possible that a
scientist could become the winner in a race for the solution to a problem, and
being the winner entails that all (or almost all) your colleagues explicitly accept
you are right. In economics, instead, accepting that a model or theory is terribly
good (even much better than its rivals) does not force you to recognize that the
model or theory is (even approximately) right. In the majority of cases, what
makes of an economic model a “good” one (in terms of the quality rankings
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of the profession) is, instead, the mastery of analytical skills revealed by its
creator. Economics is in this sense more similar to the fine arts or to sports
than to other scientific disciplines: we will find in it severe norms, and fierce
competition as well, but the losers in that struggle will not have the obligation
of adopting the winners’ work.24

In the second place, if methodological rules are not enough to promote sci-
entific consensus in economics, will collective decision-making avoid, at least,
that epistemic inefficiencies take place within the discipline? Two factors can
make it difficult for this mechanism to function in economics as efficiently as
it may do in natural sciences. The first factor is that the reasons to accept an
economic theory, model, hypothesis, or datum may not only be the ones re-
ferred to in section 4: besides epistemic assessment, support of one’s preferred
theories, and conformity to others’ decisions, an economic statement can also
be accepted by an economist because it tends to promote in some way her eco-
nomic, political or social interests. For example, usually the effects of economic
policies on the general welfare are very uncertain for individuals, but some of
their consequences for some agents are very clear: for example, the wealthy may
not be sure about the general and long-term effects of a big cut in the marginal
rates of the income tax, but they will be very sure about some particular
effects of this policy, and they may tend to accept and disseminate a theory
which proposes a measure of this kind. Even if a situation happened in which
an epistemically inefficient equilibrium were actualized and a possible coalition
existed which were interested in passing to an efficient equilibrium (i.e. if they
were interested for epistemic reasons in “jumping-at-once” to the acceptance
of, say, an heterodox theory), this “jump” would probably have real effects on
economic policy, or on the working of the economic system, and the agents
who thought that they were going to be harmed by this change might provide
some incentives to economists in order to prevent them to “jump.” Hence, since
the consequences of economic theories almost always refer to interest-laden
problems, it seems that a good strategy would be not to trust too much in those
theories until a detailed argument is offered showing that the people who have
produced and disseminated that “knowledge” have made it so under a system
of incentives guaranteeing the neutrality and objectivity of their conclusions.

In economics there is perhaps a second factor which makes it more dif-
ficult for coalitions to eliminate epistemic inefficiencies. This is the fact that
the “economic knowledge” which is more relevant to take into account is not
only that of economists, but the economic beliefs, intuitions or expectations
of economic agents (i.e. consumers, firm managers, politicians, and so on).25

It is at least conceptually possible that some economists had discovered “the
true laws of the economic system” (if such a thing existed at all), but no one
else believed them. Since the evolution of the economy will depend more on
the “opinions” each agent has than on the “truth” possessed by a minority within
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an ebony tower, a truly “reflexive” economic theory (as, for example, Rational
Expectation Macroeconomics pretended to be) should not automatically assert
that people have true, unbiased knowledge of the relevant economic variables
and mechanisms; this could be accepted only after having shown why confor-
mity effects and ideological biases could not lead to stable equilibria in which
some radically false economic beliefs survived and had a high degree of popu-
larity. If these epistemically inefficient equilibria existed in the economy at
large (and not only within economics as a discipline), it would be much more
difficult to create a big enough coalition which could “jump” to an efficient
equilibrium, simply because it would probably involve millions of people, and
not only a few dozens (as in the case of scientific coalitions).

In conclusion, the credibility of economic knowledge depends basically on
the incentives faced by those people who produce it, disseminate it, and make
use of it. As this credibility is growingly contested from some quarters, I think
economists should devote more effort to justify the objectivity of their theories
and the reliability of their recommendations. It can be argued that “the burden
of proof” should be on the accuser’s side, but actually no accusation is being
made here: only the conceptual possibility of epistemic inefficiencies is indi-
cated. It would be interesting if economic theorists provided an account of how
an objective economic knowledge could be reached, as well as an empirical
determination of whether the actual practice of economics corresponds to that
theoretical account. In order to do so, the elaboration of an “economics of sci-
entific knowledge” seems to be an essential previous stage. I believe that deep
and radical changes in economic theory can be expected if this program is taken
seriously by the profession.
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of the Universidad Carlos III, has encouraged the writing of this chapter. Some prelimi-
nary versions of it were presented in the Permanent Seminar of Economic Methodology
of Universidad Autónoma de Madrid (November 1999), in the Seminar of Economics
and Philosophy of the Cátedra Sánchez-Mazas (San Sebastián, Spain, 1999), and in
the Seminar “Theoretization and Experimentation in Economics” (Rovaniemi, Finland,
December 1999). My thanks to Juan Carlos Garcı́a-Bermejo, Andoni Ibarra, Uskali
Mäki, and Timo Tammi for inviting me to take part in them. I have also received help-
ful comments from Francisco Álvarez, Shaun Hargreaves Heap, Frank Hindriks, David
Teira, and especially Juan Urrutia.
1. See, for example, Brennan and Buchanan (1985).
2. See Colander (1989), and, in general, the papers contained in Colander and Coats

(1989). See also Wible (1998) for a convincing criticism of the idea that “science is
a free market.”
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3. Lucas (1987).
4. After all, in what sense would an economic agent not “survive” who was not able

to predict the rate of inflation in an unbiased way?
For a survey of the literature on economics and evolution, see Vromen (1995).

5. See, for example, Vega-Redondo (1996).
6. The same idea has been defended in Mäki (1999), where he proposes considering

the applicability of an economic theory to itself (i.e. its capacity to explain its
own degree of popularity and its – assumed – epistemic superiority with respect to
alternative theories) as an additional test each theory should pass.

7. Of course, the mere fact that somebody pursues private benefits, among other things,
does not make her automatically a “rent-seeker”; by “rent-seeking scientists” I would
mean, rather, those who used (at least a part of ) the resources devoted to science
in a manner which was only profitable for them, and not for the other members of
the society (as long as they are interested in funding science for producing reliable
knowledge). So, the concept of “rent-seeking” refers only to the behavior of re-
searchers, not to their motivations: the pursuit of a high income or of political power
will not make a scientist a “rent-seeker” if she acts in a manner which is compatible
with the pursuit of the highest amount of knowledge.

8. See, for example, Hull (1988, esp. chapter 10), and Dasgupta and David (1994,
section 4).

9. See, for example, Latour and Woolgar (1979). Personally, I do not accept these
radical assumptions, but I am trying to show that even if scientists were as depicted by
those authors, they would be interested in establishing some “objectivity-promoting”
methodological norms.

10. By recognizing this essential methodological individualism, the constitutional
approach avoids the problems rightly detected by Wade Hands (1997) in other
“naturalistic cum economic” explanations of scientific knowledge (such as Goldman
and Shaked 1991, or Kitcher 1993): our approach does not “want something to
emerge (a special type of belief ) that is qualitatively different from the beliefs of the
individual agents” (Hands 1997, S113), and it does not intend, as well, to construct
a notion of “public knowledge” as a kind of “aggregate” having the same properties
of individual beliefs.

11. It is almost certain that no human group can devise and study all possible kinds of
norms they might adopt; but once some type of norm has been proposed within a
group, it is much easier for its members to discuss what specific features they would
desire the chosen norm to have.

12. I have defended elsewhere the notion that some prevailing methodological norms
correspond to those that would be chosen by a group of scientists satisfying two
conditions: (a) the epistemic element in their utility functions corresponds to what
I have called “empirical verisimilitude of a theory given the existing data,” and
(b) they choose the rules without knowing what probabilities of success their own
theories will have under those rules (i.e. they choose “under the veil of ignorance”).
See Zamora Bonilla (1999a).

13. Enforcement norms are, in this sense, “meta-norms.” Axelrod (1997, chapter 3),
shows that introducing this kind of norms in computer “prisoner’s dilemma”
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tournaments drastically reduces the frequency of “defections.” On the other hand,
the justification of obeying a meta-norm is not clear from the point of view of
instrumental rationality (see, esp., Elster 1989, chapter 3).

14. Of course, the positions of the four relevant points can change, depending on the
shapes of the expected utility functions and on the reservation utility levels (which,
in addition, need not be the same for each group).

15. Or if there is one datum that is more “favorable” for her in some sense.
16. The results depend essentially on the symmetry assumption; it would be an interest-

ing analytical problem to show whether some mechanisms with the same properties
exist if this assumption is relaxed.

17. A detailed proof is available from the author.
18. Zamora Bonilla (1999b). Brock and Durlauf (1999) also present a similar, though

mathematically more sophisticated, model.
19. Cf., for example, Hardwig (1991).
20. See, for example, Banerjee (1992) for the economic modeling of conformity to

others’ behavior.
21. I am using the term “hypothesis” in the widest possible sense, as a proposition of

any level of generality whose truth is not known with absolute certainty.
22. In this case it can be proved that there will also be an unstable equilibrium z, between

x and y. For all the proofs referred to in this paragraph, see Zamora Bonilla (1999b,
470–471, 477–480). For the problem of stability, cf. also Brock and Durlauf (1999,
121), though they ignore the possibility of collective decisions, which is basic to my
argument.

23. The change in the degree of popularity of a hypothesis owing to the collective de-
cision of a coalition can be related to Bruno Latour’s arguments about the role of
“enrolling allies” to make a theory triumph (cf. Latour 1987). What Latour would
probably not accept is the efficiency-promoting character of these collective deci-
sions.

24. It is particularly sad that empirical evidence is used so little to actually resolve
economic disputations. For a recent proposal of establishing a kind of empirical
competition among economic models, as well as a recognition-allocation mechanism
based on its results, see Slembeck (2000). I have tried to explain the relative lack of
empirical testing in economic theory in Zamora Bonilla (1999a).

25. The relevance of this “everyday” economic knowledge has been emphasized in the
articles contained in Garnett (1999).
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